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Traditional finite difference methods for solving the partial differential equations
(PDEs) associated with wave and heat transport often perform poorly when used in domains
that feature jump discontinuities in model parameter values (interfaces). We present a radial
basis function-derived finite difference (RBF-FD) approach that solves these types of
problems to a high order of accuracy, even when curved interfaces and variable model
parameters are present.
The method generalizes easily to a variety of different problem types, and requires
only the inversion of small, well-conditioned matrices to determine stencil weights that are
applied directly to data that crosses an interface. These weights contain all necessary
information about the interface (its curvature; the contrast in model parameters from one
side to the other; variability of model parameter value on either side), and no further
consideration of the interface is necessary during time integration of the numerical solution.
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Chapter 1
Introduction

In this thesis, I will present my work toward accurately modeling heat and wave
transport within and between two or more materials of differing physical properties. The
methods presented here are collocation approaches to numerically solving partial differential
equations (PDEs) using radial basis function-derived finite differences (RBF-FD). As waves
or heat pass between different materials, the spatial profile of relevant data often changes
abruptly and in a manner that creates difficulty for traditional methods that are used to
model such phenomena.
After a brief introduction to previous approaches for solving wave and heat equations
in domains with sharp interfaces (jump discontinuities) between different model parameter
values, I present a general overview of an RBF-FD approach to these problems. I then discuss
and computationally test the method in solving PDEs that model the physical processes
mentioned above. I will focus here on the 2-D elastic wave equation (2-D EWE) and the 2-D
isotropic heat equation.
Together with Bengt Fornberg and Amik St-Cyr, I have already published one paper
covering preliminary work toward this thesis, and this paper is presented as Appendix A.
Some of the material in Chapters 2 and 3 (wave equation problems) will be submitted as a
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second paper to a scientific journal soon. Chapters 4 and 5 (heat equation problems) will be
the basis of a third paper, to be submitted around the same time.
One of the novel properties of the RBF-FD method is its direct and correct treatment
of non-smooth data shapes near material interfaces. To the best of my knowledge, no other
currently known and published collocation approach treats non-smoothness of data near
interfaces in the relatively simple and straightforward manner presented here.

1.1

A short history of wave equation solutions with interfaces present
Two types of error dominate numerical solutions of wave equations when material

interfaces are present: 1) dispersive errors where material parameters are constant or vary
smoothly in space, and 2) errors in the reflection and transmission of waves from and through
an interface. Dispersive errors cause wave fronts to develop spurious trailing wave trains,
which may be overcome, at least in part, by the use of high-order derivative approximations
[1].
Robertsson et al. in [2] report that many wave transport simulations have been carried
out under the assumption that a high-order finite difference (FD) scheme sufficiently reduces
the latter error as well, and that point-to-point changes in model parameters provide enough
information to reach a satisfactory solution. However, without more rigorous treatment near
interfaces, the application of high-order methods to such a domain yields a solution accurate
to only first order [3],[4].
Some investigators have improved the second type of error (differentiation across
interfaces) by employing curvilinear transformations such that grid lines follow interfaces
[5]. Moving from structured to unstructured meshes, as used for example with finite element
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methods (FEM), improves geometric flexibility further still. Recent literature on mesh-free
discretizations has increasingly focused on RBF based approximations [6]. Still more
recently, RBF-FD has emerged as a particularly good way to obtain highly accurate ‘local’
derivative approximations using scattered node sets. The first RBF-FD application in the
context of seismic modeling was given in [7].
A number of studies have sought to reduce truncation error due to incorrect
differentiation of non-smooth data, as in the immersed interface method (IIM) published by
Zhang and LeVeque [8]. Other methods achieve higher accuracy through careful modification
of material parameters near an interface [9],[10], but problems may arise when this is done
[5]. Some investigators have found ways to smoothly extend data on either side of an
interface, as in [11]. Certain FEM approaches, such as those reported in [12] and [13], allow
differentiation of non-smooth data by directly incorporating non-smooth basis functions into
discrete elements adjoining an interface.

1.2

A short history of heat equation solutions with interfaces present
Since the 1970s and 1980s, significant research effort has gone into numerically

solving parabolic and elliptic equations that model heat- or otherwise diffusivity-related
transport processes in domains with interfaces or challenging boundary conditions. Some of
the earliest works in this area include Babuska’s finite element approach to elliptic problems
[14], Peskin’s immersed boundary method used for modeling blood flow in the heart [15], and
Mayo’s work with integral equations to solve Poisson problems and the biharmonic equations
in irregular regions [16].
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As with the hyperbolic PDEs that model wave transport, many investigators continue
to propose new and more optimal numerical solutions to diffusive interface problems. And
as in the case of wave-type problems, a significant amount of this work has involved FEMs
or other weak-form methods [17],[18],[19].
Other efforts have focused on correcting the error in using traditional finite difference
stencils to differentiate non-smooth data across an interface, such as the well-known and
often-cited IIM approach introduced by LeVeque and Li in [20]. Around the same time, Li
and Mayo [21] published work on an alternating direction implicit (ADI) scheme for solving
heat equations with interfaces to 2nd-order accuracy. Li and Shen [22] followed up on this
method with an ADI approach that allowed smoothly-variable model parameters on either
side of an interface. Wiegmann and Bube [23] and Linnick and Fasel [24] presented methods
that account for the jump in directional derivatives along Cartesian grid lines when an
interface is crossed. Fornberg and Meyer-Spasche [25] and Fornberg [26] showed that 1storder corrections to the numerical solution of elliptic equations could be very simple and
straightforward when applied to a special class of free boundary problems. Some recent
interest has been devoted to the study of compact stencils and their correction near interfaces,
as in Mittal et al. [27].
Further studies involve alternative measures to correctly assess the shape of data
near interfaces and domain boundaries, such as smooth data extension or “ghost” methods
[28],[29], the use of an embedded domain [30], and coordinate transformation of a curvilinear
interface problem into a rectilinear one [31].
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An overview of the RBF-FD method

1.3

In [32] (presented as Appendix A), we introduced an RBF-FD method that achieved
global 3rd-order accuracy in solving the 2-D EWE in the presence of material interfaces.
While the method shared some fundamental principles with techniques described in Sections
1.1 and 1.2, it also features a unique combination of advantages:

•

As an RBF-FD method, it is applicable on a mesh-free set of data nodes that can be
placed in an advantageous arrangement around interfaces, as explored in [5].

•

We need not modify any material parameters near the interface (as done, for example,
in [9] and [10]).

•

Stencils that cross an interface contain all relevant information about that interface
within the stencil weights themselves, and any explicit integrator with an appropriate
stability domain may be used to evolve a solution in time (e.g. RK4, AB3) without any
further consideration of the interfaces during the time stepping (as was necessary in
[8], [33], and [34]).

•

These explicit stencils can be directly applied to data on both sides of an interface,
requiring no formation of fictitious data extensions as in [11] and [28].

•

The RBF-FD approach avoids the necessary meshing inherent in the FEM approaches
of [12],[13], etc.

•

For each stencil that crosses the interface, all polynomial basis functions that support
RBFs in determining the stencil’s collocation weights are determined via a relatively
simple matrix problem.
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•

The method is designed, at least in theory, to support an arbitrary degree of spatial
accuracy (though it may be practically limited by stability considerations).

•

In the absence of interfaces, the method reduces to standard RBF-FD methodology for
creation of collocation weights in regions featuring smooth data (with a subtle
exception in the case of the 2-D EWE, as we will discuss in Chapter 3).

Since the publication of [32], we have introduced significant improvements to the
RBF-FD method:

•

In the case of the 2-D EWE, we can extend our knowledge of the 2-D piecewise
polynomial expansion terms of continuous data (particle velocities; stresses
perpendicular to an interface) near a curved interface to possibly discontinuous data
(stress parallel to an interface) as well. This gives us a complete expansion of all data
near a curved interface up through an arbitrary degree of accuracy, and allows the
use of symmetric, centered stencils throughout the entire domain (even across
interfaces). This process is discussed in Chapter 3.

•

Inclusion of variable model parameters on either side of an interface is a
straightforward extension of our method for piecewise constant parameter values, and
is discussed in both abstraction and in concrete examples throughout the thesis.

•

Generalization of our procedure as used on wave equations into a method for the
solution of heat equations is a simple undertaking; hopefully the reader will see many
similarities between the 1-D wave and heat work in Chapters 2 and 4, respectively,
and between their 2-D counterparts in Chapters 3 and 5.
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•

The method can be used even within stencils that cross multiple interfaces, and can
accurately resolve domain features on a much smaller spatial scale than the
separation between data nodes, as explored in Section 5.4.3 and 5.4.4. It requires no
lower-dimensional approximation of these features as carried out in [35], but can
rather incorporate the complete shape of such a thin layer through that layer’s effect
on the piecewise polynomial basis functions that underlie an RBF-FD stencil.

RBF-FD methodology provides a new and convenient avenue for creation of a meshfree, explicit collocation method that accurately accommodates the changes in heat and wave
data that occur across an interface.
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Chapter 2
Wave problems in 1-D

2.1

Calculating finite difference weights in 1-D: an example with 2 interfaces

Before addressing the numerical simulation of wave transport in 2-D, we will
illustrate some of the core concepts in our method with simpler 1-D examples. In 1-D we will
concern ourselves with a first-order formulation of the 2-way wave equation:


0
 ut  
=
  
 ft   ρ c2 ∂

∂x

1 ∂
u
ρ ∂x   u 
  ≡ D 
f
f
0   


(1)

In (1), c is the local speed of waves within the medium, u represents (horizontal) particle
velocity, f is (scalar) 1-D stress, and the operator ∂ / ∂x indicates differentiation of data with
respect to the 𝑥𝑥-coordinate. Higher-order time derivatives and their equivalences in terms of
spatial derivatives can be obtained by applying the differential operator D multiple times:


 u( k )t   0

 
=
 f ( k )t   2 ∂
 ρ c ∂x

1 ∂k
u
ρ ∂x   u 
   ≡ Dk  
f
f
0   


(2)
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In (2), the subscript k on the left hand side of the equation denotes the k th time derivative
of that data field. If data is continuous at a point on an interface, all of its time derivatives
must also be continuous at that point (otherwise, a discontinuity would appear in the data at
that point as time progresses).
In 1-D, continuity of velocity and traction mandate that both u and f must be
continuous across an interface. Therefore, u( k ) t , f ( k ) t are also continuous there for all values
of 𝑘𝑘. If we refer to the left and right sides of the interface as sides L and R, respectively, then

for k = 0,1, 2, , the following must hold as we approach the interface location from the two
sides:

u 
u 
DLk  L  = DRk  R 
 fL 
 fR 

(3)

We now describe how we form 1-D stencils that uphold these conditions. Suppose an
interface is located at 𝑥𝑥 = 0.

For our examples, we will form 4th-order stencils for

differentiation across the interface, and thus we consider up to 4th-degree Taylor expansion
terms of both data fields about the interface location:

 u L =uL,11 + uL, x      
x + uL, x 2 x 2 + uL, x3 x 3 + uL, x 4 x 4 if x ≤ 0

u≈
2
3
4
if x ≥ 0
 u R =uR ,11 + uR ,     
x x + uR , x 2 x + uR , x 3 x + uR , x 4 x

(4)

 f L = f L,11 + f L, x      
x + f L, x 2 x 2 + f L, x3 x 3 + f L, x 4 x 4 if x ≤ 0

f ≈
x + f R , x 2 x 2 + f R , x3 x 3 + f R , x 4 x 4 if x ≥ 0
 f R = f R ,11 + f R , x      

(5)

In (4) and (5), the boldface notation indicates that we are now interested in vectors of
polynomial coefficients for each data field in ℙ4 (ℝ).
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=
uL

u

 L ,1 
u

 L, x 
u

=
L, x 2  , u R


 uL , x3 


u 4 
 L , x 

u

 R ,1 
u

 R, x 
u

=
R, x2  , fL


 uR , x3 


u 4 
 R , x 

 f

 L ,1 


 f L, x 


f

2
=
 L, x  , f R


 f L, x3 


f

 L, x 4 
















f R , x 

f 2
R, x 
f 3 
R, x 
f 4
R , x 

f R ,1

(6)

We now define the discretized PDE differential operators DL and DR by their action on
these monomial basis functions:


 u L ,( k ) t   0
=

 
 f L,( k )t  
2 ∂
 ρ LcL ∂x

1 ∂ k
u 
ρ L ∂x   u L 
   ≡ DL k  L 
 f
 fL 
0   L


(7)


 u R ,( k ) t   0
=

 
 f R ,( k )t  
2 ∂
 ρ R cR ∂x

1 ∂ k
u 
ρ R ∂x   u R 
   ≡ DR k  R 
 f
 fR 
0   R


(8)

In this context, we define the discrete differential block operator ∂ / ∂x by its action on the
standard monomial basis set in ℙ𝟒𝟒 (ℝ):

 1  0
x 
  0
∂  2 
x = 0
∂x  3  
 x  0
 4  0
x  

1 0 0 0  1 
 
0 2 0 0  x 
 2
0 0 3 0  x 
 
0 0 0 4  x3 
0 0 0 0   x 4 
 

(9)

Suppose that the wave speed c is smoothly variable on each side of the interface at 𝑥𝑥

= 0, with Taylor expansion (through 4th degree):

 c L =cL,11 + cL, x      
x + cL, x 2 x 2 + cL, x3 x 3 + cL, x 4 x 4 if x < 0

c≈
2
3
4
if x ≥ 0
 c R =cR ,11 + cR ,     
x x + cR , x 2 x + cR , x 3 x + cR , x 4 x

(10)
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We can use this information to replace the wave speed parameter in (7) and (8) with a matrix
representation of how multiplication by the (variable) wave speed affects data expansions (up
through 4th-degree terms) on both sides of the interface:

 1   cL,1
 x  c
   L, x
2
cL  x  =  cL, x 2
 
 x 3   cL , x 3
 4 
 x   cL, x 4
 1   cR ,1
 x  c
   R, x
2
cR  x  =  cR , x 2
 
 x 3   cR , x 3
 4 
 x   cR , x 4

0
cL,1

0
0

0
0

cL , x

cL,1

0

cL , x 2

cL , x

cL,1

cL , x 3

cL , x 2

cL , x

0

0
0

cR ,1
cR , x

cR ,1

0
0
0

cR , x 2

cR , x

cR ,1

cR , x 3

cR , x 2

cR , x

0  1 
0  x 
 
0   x2 
 
0   x3 
 
cL,1   x 4 


(11)

 1 
 
 x 
  x2 
 
0   x3 
 
cR ,1   x 4 


(12)

0
0
0

In the case of constant wave speeds on one side (or both sides) of the interface, the
representations in (11) and/or (12) reduce to diagonal (scalar) matrices that are equivalent to
multiplication by the (constant) wave speed on that side of the interface.
We next need to use our discrete formulations in (7) and (8) to make sure that (3)
holds, up through the desired degree of accuracy (4th degree, in the example we’re currently
constructing). We’ll illustrate how we do this with a particular example. Suppose we’re
interested in solving a wave equation problem on the closed 1-D interval [−1,1], with the
wave speed profile shown in Figure 2-1.
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Figure 2-1. Wave speed profile for evaluating 1-D stencil weights

In our example, wave speed and density throughout the domain are defined as follows:

1,
x ∈ [ −1,0)

c=
1.5 + 0.05sin(2π x ), x ∈ [0,1.0]
 1, x ∈ [ −1,0)
1.5, x ∈ [0,1.0]

ρ=

(13)

(14)

We will walk through the steps of enforcing (3) and determining weights for stencils
that cross the interface at 𝑥𝑥 = 0.

We have the following matrix representations for

multiplication of polynomials by wave speed, using the Taylor expansion of (13) about 𝑥𝑥 = 0:
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 1  1
x 
  0
2
c p , L  x  = 0
  
 x 3  0
 4  0
x  

0
1
0
0
0

0
0
1
0
0

0  1 
 
0  x 
 2
0  x 
 
0  x 3 
1   x 4 
 

0
0
0
1
0

(15)

 1   1.5
0
0
0
0  1 
x 
 
1.5
0
0
0  x 
   0.314

2
2
c p, R  x  =  0
0.314 1.5
0
0  x 
  



0
0.314 1.5
0   x3 
 x 3   −2.07
 4  0
0
0.314 1.5  x 4 
−2.07
x  
 

(16)

First, we’ll consider characterization of data field 𝑢𝑢 at the interface. If we set 𝑘𝑘 = 0

and evaluate (3) with our discrete forms of the left- and right side differential operators, we
find that the following must be true, from the upper 5 rows and leftmost 5 columns of either
side of the block-diagonal matrix equation:

u L,(0)t

x =0

 (1)u

L,1 
1 0 0 0 0 

0 1 0 0 0  ( x )uL, x 

 ( x2 )u 
0 0 1 0 0 
=
L, x 2 

  ( x3 )u 
L, x3 
0 0 0 1 0 
0 0 0 0 1  ( x4 )u 
L, x 4  x = 0



1
0

0

0
0

0
1
0
0
0

0
0
1
0
0

0
0
0
1
0

 (1)u

R ,1 
0 


 ( x )uR , x 
0 
 ( x2 )u 
0 
R, x2 



0  ( x3 )uR , x3 


1 ( x4 )u 


= u R ,(0)t

x =0

(17)

R, x4  x =0

With the interface conveniently located at 𝑥𝑥 = 0, (17) simply indicates that the constant
expansion terms of 𝑢𝑢 across the interface are equal:

[1

0 0 0 0]

u

 L,1 
u

 L, x 
u

 L, x 2 


 uL, x3 


u 4 
 L, x 

= [1 0 0 0 0]

u

 R ,1 
u

 R, x 
u

 R, x2 


 uR , x3 


u 4 
 R , x 

(18)
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We next set 𝑘𝑘 = 1 and reevaluate (3). This time, we will enforce continuity of the 1st time
derivative of 𝑓𝑓 across the interface, which equates to spatial derivatives of 𝑢𝑢 through the
PDE. From the lower 5 rows and leftmost 5 columns of the result, we have the following:
 (1)u

L ,1

f L ,(1) t

x =0


 0 1 0 0 0  
( x )u L , x 
0 0 2 0 0  


 ( x2 )u 
2
L,x 
0 0 0 3 0 
=

  ( x 3 )u 
3
L,x
 0 0 0 0 4  

 0 0 0 0 0  ( x4 )u 
4



L,x



x =0

 (1)u

R ,1


0
0
0 
 0 3.4
 ( x )u

,
R
x
 0 1.4 6.8 0

0  

 ( x2 )u 
2
R,x 
 0 0.4 2.8 10 0  

  ( x 3 )u 
3
R,x
 0 −9.3 0.3 4.2 14  

 0 −2.0 −19 0.4 5.7  ( x4 )u 
4



R,x



= f R ,(1) t

x =0

(19)

x =0

Since 𝑓𝑓 must always be continuous as we approach 𝑥𝑥 = 0, the time derivative of its constant

coefficient must be equal across the interface. Therefore, we need to enforce the first row of
linear relationships between Taylor coefficients of 𝑢𝑢. We can add this first row of (19) to the
condition we already have established in (18):

1 0 0 0
0 1 0 0


u

 L,1 
u

 L, x 
0  u 
 L, x 2 
0 u 
 L, x3 


u 4 
 L, x 

1 0 0 0
=
0 3.4 0 0

u

 R ,1 
u

 R, x 
0  u

 R, x2 

0 u 
 R , x3 


u 4 
 R , x 

(20)

To find more relationships between the Taylor coefficients of 𝑢𝑢 on either side of the

interface, we continue evaluating (3) for higher and higher values of 𝑘𝑘, each time collecting

rows of coefficients that correspond to time derivatives of the constant expansion terms of 𝑢𝑢

or 𝑓𝑓: these must be equal to uphold continuity at 𝑥𝑥 = 0. After proceeding through 4th-degree

time derivatives, we have accumulated the following relationships between the expansion
coefficients of 𝑢𝑢:
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1
0

0

0
0

0   uL,1  1 0
0
0
0   uR ,1 
0   uL, x  0 3.4 0
0
0   uR , x 
 u  
 u

0   L, x 2  = 0 0.9 4.5 0
0   R, x2 





0  uL, x3  0 0.7 13 46 0  uR , x3 




0 0 0 24  uL, x 4  0 −84 6.2 51 122  uR , x 4 

0
1
0
0

0
0
2
0

0
0
0
6

(21)

For the duration of the thesis, we will refer to these square, well-conditioned matrices
that relate data expansion coefficients on one side of an interface to those on the other as
“continuity matrices”, indicated as an upper-case 𝐶𝐶. In this notation, we can express (21)
more succinctly:

CLu L = CR u R

(22)

We can use this relationship to explicitly determine Taylor coefficients of 𝑢𝑢 on the left side of
the interface if we know those coefficients on the right side, or vice versa. For example:

u L = CL −1CR u R

(23)

If we assume the standard basis set of polynomial coefficients for u R , we can express an
entire polynomial expansion for 𝑢𝑢, on both sides of the interface, as a concatenated matrix 𝑈𝑈

of expansion terms on the left side of the interface (𝑈𝑈𝐿𝐿 ; top 5 rows) and right side of the

interface (𝑈𝑈𝑅𝑅 ; bottom 5 rows), as shown in (24).
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0
0
0
0  ← uL,1
1


0
0
0  ← uL, x
0 3.4


0 0.47 2.3
0
0  ← uL, x 2


0 0.11 2.1 7.6 0  ← uL, x3


U L  CL −1CR  0 −3.5 0.26 2.1 5.1 ← uL, x 4

 
=
=
U =
 

0
0
0
0  ← uR ,1
U R   I 5  1


0
1
0
0
0  ← uR , x


0
0
1
0
0  ← uR , x 2


0
0
0
1
0  ← uR , x 3


0
0
0
0
1  ← uR , x 4


(24)

Each column of the matrix represents a single expansion function defined on both
sides of the interface. As stated above, we have assumed the standard basis set in ℙ𝟒𝟒 (ℝ) for

u R , making 𝑈𝑈𝑅𝑅 equal to the 5-by-5 identity matrix 𝑈𝑈5 . This designation is arbitrary – we

could have similarly assumed the standard basis set for u L , and obtained a companion set

of basis functions for u R through similar use of the continuity matrices. We need only specify
𝑎𝑎 basis for u on either side of the interface to explicitly determine its structure on the other

side. As constructed in (24), all 5 expansion functions for 𝑢𝑢 are plotted in Figure 2-2.
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Figure 2-2. 1-D basis functions for data field 𝑢𝑢. The plot shows standard basis functions (on
the right side of the interface at 𝑥𝑥 = 0, denoted by the vertical line) and how they must change
(on the left side) to uphold interface continuity conditions. Note that the polynomial support
space for 𝑢𝑢 (through 4th degree) is still 5-dimensional, as in the standard polynomial basis.
We simply use interface continuity conditions to “translate” polynomial identities across the
interface in a manner that upholds those continuity conditions to 4th-order accuracy.
This completes our characterization of expansion terms for data field 𝑢𝑢 near the

interface. We must also go through an equivalent process for data field 𝑓𝑓, as its expansion

terms may change in different ways as they cross the interface. To do so, we can follow the
same procedure as we did for 𝑢𝑢. We can work our way up through powers 𝑘𝑘 of the differential

operator 𝐷𝐷 in (3), collecting linear relationships between the expansion coefficients of 𝑓𝑓 at

each step by enforcing that constant expansion terms of both 𝑢𝑢 and 𝑓𝑓 must be equal in all
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their time derivatives. However, with expansion terms of 𝑢𝑢 already determined near the

interface, there is another very simple method to determine expansion terms for 𝑓𝑓. An analog
of this method will be very important when we return to 2-D.

From (7) and (8), recall that how the expansion coefficients of 𝑓𝑓 change in time is

directly related to expansion coefficients of 𝑢𝑢 currently present in the data on either side of
the interface:

0
0

∂
2
=
f L,t ρ=
u L 0
Lc p, L
∂x

0
0

1 0 0 0
0 2 0 0

0 0 3 0 u L

0 0 0 4
0 0 0 0 

0
0
0
0 3.4
0 1.4 6.8 0
0


∂
2
f R ,t ρ=
u R 0 0.4 2.8 10 0  u R
=
Rc p, R
∂x


0 −9.3 0.3 4.2 14 
0 −2.0 −19 0.4 5.7 

(25)

(26)

If we have stored our expansion functions for 𝑢𝑢 as square matrices 𝑈𝑈𝐿𝐿 and 𝑈𝑈𝑅𝑅 as in

(24), we can determine all possibilities of how coefficients of 𝑓𝑓 can change in time by
examining the column space of the following (rectangular) matrix:
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0 1 0

0 0 2



0 0 0



0 0 0
0 0 0
 FL,t  
=
Ft =


0
 FR ,t   0 3.4
 0 1.4 6.8

 0 0.4 2.8
 0 −9.3 0.3

 0 −2.0 −19








=

0
0 
0
0 
 
10 0  U R 

4.2 14  
0.4 5.7  

0
0
3
0
0

0
0

0 U L

4
0 

0
0

0

0
0

0
0

0
0

0

3.4
0
0
0
0.94 4.5
0
0

0.33 6.4
23
0

−14 1.0 8.5 20 
0
0
0
0

3.4
0
0
0
1.4
6.8
0
0

0.14 2.8 10
0
−9.3 0.30 4.2 14 

−1.9 −19 0.44 5.7 

(27)

Here, possibilities for expansion terms of 𝑓𝑓𝑡𝑡 are also expressed as a concatenated

matrix 𝐹𝐹𝑡𝑡 of column vectors holding expansion coefficients of 𝑓𝑓𝑡𝑡 on the left side of the interface

(top 5 rows) and on the right side of the interface (bottom 5 rows).

Since the linearly independent column vectors of 𝐹𝐹𝑡𝑡 form a basis for the space of all

possible (coupled) time derivatives of expansion coefficients for 𝑓𝑓 on both sides of the interface,

these column vectors also form a basis for all possible data expansion coefficients for 𝑓𝑓 on

both sides of the interface. Starting from data (at least locally) at value zero, any allowable
combination of nonzero data expansion coefficients must arise over time from an allowable
combination of time derivatives of those very same coefficients.
The only drawback in characterizing expansion coefficients of data field 𝑓𝑓 in this

manner is that one degree of accuracy is lost. For example, figuring out a basis for 𝑓𝑓 through
the PDE’s action on a 4th-order basis for 𝑢𝑢 will result in a 3rd-order accurate basis for 𝑓𝑓 (some

of the 4th-degree terms may not satisfy all continuity conditions). For instance, our example
exercise has given us a 3rd-order accurate basis for the expansion of 𝑓𝑓 near the interface,

which we can find by truncating the expansion after 3rd-degree terms and omitting the
column vector of zeros from (27).
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0
0
0  ← f L,1
 3.4


0
0  ← f L, x
 0.94 4.5


 0.33 6.4 23 0  ← f L, x 2


 −14 1.0 8.5 20 ← f L, x3

F=
 3.4
0
0
0  ← f R ,1


 1.4 6.8
0
0  ← f R, x


 0.14 2.8 10 0  ← f 2
R, x


 −9.3 0.30 4.2 14  ← f 3


R, x

(28)

If we need a 4th-order basis for the expansion coefficients of 𝑓𝑓 and we want to gain that

basis through this method, all we need to do is compute a 5th-order basis for 𝑢𝑢 first, and carry
out the process of (25) through (27) on this 5th-order basis. We then obtain a 4th-order basis

for 𝑓𝑓 by culling the resultant 5th-order terms and the column vector of zeros that results from
differentiating constant expansion terms of 𝑢𝑢.

Finally, we need to find finite difference weights that accurately approximate 𝑢𝑢𝑥𝑥 and

𝑓𝑓𝑥𝑥 to our desired order of accuracy. In our 4th-order example, that means we must enforce

that 𝑢𝑢𝑥𝑥 weights for (centered) stencils that cross the interface must accurately reproduce

derivatives of all 5 functions plotted in Figure 2-2, and we must enforce that 𝑓𝑓𝑥𝑥 weights do

the same for an appropriate set of 5 4th-order basis functions in 𝑓𝑓 near the interface (obtained

through the methods described above). Figure 2-3 shows a plot of several stencil weights for

𝑢𝑢𝑥𝑥 in our example problem, where the spacing ℎ between data nodes is 0.01, and those nodes
are offset from the interface by a distance ℎ/2.
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Figure 2-3. Plot of weights for stencils (in data field 𝑢𝑢) near the interface. In this illustration,
ℎ = 0.01. Relative vertical scale is the same for all stencils, and height of dots above or below
each stencil indicates magnitude of a stencil weight above or below zero, respectively. The
top and bottom stencil are standard 4th-order finite difference stencils (with weights of 1/12ℎ,
-2/3ℎ, 0, 2/3ℎ, and -1/12ℎ, respectively), since they do not overlap the interface. The
perturbation of the weights of stencils that cross the interface is a result of their containing
all important information about the interface: not only the exact jump in parameter values
right at the interface, but also how the parameters may smoothly vary on either side.

2.2

Numerical results from a 1-D example
Here, we will show how using finite difference stencils as described in Section 2.1 can

solve a 1-D wave equation problem to a high order of accuracy. As in Section 2.1, we will be
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working on the interval [−1,1]. We will solve a problem with the wave speed profile defined

as shown in Figure 2-4.

Figure 2-4. Wave speed profile for our 1-D numerical example

In the 1-D numerical test domain, wave speed, density, and initial conditions are
defined as follows:

1.5 + 0.05sin (2π x ) x ∈ [0,0.5]
c=
1
otherwise

1.5 x ∈ [0,0.5]
 1 otherwise

ρ=

(29)

(30)
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u( x, 0) =
− exp  −600( x + 0.5)2 
f ( x,0) =exp  −600( x + 0.5)2 

(31)

Figure 2-5 shows snapshots of a 400-node, 4th-order solution to the 1-D test problem using
stencils designed as described in Section 2.1.
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𝑡𝑡 = 0.0

𝑡𝑡 = 0.4

𝑡𝑡 = 0.8

𝑡𝑡 = 1.0

Figure 2-5. Snapshots of data field 𝑓𝑓 in the 1-D test problem. Snapshots come from a 400node solution, using the method outlined in Section 2.1 to determine stencil weights. RK4
was used for time integration. The interfaces are shown as vertical lines.

Figure 2-6 shows a blown-up view of two different solution snapshots to the 1-D test
problem: one using stencils as described in Section 2.1, and another using standard FD4.
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Figure 2-6. 400-node solutions to the 1-D numerical wave test problem at t = 1.0. The two
solutions use stencils formed as described in Section 2.1 (TOP) and standard FD4 stencils
(BOTTOM).
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The highly oscillatory, nonphysical waves seen in the traditional FD4 solution in
Figure 2-6 are a hallmark of using traditional finite difference methods across interfaces. We
display the errors of the two solution snapshots in Figure 2-7.

Error in 𝑓𝑓 at 𝑡𝑡 = 1.0; Section 2.1 method

Error in 𝑓𝑓 at 𝑡𝑡 = 1.0; standard FD4 method

Figure 2-7. Errors in data field 𝑓𝑓 for the two (400-node) solutions. Error is calculated using
a 6400-node solution as a reference.

We conclude our 1-D wave equation work by presenting a convergence plot of error vs.
number of data nodes in the domain for both the Section 2.1 method and traditional FD4
spatial differentiation (Figure 2-8).
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1.0E-01

Normalized ℓ2 error in f

1.0E-02

1.0E-03

1.0E-04

Ex. 1st ord. data

1.0E-05

Traditional FD4
Section 2.1 Method

1.0E-06

1.0E-07

Ex. 4th ord. data
100

400

1600

Number of data nodes in 1-D domain

Figure 2-8. Errors in the 1-D numerical test problem at 𝑡𝑡 = 1.0. Using traditional finite
difference stencils across the interface results in 1st-order convergence to the true solution,
while using the method described in Section 2.1 solves the problem to 4th-order accuracy. The
synthetic example data (ex. 1st ord. data; ex. 4th ord. data) show representative plots of 1storder (error decreasing proportionally to ℎ1 as the number of nodes increases) and 4th-order
(error decreasing proportionally to ℎ4 ) error trends, respectively. These are provided for
comparison with the error trends in experimental data.
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Chapter 3
Wave Problems in 2-D

3.1

2-D problem statement
In our 1-D examples, the geometry of an interface was very simple: it was a single,

non-dimensional point in space. In 2-D, however, interfaces are one-dimensional, and can
have all sorts of geometric features such as curves, cusps, and corners. Another challenge in
2-D is that we cannot just enforce that finite difference stencil weights reproduce derivatives
of an arbitrary collection of Taylor monomials; the linear systems required to form such
stencils often become ill-conditioned or even singular.
In 2-D, we will be using the first-order formulation of the isotropic elastic wave
equation:

 ρ u=
fx + gy
t

g x + hy
 ρ v=
t

 ft = ( λ + 2µ ) ux + λ v y

gt µ (u x + v y )
=
 h =+
 t ( λ 2µ ) v y + λux

(32)

Above, u, v are local medium velocities in the x and y directions, respectively, f, g, h are the
elements of the 2-D stress tensor, ρ represents density, and the Lamé parameters λ, µ
describe the material properties with regard to pressure and shear. At the interface, one or
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more of ρ, λ, µ will be discontinuous or non-smooth. Still, velocity and traction (components
of stress perpendicular to the interface) must remain continuous. Away from interfaces,
density and the Lamé parameters may be smoothly variable functions of x and y.

3.2

Calculating traditional RBF-FD stencil weights
When 2-D nodes are not located on a regular grid, the weights for approximating an

operator L (such as L =∂ / ∂x or L =
∂ 2 / ∂x 2 + ∂ 2 / ∂y 2 ) can no longer be obtained by means
of 1-D polynomial procedures. And, as mentioned above, we are unable to form stencils by
requiring reproduction of derivatives of individual 2-D Taylor expansion terms. This can be
overcome by supplementing bivariate polynomials with radial basis functions φ (|| x − x k ||2 ) ,
with one such centered at each stencil point x k = ( xk , yk ) , and then introducing matching
constraints. The weights for scattered node RBF-FD stencils can then be obtained by solving
a linear system of the form indicated in (33) in the case of using up through linear polynomials
in x and y:



A



− − −
1  1

 x1  xn
 y1  yn


1 x1
 
|
1 xn
|
+ − −
|

|
|
|

0

Lφ (|| x − x1 ||) |x = x c 
w1  



  
 Lφ (|| x − x n ||) |x = x 
wn  
c
 

−
− =


  wn +1  
L1 |x = x c


 

w
Lx |x = x c
  n+2  

  wn + 3  



Ly |

y1  
  
yn  

− 



x = xc

(33)



ai , j φ (|| x i − x j ||) . All the terms in the RHS should be
The entries in the matrix A are=
evaluated at the stencil’s ‘center point’ x c . Non-singularity will generally hold when the
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radial function φ ( r ) is any one of a number of commonly used choices, such as multiquadrics
(MQ): φ ( r=
)

1 + (ε r )2 , Gaussians (GA): φ ( r ) = e − (ε r ) , or polyharmonic splines (PHS)
2

 m
, m odd
. In the solution vector, w1, , wn provides the weights to be used at
r
r
log
, m even


φ ( r ) =  rm

nodes x k , k = 1, 2, , n , while the remaining w-entries should be ignored. For an overview of
the above observations, see [36] and, for a derivation of (33), its Section 5.1.4.
The main theme of this thesis is how to improve on the handling of material interfaces
by means of altering the form of the supporting polynomials in (33) for stencils that cross
interfaces.

3.3

Calculating RBF-FD stencil weights across interfaces
Although RBF-FD allows us to optimally place nodes around interfaces, we still need

to combine this with a strategy that allows accurate differentiation across the interface. In
[32], we used our knowledge of interface continuity conditions along with the governing PDE
to create a customized set of piecewise polynomial functions that accurately represents data
that passes through an interface. We then added these functions to the set of RBF basis
functions that allow determination of weights within RBF-FD stencils that cross an interface.
It was observed in [37] that, under node refinement, such polynomial functions “take over”
from the RBF part of RBF-FD stencils. Hence, in determining weights for stencils that cross
interfaces, we focus on the polynomial rather than RBF part of their basis when incorporating
interface continuity conditions.
The approach described here relies solely on the inversion of small matrices to
explicitly determine how the polynomial expansion coefficients of all data (even possibly
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discontinuous data) change across an interface. We also describe a simple way to account for
smoothly variable model parameters present on either side of an interface.

3.3.1

Calculation of cross-interface weights for continuous data fields
In 1-D, we were able to find a complete basis for piecewise Taylor expansion functions

that upheld continuity of traction and motion through an arbitrary order of accuracy, and we
were able to find traditional finite difference weights that accurately differentiated these
non-smooth functions. In 2-D, RBF-FD methodology allows inclusion of such functions (along
with RBFs) in a basis used to compute stencil weights, and we can extend our 1-D method to
2-D (and higher-D, if we wish).
For illustration, assume that we wish to add polynomial support up to and including
second degree terms to an RBF-FD stencil that crosses an interface. We pick a point on the
interface that lies near the data node where the stencil approximates a linear operator. As
in the 1-D example, we designate the nearby point on the interface as the origin for purposes
of evaluating support polynomials, and we initially assume that all expansion coefficients of
all data fields may vary from one side of the interface to another.
We have the following data expansions for which we want to determine coefficients:
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 u L =uL,11 + uL, x      
x + uL, y y + uL, x 2 x 2 + uL, xy xy + uL, y 2 y 2 if y < c ( x )

u≈


u R =uR ,11 + u    
x + uR , y y + uR , x 2 x 2 + uR , xy xy + uR , y 2 y 2 otherwise

R
x
,



 v L =vL,11 + vL, x      
x + vL, y y + vL, x 2 x 2 + vL, xy xy + vL, y 2 y 2 if y < c ( x )


v≈
2
2

 v R =vR ,11 + vR , x x + vR , y y + vR , x 2 x + vR , xy xy + vR , y 2 y     otherwise




 h L =hL,11 + hL, x      
x + hL, y y + hL, x 2 x 2 + hL, xy xy + hL, y 2 y 2 if y < c ( x )


h ≈ 
2
2

otherwise
 h R =hR ,11 + h    
R , x x + hR , y y + hR , x 2 x + hR , xy xy + hR , y 2 y


(34)

Although left (L) and right (R) don’t have absolute meaning in 2-D, we’ve kept the notation
from our 1-D illustration for consistency: L and R subscripts indicate data values or
expansion coefficients as we approach an interface from one side or the other. The differential
operator D is a bit more complicated in 2-D:

 u( k )t 


 v( k )t 


 f ( k )t 
g 
 ( k )t 
h 
 ( k )t 
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1 ∂
 
 ρ  ∂x
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Figure 3-1. RBF nodes surround curved interfaces, shown by dashed lines. (Zoomed-in view)
A very small stencil is shown here for evaluating the spatial derivatives at the RBF node
indicated by the empty circle. Weights are applied to data at all RBF node (circle) locations.
The stencil is created using RBF-FD for an interface in the x ', y ' coordinate system.
Consider an RBF-FD stencil near a curved interface, as shown in Figure 3-1. At this
location, the following must be true for continuity of traction and motion to hold:

 u 'L ( y ' 0=
=
u 'R ( y ' 0 )
=
)


 v 'L ( y ' 0=
= v 'R ( y ' 0 )
=
)


= g 'R ( y ' 0 )
 g 'L ( y ' 0=
=
)

= h 'R ( y ' 0 )
h 'L ( y ' 0=
=
)

(36)

In (36), the primed data values are the same physical quantities we have been discussing
already (horizontal particle velocity, vertical particle velocity, etc.), but expressed in the
rotated coordinate system shown in Figure 3-1. Note that there is no continuity relationship
for 𝑓𝑓′ (stress parallel to the interface).
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In Figure 3-1, also note how two rows of nodes orthogonally straddle the interface.
We began using this strategy by observing the results of [5], thinking we might see an
accuracy advantage when arranging nodes this way. This indeed appears to be the case.
More importantly, though, this type of node layout (as compared to nodes scattered without
regard to the interface, or placed upon the interface itself) has been key in maintaining
stability of the current method in many trial problems solved thus far, especially when the
contrast between model parameters across an interface is significant, and particularly when
that significant change is in the density parameter.
The rest of the nodes in the domain are placed via a simulated static repulsion routine,
resulting in a hex-like, quasi-uniform arrangement as seen in Figure 3-1. Based on the
analysis in [38] and tests in [39], we argue that such a structure is at least as inherently
resistant to dispersion error as a Cartesian grid of nodes with the same spatial resolution.
We can express each of the 5 data fields in the rotated coordinate system:

 cos (θ ) sin (θ )  u 
u  u'

   ≡ Ruv   =
 
 v   v' 
 − sin (θ ) cos (θ )   v 


cos 2 (θ )
2 sin (θ ) cos (θ )
sin 2 (θ )   f 
 f   f' 


 
   g' 
2
2
 − sin (θ ) cos (θ ) cos (θ ) − sin (θ ) sin (θ ) cos (θ )   g  ≡ R fgh  g  =
 

 h
2
2


h
sin (θ )
cos (θ )   
−2 sin (θ ) cos (θ )
   h' 


(37)

(38)

We can also express time derivatives in the rotated coordinate system:

 u '( k )t 


 v '( k )t 

  Ruv
 f '( k )t  =  0
g '  
 ( k )t 
 h '( k )t 





0  k
D
R fgh  




u  
v 
 
 f 
 
g
 h  

(39)
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As in 1-D, we can uphold continuity of motion and traction by enforcing a form of (40) that
acts on 2-D expansion terms of data such as those found in (34).

 u 'L 


k  v 'L 
DL
 g 'L 


 h 'L  y '
=

 u 'R 


k  v 'R 
= DR
 g 'R 


 h 'R  y '
0=

(40)
0

In 1-D, we determined each support monomial for an FD stencil that crosses an
interface by examining every row of (40) associated with time derivatives of constant
expansion terms after 𝑘𝑘 applications of the differential operator 𝐷𝐷. For (both) continuous

data fields, all time derivatives of their constant expansion terms had to be equal across the
interface for continuity of traction and motion to hold as time passes. In 2-D, we similarly
uphold continuity of motion and traction by gathering linear relationships between their
expansion coefficients. We obtain these by observing time derivatives of the first (𝑝𝑝 − 𝑘𝑘)
monomial terms in the coordinate x ' (that is, 1, x ', ( x ') 2 , etc.) of the continuous fields 𝑢𝑢’, 𝑣𝑣’,

𝑔𝑔’, and ℎ’ after k applications of the discrete form of (40). Here, p is the maximum degree of

polynomial support we wish to add across the interface.

We can use the rotational

transformation in (39) to observe how these continuity conditions translate to linear
relationships between 𝑢𝑢 and 𝑣𝑣 expansion terms in the original (traditional 𝑥𝑥 and 𝑦𝑦) coordinate

system; we will use these to form our RBF-FD stencil weights. This ensures that continuity
of motion and traction are upheld to O ( h p ) accuracy at y ' = 0 for a mildly-curved interface
that is well-represented locally by a linear approximation as long as we decrease our discrete
time step at least linearly with decrease in ℎ as we increase resolution (increase the number

of nodes in the domain). Just as in 1-D, we place these gathered linear relationships into
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rows in continuity matrices that relate expansion coefficients of 𝑢𝑢 and 𝑣𝑣 on one side of the

interface to those on the other:

u 
u 
CL  L  = CR  R 
vL 
vR 

(41)

Again, given an expansion for 𝑢𝑢 and 𝑣𝑣 on one side of the interface, we can determine the

shape of data in 𝑢𝑢 and 𝑣𝑣 to our desired order of accuracy on the other side of the interface by
inverting either of the matrices in (41). Or, for example, if we have a matrix of column vectors

𝑈𝑈𝑅𝑅 that form a basis for all possible Taylor expansion coefficients of 𝑢𝑢 and 𝑣𝑣 together on the

“𝑅𝑅” side of the interface, we can form a basis for data on both sides of the interface with a
similar construction that we made in (24) for our 1-D example:

U L  CL −1CRU R 
=
U =

 
U R   U R


(42)

Here, an easy choice for 𝑈𝑈𝑅𝑅 might be the (12,12) identity matrix if we’re staying consistent

with our 2-D expansions up through degree 2 (recall that in 2-D, there are 6 polynomial
expansion coefficients for both 𝑢𝑢 and 𝑣𝑣 on both sides of the interface, making 𝑈𝑈 a (24,12)

matrix). We complete our treatment of 𝑢𝑢 and 𝑣𝑣 by determining RBF-FD stencil weights to
evaluate the three operators on 𝑢𝑢 and 𝑣𝑣 data that are relevant to the elastic wave equation:

( λ + 2 µ ) u x + λ v y ( for f t )

( for gt )
 µ (u x + v y )
 ( λ + 2 µ ) v + λ u ( for h )
y
x
t


(43)

As in 1-D, it is important to note that through this procedure, the dimension of the
polynomial support space for 𝑢𝑢 and 𝑣𝑣 is not affected by the presence of an interface – the
identity of each polynomial simply changes as we cross an interface, and this change is
explicitly determined by the continuity matrices as described above.
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3.3.2

Calculation of cross-interface weights for discontinuous data fields
Determining stencils that act on stress tensor data (𝑓𝑓, 𝑔𝑔, and ℎ) is slightly problematic

if we try to approach the task in the same way we did for the particle velocity fields. Since

normal stress parallel to the interface may be discontinuous, we end up with too few
relationships between the expansion coefficients of stress tensor data to exactly and explicitly
determine its shape on one side of the interface based on Taylor coefficients present on the
other side.
What we can do, though, is follow a procedure similar to the second method presented
for characterizing data field 𝑓𝑓 on both sides of the interface in 1-D ((25) through (28)). A

simple and consistent way to begin is to find a matrix of basis function coefficients for 𝑢𝑢 and
𝑣𝑣 as in (42), with 𝑈𝑈𝑅𝑅 equal to the appropriate identity matrix. All that remains, then, is to
observe what Taylor coefficients in data fields 𝑓𝑓, 𝑔𝑔, and ℎ emerge when columns of the basis

coefficient matrix 𝑈𝑈 are acted on by the PDE. In other words, time derivatives of the
expansion coefficients of stress tensor components depend solely on expansion coefficients of

particle velocity fields that are currently present in the data. Since we’ve already found a
basis for the Taylor coefficients of particle velocity fields on both sides of the interface, all we
need to do is observe what Taylor coefficients in 𝑓𝑓, 𝑔𝑔, and ℎ emerge over time when our basis

functions for 𝑢𝑢 and 𝑣𝑣 are acted on by the discrete form of the PDE (for the appropriate side

of the interface). These combinations of 𝑓𝑓, 𝑔𝑔, and ℎ Taylor coefficients (coupled together and

across the interface) contain a basis for all possible combinations for 𝑓𝑓, 𝑔𝑔, and ℎ Taylor

coefficients on both sides of the interface, because they (together) are all the possibilities for
𝑓𝑓, 𝑔𝑔, and ℎ coefficients that arise over time from the basis of valid combinations of 𝑢𝑢 and 𝑣𝑣

coefficients determined already. As in the 1-D case, in the matrix of time derivatives of
concatenated 𝑓𝑓, 𝑔𝑔, and ℎ expansion coefficients that arise from this process, we have to
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eliminate column vectors of coefficients that may create linear dependence relationships
among the collection before we have a basis for the subspace of possible 𝑓𝑓, 𝑔𝑔, and ℎ coefficient
combinations.

Luckily, if we started by assuming the standard basis for coupled coefficients of 𝑢𝑢 and

𝑣𝑣 on one side of the interface, we can use this information to easily decide what column
vectors of 𝑓𝑓, 𝑔𝑔, and ℎ expansion coefficients we can eliminate from the collection. As in 1-D,

we first eliminate the columns resulting from the PDE’s effect on an isolated constant term
present in either 𝑢𝑢 or 𝑣𝑣 on the side of the interface where the standard basis was assumed.
A trivial result (all zeros) occurs in either case, and it is easy to see that we do not need the
zero function in our basis.

There is one more column vector of 𝑓𝑓, 𝑔𝑔, and ℎ expansion

coefficients that must be eliminated before a basis is obtained, and we have a choice: either
the column vector of coefficients associated with the PDE’s action on an isolated, linear “𝑦𝑦”

term in data field 𝑢𝑢 or a linear “𝑥𝑥” term in data field 𝑣𝑣 need to be removed. As in the case of
constant terms, we refer here to the PDE’s action on these isolated expansion coefficients
where they are present on the side of the interface where the standard basis was assumed.
Once these three column vectors of 𝑓𝑓, 𝑔𝑔, and ℎ expansion coefficients are removed, and

those vectors of coefficients all culled to one degree less than the relationships between
particle velocity fields are correct, one has a basis for all possible combinations of 𝑓𝑓, 𝑔𝑔, and ℎ

expansion coefficients on both sides of the interface.

This basis of coupled piecewise

polynomial functions can then be used to form RBF-FD stencils for the two spatial operators
in the PDE that depend on spatial derivatives of the stress tensor fields:

( f x + g y ) / ρ

 ( g x + hy ) / ρ

( for ut )
( for vt )

(44)
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As mentioned in the introduction, this special treatment required to form a piecewise
polynomial basis for the stress tensor fields results in a method that does not quite reduce to
standard RBF-FD treatment in the absence of an interface. In the absence of an interface,
stencils for 𝑓𝑓, 𝑔𝑔, and ℎ that are created in this way will correctly differentiate data that belong

in the subspace of polynomial data allowable by the PDE, rather than the entire space of
polynomials in each of the three data fields up through a given degree (as is correctly treated
by traditional FD methods).

For example, if we are including up through 2nd-degree

polynomial terms in stencils across an interface, preliminary counting would suggest that
our stencils for 𝑓𝑓, 𝑔𝑔, and ℎ need to collectively and accurately differentiate an 18-dimensional

space of polynomials (from the 6 2-D polynomials in each data field). As determined from the
techniques above (spatial differentiation of 𝑢𝑢 and 𝑣𝑣 data to determine time derivatives of 𝑓𝑓,

𝑔𝑔, and ℎ polynomial coefficients), the subspace of polynomial coefficients up through 2nd

degree in 𝑓𝑓, 𝑔𝑔, and ℎ that is allowable by the PDE is actually 17-dimensional. Similarly, if

we include treatment for 3rd-degree terms as well, the subspace of 𝑓𝑓, 𝑔𝑔, and ℎ polynomial

coefficients we need to accurately address is actually 27-dimensional, rather than 30dimensional as preliminary counting would suggest. Thus, in addition to correct treatment
of possible non-smoothness in polynomial data across true interfaces, the RBF-FD method
treats a more specific and compact subspace of support functions than traditional methods
do.
As performed above, the method for determining RBF-FD stencil weights works well
if the interface is locally well-represented by a linear approximation. In practice, cases
featuring very gradually curving, smooth interfaces and a relatively low resolution tend to
perform quite well under this assumption. If desired, though, one can also account more
rigorously for curvature of a smooth interface. The trigonometric functions involved in (37)
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and (38) may be replaced by local expansions of those functions in terms of the local horizontal
coordinate x ' . After application of a given power k of the differential operator in (40), a local
expansion for the interface shape itself (again, in terms of x ' ) can be inserted into entries for

y ' . Then, we can add together all rows of coefficients that express equivalences in continuous
data field time derivatives in like powers of x ' . Finally, enforcing that expansion coefficients
associated with the first 𝑝𝑝 − 𝑘𝑘 monomial terms of x ' sum to zero then upholds continuity of

motion and traction to 𝒪𝒪(ℎ𝑝𝑝 ) accuracy not only for a locally flat interface, but also for any
smooth interface. Note that this is technically identical to the method we use under the

assumption of a flat interface. The only difference is that the method requires far less
arithmetic when we assume that y ' is equal to zero. We will examine the tradeoff between
simplicity and accuracy of the local linear interface approximation in our first test case.

3.4

Numerical examples with the 2-D EWE
All RBF-FD stencils in both test cases used Gaussian RBFs with a shape parameter

ε calculated as follows:

ε=

0.4
d

(45)

Here, d is the distance from the evaluation node of a stencil to its nearest neighbor. We have
found that normalizing the shape parameter this way maintains a good compromise between
stencil accuracy and conditioning of the linear systems solved to obtain stencil weights. The
choice of constant 0.4 in (45) is not critical. The general form ε = O (1 / d ) is motivated in
several earlier studies, including [40] and [41]. One could attempt to gain additional accuracy
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by decreasing the constant in the numerator of (45), as long as the resulting weights produce
an acceptably large and stable discrete time step.
All RBF-FD stencils that do not cross an interface contain the evaluation node and its
29 nearest neighbors for a total of 30 nodes. These stencils are supported by all polynomials
up through 4th degree ( x 4 , x 3 y , ... , y 4 ). RBF-FD stencils that cross an interface contain 19
nodes and are supported by all polynomials up through 3rd degree. As mentioned in [42], we
rely on the long-standing observation that we can still attain global 4th-degree accuracy if we
ensure 3rd-degree accuracy in thin regions around boundaries and/or interfaces.
A small amount of ∆ -type “hyperviscosity” is added to each data field to assure that
3

RBF-FD operator eigenvalues fall in the left half of the complex plane, as described in detail
in [43]. Stencil properties for RBF-FD hyperviscosity operators are exactly the same as those
described above for the RBF-FD differential operators.

To maintain a high degree of

accuracy, it is important that hyperviscosity stencils that cross interfaces are supported by
the same space of piecewise polynomials (determined by interface continuity conditions) that
support stencils of the differential operators.
As a visual example of how hyperviscosity works, Figure 3.2 shows the 12,500
eigenvalues of the differential operator in a 2500-node solution to our second test problem.
One of the images is a plot of the eigenvalues when the operator is generated via FD4 spatial
differentiation, and the other shows those eigenvalues in an RBF-FD operator.
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RBF-FD eigenvalues; no hyperviscosity

RBF-FD eigenvalues with hyperviscosity

Traditional FD eigenvalues
Figure 3-2. Eigenvalues of the wave equation differential operator. Eigenvalues of the RBFFD operator spread into both the left and right half of the complex plane, but addition of a
small amount of hyperviscosity can help bring all the eigenvalues into the left half-plane,
where they can be contained within the stability domain of a standard explicit time
integrator. The stability domain for RK4 with a time step of 1/130 is shown here.
Eigenvalues of the FD4 operator lie completely on the imaginary axis, as expected.
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Fourth-order Runge-Kutta (RK4) time integration was used for all test cases
presented in this paper. All RBF-FD stencils that cross an interface incorporate curvature
information into calculation of stencil weights, with the exception of one illustrative example.

3.4.1

Validation of the method against an analytical solution
We begin our 2-D numerical tests with a simple example that has a readily-available

analytical solution. We will solve our problem in the doubly-periodic unit square, and an
illustration of the domain, interfaces, and an example set of 2500 data nodes are shown in
Figure 3-3.
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Figure 3-3. 2500 “hybrid” nodes in the unit square. Two interfaces are present here; one is
at 𝑦𝑦 = 0.25, and the other at 𝑦𝑦 = 0.5. The nodes near the interface are placed so that they
straddle it orthogonally. Well away from the interface, a Cartesian grid takes over and we
can use traditional FD4 to save computational time in preprocessing and time integration.
Between the interface and the Cartesian structure is a field of RBF-FD nodes that are
distributed via a simulated electrostatic repulsion routine.
In the 2-D test domain, parameters and initial conditions are defined as follows:

4
1

λ, µ = 

2
1

ρ=

y ∈ [0.25,0.5]
otherwise
y ∈ [0.25,0.5]
otherwise

(46)

(47)
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 u( x, y ,0) = 0

2
2
 v ( x, y ,0) =exp  −23 ( y − 0.75) 

= 3−0.5 exp  −232 ( y − 0.75)2 
 f ( x, y ,0)

 g ( x, y ,0) = 0

0.5
2
2

 h( x, y ,0)= 3 exp  −23 ( y − 0.75) 

(48)

Figure 3-4 shows snapshots of a 40,000-node, 4th-order RBF-FD solution to the first 2-D test
problem.
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𝑡𝑡 = 0.0

𝑡𝑡 = 0.1

𝑡𝑡 = 0.2

𝑡𝑡 = 0.3

Figure 3-4. Snapshots of test problem 1 in the periodic unit square. A pressure wave begins
at 𝑦𝑦 = 0.75 and travels downward toward the interfaces at 𝑦𝑦 = 0.5 and 𝑦𝑦 = 0.25. Every time
the wave encounters an interface, part of the wave’s energy is transmitted through that
interface and part is reflected back in the opposite direction. Absolute value of vertical
particle velocity (𝑣𝑣) is shown here, with dark areas indicating values near 1.0 and light areas
indicating values near zero.
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In such a simple case, where a uniform wave is striking an interface directly and
orthogonally, we have an explicit formula for the reflection coefficient Rc , the fraction of a
wave’s amplitude that is reflected in the opposite direction:

Rc =

(c p ,1ρ1 − c p ,2 ρ 2 )
(c p ,1ρ1 + c p ,2 ρ 2 )

(49)

((λ + 2 µ ) / ρ ) is the speed of primary waves at a certain point in the domain. The
Here, c=
p
subscript “1” indicates those values outside the middle band of our domain, and “2” indicates
those values within it.
We have solved the problem with our RBF-FD method at various resolutions. Errors
in the reflected wave at 𝑡𝑡 = 0.3 (obtained using the analytical solution as a reference) are
shown in Figure 3-5.

Normalized ℓ2 error in v

1.0E-01

1.0E-02

1.0E-03

1.0E-04

1.0E-05
2500

RBF sol.
Ex. 4th ord. data
10000

Number of data nodes in domain

Figure 3-5. Errors in RBF-FD solutions to the first 2-D test case

40000
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3.4.2

A second numerical example: two mildly-curving interfaces

With the RBF-FD method verified against an analytical solution in a very basic
scenario, we can move on to more detailed cases where we do not have an analytical solution
available, using a highly-resolved RBF-FD solution as a reference for calculating error. Our
second test problem involves two mildly curved interfaces within a doubly periodic unit
square, as shown in Figure 3-6. Between the two interfaces, ρ = 2 and both λ and µ are
defined by the following equation:

λ , µ= 4 + sin(2π x )sin(2π y )
Elsewhere in the domain, all three model parameters ( ρ , λ , µ ) are equal to 1.

(50)
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Figure 3-6. Greyscale map of Lamé parameters 𝜆𝜆 and 𝜇𝜇 for test case 2. These parameters
are equal to each other everywhere in our test domain. Density has a value of 2.0 in the
middle band and 1.0 elsewhere.

In this domain, we initialize the problem identically to our first test case: a horizontal
p-wave front begins at y = 0.75 and travels in the negative y-direction for 0.3 time units,
encountering the mild sinusoidal interfaces near y = 0.5 and y = 0.25. Figure 3-7a shows a
color map of data field 𝑣𝑣 at t = 0.0, and Figure 3-7b shows the same data at t = 0.3.
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Figure 3-7a. Data field 𝑣𝑣 from the second test case, at 𝑡𝑡 = 0.0.

Figure 3-7b. Absolute value of data field 𝑣𝑣 from the second test case, at 𝑡𝑡 = 0.3.
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Figure 3-8 shows errors in data field v at t = 0.3 for different solution methods to test
case 2 carried out at different resolutions. The methods differ in their spatial differentiation
strategy. Represented here are fourth-order finite difference (FD4), pseudospectral (PS),
RBF-FD, and hybrid RBF-FD/FD6 methods. Hybrid solutions used a node layout similar to
that in Figure 3-3, where irregular node structure and RBF-FD methodology are only used
in a small region near and across interfaces, and traditional, sixth-order finite difference
stencils are applied everywhere else. Errors are calculated using a 640,000-node RBF-

Normalized ℓ2 error in data field v at t = 0.3

FD/FD6 hybrid solution as a reference.

8.0E-03

8.0E-04

8.0E-05

8.0E-06

FD4
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RBF only
RBF/FD Hybrid

8.0E-07
2.50E+03

2.00E+04
number of computational nodes (N)

Figure 3-8. Convergence plot for different methods used to solve test case 2.

1.60E+05
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Figure 3.9 displays an error plot (in data field 𝑣𝑣) for two different 10,000-node

solutions to the second test problem: one uses naïve FD4 spatial differentiation and the other
uses our RBF-FD method.
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FD4 method error, 𝑡𝑡 = 0.3

RBF-FD method error, 𝑡𝑡 = 0.3

Figure 3-9. Absolute errors in data field 𝑣𝑣 at 𝑡𝑡 = 0.3. The top plot shows traditional (FD)
method error on a 100 x 100 Cartesian grid of data nodes (10,000 nodes total), and the bottom
plot shows RBF-FD method error on a node set of equal size (10,000 nodes).
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Figure 3-10 shows error vs. elapsed time expended in solving test case 2 at different
resolutions with the various methods described above. The elapsed time displayed here is
for time integration only, and does not include any time expended in preprocessing steps.
While the matrix structure of an RBF-FD operator is less sparse and rigidly-organized as an
operator generated by traditional finite differences, the RBF-FD operator still outperforms a
traditional FD operator – even a very high order operator, such as the pseudospectral one –
because of the RBF-FD operator’s ability to accurately differentiate data that crosses an

Normalized ℓ2 error in data field v at t = 0.3

interface.

2.0E-02
2.0E-03
2.0E-04
2.0E-05
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3.3E+02

Elapsed Time (sec)
Figure 3-10. Performance plot for the 4 methods: error vs. wall clock time expended during
RK4 time integration from 𝑡𝑡 = 0.0 to 𝑡𝑡 = 0.3 (on a 2.7 GHz 4-core i7 processor). Computation
was performed in MATLAB with sparse and highly vectorized data structures, where
possible.
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In Figure 3-11, convergence data are displayed for two different hybrid RBF-FD/FD6
approaches to test case 2. The first data series is simply the hybrid data reproduced from
Figure 3-8. The second data series is from a sequence of solutions that are identical to the
first in every way except one: weights for stencils that cross interfaces are calculated using a
linear approximation to interface shape.
In Figure 3-11, it can be seen that the locally linear approximation to interface shape
begins to penalize solution quality (relative to a solution that incorporates curvature
information into stencil weights) as we increase the number of nodes in the domain above
about 40,000. Also shown in Figure 3-11 are plots of perfect, synthetic 2nd-order and 4th-order
convergence data. Comparing these with the slopes of our actual data, we see that the linear
approximation to interface shape results in apparent 4th-order convergence on relatively
coarse node sets. This convergence falters to around 2nd-order once the node set becomes
more refined. On the other hand, inclusion of curvature information in stencil weights
appears to result in 4th-order convergence throughout all RBF-FD solutions of test case 2.

Normalized ℓ2 error in data field v at t = 0.3
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Figure 3-11. Convergence plot for hybrid method, curvature incl. vs. flat int. assumption.

3.4.3

A third numerical example: mini-Marmousi test case
Figure 3-12 shows the “mini-Marmousi” relative velocity model used in our second

test case, and Figure 3-13a and 3-13b show data from a point source simulation in the region
at 𝑡𝑡 = 0.1 and 𝑡𝑡 = 0.3, respectively.
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Figure 3-12. Relative velocities within the mini-Marmousi domain.

Figure 3-13a. Absolute particle velocity in test case 3 at 𝑡𝑡 = 0.1.

Figure 3-13b. Absolute particle velocity in test case 3 at 𝑡𝑡 = 0.3.
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Figure 3-14 shows errors of three different 153,600-node RBF-FD solutions for the
variable 𝑣𝑣 at t = 0.3. The first of these solutions was obtained via pseudospectral spatial

differentiation. The second and third solutions were obtained using the 3rd-order method we
presented in [32] and the 4th-order method we have discussed here, respectively.
In solutions to the mini-Maromousi test problem, RBF-FD stencils that cross more
than one interface are given no special treatment, and their weights are computed in the
same manner as RBF-FD stencils that do not cross a single interface.

Even without

upholding interface continuity conditions in the small zones around corners, cusps, and
faults, we see that our current approach improves error significantly over the method
presented in [32]. Both RBF-FD-based solution show much less error than the extremely
high-order (pseudospectral) finite difference solution.
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Figure 3-14a. Error in 𝑣𝑣 at 𝑡𝑡 = 0.3 of 240 x 640 PS solution (153,600 nodes)

Figure 3-14b. Error in 𝑣𝑣 at 𝑡𝑡 = 0.3 of 153,600-node RBF-FD solution (old method, from [32])

Figure 3-14c. Error in 𝑣𝑣 at 𝑡𝑡 = 0.3 of 153,600-node RBF-FD solution (current method)
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All three solutions represented in Figure 3-14 use a 614,400-node RBF-FD solution as
a reference, and all three solutions employ split-field perfectly-matched layer (PML)
absorbing boundary conditions as described in [44]. Here, the PML region is 0.1 units thick
on each side of the domain. The PML boundary condition appears to be stable and compatible
with the RBF-FD approach, even when interfaces extend into the PML region. Figure 3-15
shows the PML boundary condition diminishing wave energy in the domain from 𝑡𝑡 = 0.3 to 𝑡𝑡
= 5.0 during a 38400-node RBF-FD solution to the problem.
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𝑡𝑡 = 0.3

𝑡𝑡 = 0.6

𝑡𝑡 = 5.0
Figure 3-15. Stability of the PML boundary condition. Three different plots of absolute
particle velocity are shown here for a 38,400-node RBF-FD solution to the mini-Marmousi
test problem at 𝑡𝑡 = 0.3 (top), 𝑡𝑡 = 0.6 (middle) and 𝑡𝑡 = 5.0 (bottom).
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3.4.4

Limitations: a fourth test case with a sharp corner
The final test problem discussed here is a closer analysis of the penalty we suffer when

using the RBF-FD method in a domain with corners or cusps, as done in the mini-Marmousi
test problem. For this test problem, we will return to the doubly-periodic square, and use the
interface layout shown in Figure 3-16.
Figure 3-17 shows snapshots of the reflected and transmitted waves that result once
the initial wave front encounters the interfaces. The initial conditions and model parameters
within the middle region of the domain are identical to those used in Section 3.4.2.

Figure 3-16. The domain for test case 4. 2500 RBF-FD/FD hybrid nodes surround interfaces
with corners in the doubly-periodic unit square.
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𝑡𝑡 = 0.0

𝑡𝑡 = 0.1

𝑡𝑡 = 0.2

𝑡𝑡 = 0.3

Figure 3-17. Snapshots of test case 4. Absolute value of vertical particle velocity is shown
from a 40,000-node RBF-FD solution to the cornered 2-D EWE test problem.

64

Normalized ℓ2 error in v

2.0E-02

2.0E-03

Ex. 1st ord. data
2.0E-04

FD4 sol.
Ex. 2nd ord. data
Hybrid RBF/FD6 sol.

2.0E-05
2.5E+03

2.0E+04

1.6E+05

Number of data nodes in domain
Figure 3-18. Convergence plot for test case 4. FD4 and RBF-FD/FD hybrid solutions to the
cornered EWE test problem.

Figure 3-18 shows how the convergence of the RBF-FD method diminishes to around
second order when no special treatment is given to the area of the domain around a cornered
interface. Still, using the RBF-FD method can be quite advantageous, as shown by the
performance plot (error vs. computational time) in Figure 3-19.
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Normalized ℓ2 error in v

5.0E-02

5.0E-03

5.0E-04

FD4 sol.
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5.0E-05
2.0E-02
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2.0E+00

2.0E+01

2.0E+02

Computational time (sec)
Figure 3-19. Performance plot for test case 4. FD4 and RBF-FD/FD6 hybrid methods were
applied to test case 4, and their errors plotted vs. computational time (on a 2.7 GHz Core i7
processor).
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Chapter 4
Heat problems in 1-D

4.1

Calculating finite difference weights in 1-D: an example with 2 interfaces
We will begin our discussion of heat transfer modeling in 1-D, with the 1-D heat

equation:

ut =

∂ 
∂u 
α ( x )  ≡ Du

∂x 
∂x 

(51)

Here, u is the value of temperature throughout the domain, and α ( x ) is the thermal
diffusity as a function of x . Just as we showed in Chapters 2 and 3, time derivatives and
their equivalences in terms of spatial derivatives can be obtained by applying the differential
operator D multiple times.
k

∂u  
 ∂ 
=
u( k )t  α ( x )   ≡ D k u
∂x  
 ∂x 

(52)

If temperature data is continuous at a point on an interface, all of its time derivatives
must also be continuous at that point (otherwise, a discontinuity would appear in the data at
that point as time progresses).

We will also need to use information about the time

derivatives of heat flux across the interface:

( n ⋅=
α∇u )( k )t α

∂
∂
u( k )t  ≡ α  D k u 



∂x
∂x 

(53)
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The laws of thermodynamics require continuity of temperature and heat flux across the
interface, and this means that both (52) and (53) must be continuous across an interface for
all values of k. If we refer to the left and right sides of the interface as sides L and R,
respectively, then for k = 0,1, 2, , the following two equations must hold as we approach the
interface location from the two sides:

DLk uL = DRk uR

αL

∂
∂
 DLk uL  = α R  DRk uR 



∂x
∂x 

(54)
(55)

We now describe how we form 1-D stencils that uphold these conditions.
Suppose an interface is located at 𝑥𝑥 = 0. For our examples, we will form 4th-order

stencils for differentiation across the interface, and thus we consider up to 4th-degree Taylor
expansion terms of 𝑢𝑢 about the interface location:

 u L =uL,11 + uL, x      
x + uL, x 2 x 2 + uL, x3 x 3 + uL, x 4 x 4 if x ≤ 0

u≈
2
3
4
if x ≥ 0
 u R =uR ,11 + uR ,     
x x + uR , x 2 x + uR , x 3 x + uR , x 4 x

(56)

In (4), the boldface notation indicates vectors of polynomial coefficients for 𝑢𝑢 in ℙ4 (ℝ).

=
uL

u

 L ,1 
u

 L, x 
u

=
L, x 2  , u R


 uL , x 3 


u 4 
 L , x 

u

 R ,1 
u

 R, x 
u

 R, x2 


 uR , x 3 


u 4 
 R , x 

(57)

The discretized PDE differential operators DL and DR are defined by their action on these
monomial basis functions:

=
u L ,( k )t

[ Dxα L Dx ] k u L ≡ DL k u L

(58)
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=
u R ,( k )t

[ Dxα R Dx ] k u R ≡ DR k u R

(59)

The discrete differential block operator 𝐷𝐷𝑥𝑥 is defined by its action on the standard monomial
basis set in ℙ𝟒𝟒 (ℝ):

 1  0
x 
  0
2
Dx  x  =  0
  
 x 3  0
 4  0
x  

1
0
0
0
0

0
2
0
0
0

0
0
3
0
0

0  1 
 
0  x 
 2
0  x 
 
4  x3 
0   x 4 
 

(60)

We also suppose that α is smoothly variable on each side of the interface at 𝑥𝑥 = 0, with Taylor

expansion (through 4th degree):

2
3
4
 α L =α L,11 + α L,       
if x < 0
x x + α L, x 2 x + α L, x 3 x + α L, x 4 x

α≈
2
3
4
if x ≥ 0
 α R =α R ,11 + α R     
, x x + α R, x2 x + α R, x3 x + α R, x4 x

(61)

This information can be used to include the thermal diffusivity parameter in (7) and (8) with
a matrix representation of how multiplication by the (variable) 𝛼𝛼 affects data expansions (up

through 4th-degree terms) on both sides of the interface:

 1   α L,1
 x  α
   L, x
2
α L  x  = α L, x 2
 
 x 3  α L, x3
 4 
 x  α L, x 4
 1   α R ,1
 x  α
   R, x
2
α R  x  = α R , x 2
 
 x 3  α R , x3
 4 
 x  α R , x 4

0

0
0

α L,1
α L, x

α L,1

0
0
0

α L, x 2

α L, x

α L,1

α L, x 3 α L, x 2 α L, x
0

0
0

α R ,1
α R, x

α R ,1

0
0
0

α R, x2

α R, x

α R ,1

α R, x3 α R, x2 α R, x

 1 
 
 x 
  x2 
 
0   x3 
 
α L,1   x 4 


(62)

 1 
 
 x 
  x2 
 
0   x3 
 
α R ,1   x 4 


(63)

0
0
0

0
0
0
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In the case of constant 𝛼𝛼 on one side (or both sides) of the interface, the representations in

(11) and/or (12) reduce to diagonal (scalar) matrices that are equivalent to multiplication by
the (constant) 𝛼𝛼 value on that side of the interface.

We next need to use our discrete formulations in (7) and (8) to make sure that (3) and

(55) hold, up through the desired degree of accuracy (4th degree, in the example we’re
currently constructing). We’ll illustrate how we do this with a particular example.

4.1.1

Determining Type 3 polynomial basis functions for a specific 1-D problem
Suppose we’re interested in solving a heat equation problem on the closed 1-D interval

[−1,1], with the thermal diffusivity profile shown in Figure 4-1.

Figure 4-1. Thermal diffusivity profile for our specific 1-D example.
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In our example, α is defined as follows:

1,
x ∈ [ −1,0)
0.5 + 0.1sin(2π x ), x ∈ [0,1.0]


α=

(64)

We will walk through the steps of enforcing (54)and (55) and determining weights for
stencils that cross the interface at 𝑥𝑥 = 0. We have the following matrix representations for
multiplication of polynomials by α , using its Taylor expansion about 𝑥𝑥 = 0:

 1  1
x 
  0
2
α L  x  = 0
  
 x 3  0
 4  0
x  

0
1
0
0
0

0
0
1
0
0

0
0
0
1
0

0  1 
 
0  x 
 2
0  x 
 
0  x 3 
1   x 4 
 

(65)

 1   0.5
0
0
0
0  1 
x 
 
0.5
0
0
0  x 
   0.63
 2
2
αR  x  =  0
0.63 0.5
0
0  x 
  
 
0
0.63 0.5
0   x3 
 x 3   −4.13
 4  0
0.63 0.5  x 4 
−4.13 0
x  
 

(66)

If we set 𝑘𝑘 = 0 and evaluate (54) with our discrete forms of the left- and right side
differential operators, we find that the following must be true:


u L ,(0)t

x =0

(1)u



L ,1 
1 0 0 0 0  

(
)
x
u
L, x 
0 1 0 0 0 

 ( x2 )u 
2
L, x 
=
0 0 1 0 0 

  ( x3 ) u 
3
L, x
 0 0 0 1 0  

 0 0 0 0 1  ( x4 )u 
4




L , x  x =0

1
0

0

0
 0

0

0

0

1

0

0

0 1

0

0

1

0



(1)uR ,1 

 ( x )u

R,x 
0  
 ( x2 )u 
2
R,x 
0 

 3
0  ( x )u 3 

0 

= u R ,(0)t

x =0

(67)

R,x 


4

0 0 0 1  ( x )u 4 



R , x  x =0

With the interface conveniently located at 𝑥𝑥 = 0, (67) simply indicates that the constant
expansion terms of 𝑢𝑢 across the interface are equal:
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[1

0 0 0 0]

u

 L,1 
u

 L, x 
u

 L, x 2 


 uL, x3 


u 4 
 L, x 

= [1 0 0 0 0]

u

 R ,1 
u

 R, x 
u

 R, x2 


 uR , x 3 


u 4 
 R , x 

(68)

We next evaluate (55), still with 𝑘𝑘 = 0. This time, we are enforcing continuity of heat

flux across the interface, which equates to first-order spatial derivatives of 𝑢𝑢.

0
0

0

0
0

 (1)u

L ,1 
1 0 0 0  

 ( x )uL , x 
0 2 0 0  

( x2 )u

0 0 3 0 
L, x2 


0 0 0 4   ( x3 )uL, x3 
0 0 0 0  ( x4 )u 


L , x 4  x =0

 (1)u

R ,1 
0
0
0  
0 0.5

0 0.6 1.0
  ( x)uR , x 
0
0



 ( x2 )u

= 0
0
1.3 1.5 0  
R , x2 


  ( x3 )u

−
1.9
2.
0
4.1
0
0


R , x3 

0
−8.3 0 2.5 ( x4 )u
0

4


(69)

R , x  x =0

Since heat flux must always be continuous as we approach 𝑥𝑥 = 0, any time derivative of its

constant coefficient must be equal across the interface. Therefore, we need to enforce the
first row of linear relationships between Taylor coefficients of 𝑢𝑢 seen in (69). We can add the
first row of this equation to the condition we already have established in (68):

1 0 0 0
0 1 0 0


u

 L,1 
u

 L, x 
0  u 
 L, x 2 
0 u 
 L, x3 


u 4 
 L, x 

1 0 0 0
=
0 0.5 0 0

u

 R ,1 
u

 R, x 
0  u

 R, x2 


0 u 
 R , x3 


u 4 
 R , x 

(70)

To find more relationships between the Taylor coefficients of 𝑢𝑢 on either side of the

interface, we continue evaluating (54) and (55) for higher and higher values of 𝑘𝑘, each time
collecting rows of coefficients that correspond to time derivatives of the constant expansion
terms of 𝑢𝑢: these must be equal to uphold continuity at 𝑥𝑥 = 0. After proceeding through 𝑘𝑘 =
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2 with (54) and through 𝑘𝑘 = 1 with (55), we have accumulated the following relationships

between the expansion coefficients of 𝑢𝑢:

1
0

0

0
0

0   uL,1  1 0
0
0
0   uR ,1 
0   uL, x  0 0.5 0
0
0   uR , x 
 u  
 u

0 2 0 0   L, x 2  = 0 0.6 1.0 0
0   R, x2 





0 0 6 0  uL, x3  0 0 1.3 1.5 0  uR , x3 




0 0 0 24  uL, x 4  0 −12 1.6 7.5 6.0 uR , x 4 

0 0 0
1 0 0

(71)

As in our work on wave equations in Chapters 2 and 3, we indicate the “continuity”
matrices above by an upper-case 𝐶𝐶. In this notation, we can express (71) more succinctly:

CLu L = CR u R

(72)

We can use this relationship to explicitly determine Taylor coefficients of 𝑢𝑢 on the left side of
the interface if we know those coefficients on the right side, or vice versa. For example:

u L = CL −1CR u R

(73)

If we assume the standard basis set of polynomial coefficients for u R , we can express an
entire polynomial expansion for 𝑢𝑢, on both sides of the interface, as a concatenated matrix 𝑈𝑈

of expansion terms on the left side of the interface (𝑈𝑈𝐿𝐿 ; top 5 rows) and right side of the

interface (𝑈𝑈𝑅𝑅 ; bottom 5 rows), as shown in (74).
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0
0
0
0  ← uL,1
1


0
0
0  ← uL, x
0 0.5


0 0.31 0.5
0
0  ← uL, x 2


0
0
0.21 0.25
0  ← uL, x 3


U L  CL −1CR  0 −0.52 0.07 0.31 0.25 ← uL, x 4

 
=
=
U =
 

0
0
0
0  ← uR ,1
U R   I 5  1


0
1
0
0
0  ← uR , x


0
0
1
0
0  ← uR , x 2


0
0
0
1
0  ← uR , x 3


0
0
0
0
1  ← uR , x 4


(74)

Each column of the matrix represents a single expansion function defined on both
sides of the interface. As stated above, we have assumed the standard basis set in ℙ𝟒𝟒 (ℝ) for

u R , making 𝑈𝑈𝑅𝑅 equal to the 5-by-5 identity matrix 𝐼𝐼5 . This designation is arbitrary – we

could have similarly assumed the standard basis set for u L , and obtained a companion set

of basis functions for u R through inversion of 𝐶𝐶𝑅𝑅 . We need only specify a basis for u on either

side of the interface to explicitly determine its structure on the other side. As constructed in
(74), all 5 expansion functions for 𝑢𝑢 are plotted in Figure 4-2.

One convenient aspect of this procedure is that we can easily accommodate stencils

that cross more than one interface. For example, if a stencil were to cross two interfaces, we
would have not two, but three different groups of 5 polynomial support functions for our 4thorder stencil: one group valid on the left side of both interfaces; one group valid between the
two interfaces, and one group valid on the right side of both interfaces. Every time an
interface is crossed, we simply “translate” polynomial information into the next region via
inversion of the appropriate continuity matrices. This will be used in Section 5.4.3.
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Figure 4-2. Piecewise polynomial basis functions for 𝑢𝑢. The figure shows standard basis
polynomials on the right side of the interface at 𝑥𝑥 = 0) and how they must change (on the
left side) to uphold continuity of temperature and heat flux.

This completes our characterization of expansion terms for data field 𝑢𝑢 near the interface.

Finally, we need to find finite difference weights that accurately approximate the

differential operator 𝐷𝐷 to our desired order of accuracy. In our 4th-order example, that means

we must enforce that weights for (centered) stencils that cross the interface must accurately
reproduce operator values of all 5 functions plotted in Figure 4-2. Figure 4-3 shows a plot of
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several stencil weights for 𝐷𝐷 in our example problem, where the spacing ℎ between data nodes

is 0.01, and those nodes are offset from the interface by a distance ℎ/2.

Figure 4-3. Plot of weights for (𝛼𝛼𝑢𝑢𝑥𝑥 )𝑥𝑥 stencils near the interface. Node spacing (ℎ) = 0.01.
Relative vertical scale is the same for all stencils, and height of dots above or below each
stencil indicates magnitude and sign of a stencil weight. The perturbation of the weights of
stencils that cross the interface is a result of their containing all important information about
the interface: not only the exact jump in parameter values right at the interface, but also how
the parameters may smoothly vary on either side.
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4.2

Numerical testing of the 1-D method
As in Section 2.2 for 1-D wave problems, we will show here how using finite difference

stencils as described in Section 4.1 can solve a 1-D heat equilibrium problem ( ut = 0 ) to a
high order of accuracy. We will again be working on the interval [−1,1]. We will solve a
problem with the heat diffusivity profile defined as in Figure 4-4.

Figure 4-4. Thermal diffusivity profile for our 1-D numerical example.

In the 1-D numerical test domain, our solution is defined by the following parameter
value, differential equation, and Dirichlet boundary condition:
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0.1 + 0.4sin (2π x ) x ∈ [0,0.5]
α = 
otherwise
1




ut (α
ux ) x 0
=
=




u( −1) =
1

u(1) = 0


(75)

In this section, we will implement two solutions to the 1-D test problem: one using
stencils as described in Section 4.1, and another using standard FD4. For standard FD4
application, we built the discrete differential operator as shown below.

(α u x ) x ≈ Dx ΑDx u dat

(76)

In (76), Dx is a matrix of standard FD4 stencils that can be used to differentiate the discrete
vector u dat of data values in the domain. The matrix Α is diagonal and holds the values of

α at every data point. It is important to define the naïve differential operator in this way
(rather than creating stencil weights for (α u x ) x directly using standard polynomial basis
functions across the interfaces) so that information about the jump discontinuity is accounted
for in the solution. If this is not done (if we use naïve stencils for (α u x ) x ), we will arrive at
an incorrect solution that is simply a straight line between the Dirichlet boundary value at
one end of the domain the boundary value at the other end.
Figure 4-5 shows 101-node solutions to the 1-D numerical test problem using both our
method described in Section 4.1 and also traditional FD4 to create the differential operator.
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Figure 4-5. Solutions to the 1-D heat equilibrium test problem. These two 101-node solutions
use stencils formed as described in Section 4.1 (TOP) and standard FD4 stencils (BOTTOM).

79
As in wave equation applications, the oscillatory phenomenon seen in the traditional
FD4 solution in Figure 4-5 is typical when using traditional finite difference methods across
interfaces. We display the errors of those two solutions (from Figure 4-5) in Figure 4-6.

error in 𝑢𝑢; Section 4.1 method

error in 𝑢𝑢; standard FD4 method

Figure 4-6. Errors in data field 𝑓𝑓 for the two (101-node) solutions. Error is calculated using
a 6400-node solution as a reference.

We conclude our 1-D wave equation work by presenting a convergence plot of error vs.
number of data nodes in the domain for both the Section 4.1 method and traditional FD4
spatial differentiation (Figure 4-7).
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Figure 4-7. Errors in the 1-D numerical test problem. Using traditional finite difference
stencils across the interface results in 1st-order convergence to the true solution, while using
the method described in Section 4.1 solves the problem to 4th-order accuracy.
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Chapter 5
Heat Problems in 2-D

5.1

2-D problem statement
In 2-D, we will be using the isotropic heat equation:

∂ 
∂u  ∂ 
∂u 
α ( x, y )  + α ( x, y )  =
ut =
(α u x ) x + (α u y ) y

∂x 
∂x  ∂y 
∂y 

(77)

At an interface, both 𝑢𝑢 and 𝐧𝐧 ∙ (𝛼𝛼∇𝑢𝑢) must be continuous, where 𝐧𝐧 is the interface’s normal
vector. The latter constraint enforces continuity of heat flux across the interface.

5.2

Calculating RBF-FD stencil weights away from interfaces
For stencils that do not cross an interface and are also not in a region of the domain

with a Cartesian grid layout, we determine stencil weights using the same RBF-FD
methodology as described in Section 3.2 for the 2-D EWE. The only difference here is that
we need to modify the right-hand side of the linear system to match the different linear
operator we’re now evaluating as part of the PDE.
RBF-FD gives us a straightforward and reliable way to form stencil weights for elliptic
operators, and has been the subject of considerable recent study as applied to elliptic
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problems in domains with irregular boundaries ([45],[46]) and anisotropic/spatially variable
model parameters ([46],[47]).

5.3

Calculating RBF-FD stencil weights across interfaces
As explained in Chapter 3, attempting to create traditional FD stencils from an

explicit list of individual Taylor basis functions gives rise to very ill-conditioned or singular
systems of equations to solve. On the other hand, the RBF-FD methodology allows inclusion
of such functions (along with RBFs) in a basis used to compute stencil weights, and we can
extend our 1-D method to 2-D.
For illustration, assume that we wish to add polynomial support up to and including
second degree terms to an RBF-FD stencil that crosses an interface. We pick a point on the
interface (described by the equation 𝑦𝑦 = 𝑐𝑐(𝑥𝑥)) that lies near the data node where the stencil

approximates a linear operator. As in the 1-D example, we designate the nearby point on the
interface as the origin for purposes of evaluating support polynomials, and we initially
assume that all expansion coefficients of all data fields may vary from one side of the interface
to another.
We have the following data expansions for which we want to determine coefficients:

u L =uL,11 + uL, x      
x + uL, y y + uL, x 2 x 2 + uL, xy xy + uL, y 2 y 2 if y < c ( x )

u≈
(78)
2
2
otherwise
 u R =uR ,11 + u    
R , x x + uR , y y + uR , x 2 x + uR , xy xy + uR , y 2 y
Although left (L) and right (R) don’t have absolute meaning in 2-D, we again keep the
notation from our 1-D illustration for consistency with the 1-D case: L and R subscripts
indicate data values or expansion coefficients as we approach an interface from one side or
the other.
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In 2-D, we will be using a hex-like, quasi-uniform arrangement of data nodes, with
two rows of nodes orthogonally straddling the interface. This type of arrangement was shown
in Figure 3-1. As in the case of the 2-D EWE, we began using this strategy thinking that we
might see an accuracy advantage when doing so. It has also helped stabilize solutions to
problems with extreme contrasts in model parameters (such as our third 2-D test case). Data
nodes away from interfaces are placed via a simulated static repulsion routine.
In 1-D, we determined each support monomial for an FD stencil that crosses an
interface by examining every row of (54) and (55) associated with time derivatives of constant
expansion terms after k applications of the differential operator 𝐷𝐷. All time derivatives of
their constant expansion terms had to be equal across the interface for continuity of
temperature and heat flux to hold as time passes.
In 2-D, we similarly uphold continuity of temperature by gathering linear
relationships between the expansion coefficients of data. If we are confident that a mildlycurved interface is well-described (at least locally) by a linear approximation, we can obtain
these relationships by observing time derivatives of the first (𝑝𝑝 − 2𝑘𝑘) monomial terms in the
coordinate x ' (that is, 1, x ', ( x ') 2 , etc.) of 𝑢𝑢 after 𝑘𝑘 applications of the discrete form of (77).

Here, 𝑝𝑝 is the maximum degree of polynomial support we wish to add across the interface.
As in 1-D, the discrete PDE operator turns these time derivatives into linear relationships
(rows of coefficients) between the expansion terms of 𝑢𝑢 on both sides of the interface. We

collect the rows of coefficients corresponding to time derivatives of 1, x ', ( x ') 2 , etc. on each
side of the interface into continuity matrices 𝐶𝐶𝐿𝐿 and 𝐶𝐶𝑅𝑅 .
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Continuity of heat flux is also relatively simple to enforce if we will be relying on a
locally linear approximation to interface shape. In that case, the interface’s normal direction
is just the direction of 𝑦𝑦’, and we can obtain additional conditions on the expansion
coefficients of 𝑢𝑢 by again observing time derivatives of the first (𝑝𝑝 − 2𝑘𝑘 − 1) monomial terms

in the coordinate x ' after 𝑘𝑘 applications of the discrete form of (79) and gathering the
corresponding rows of the result into 𝐶𝐶𝐿𝐿 and 𝐶𝐶𝑅𝑅 .

( n=
⋅ α∇u )( k )t α

∂
∂
 Dku
u( k )t  ≡ α



∂y '
∂y ' 

(79)

Enforcing linear relationships between the expansion coefficients of 𝑢𝑢 as described in

the last two paragraphs ensures that continuity of temperature and heat flux are upheld to

O ( h p ) accuracy at y ' = 0 (as long as we scale the discrete time step at least linearly with
node spacing ℎ) for a mildly-curved interface that is locally very well-represented by a linear

approximation. When we have collected enough unique linear relationships between the
expansion coefficients of 𝑢𝑢 on either side of the interface, we have the following expression

with square, well-conditioned matrices 𝐶𝐶𝐿𝐿 and 𝐶𝐶𝑅𝑅 :

CLu L = CR u R

(80)

Again, given an expansion for 𝑢𝑢 on one side of the interface, we can determine the

shape of that data on the other side of the interface by inverting either of the matrices in (41)

. Or, for example, if we have a matrix of column vectors 𝑈𝑈𝑅𝑅 that form a basis for all possible

Taylor expansion coefficients of 𝑢𝑢 on the “𝑅𝑅” side of the interface, we can form a basis for data
on both sides of the interface with a similar construction that we made in (24) for our 1-D

example:
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U L  CL −1CRU R 
=
U =

 
U R   U R


(81)

Here, an easy choice for 𝑈𝑈𝑅𝑅 might be the (6,6) identity matrix if we’re staying consistent with

our 2-D expansions up through degree 2 (recall that in 2-D, there are 6 polynomial expansion
coefficients for 𝑢𝑢 on both sides of the interface, making 𝑈𝑈 a (12,6) matrix).

As performed above, the method for determining RBF-FD stencil weights works well

if the interface is locally very well approximated by a linear function. If desired, though, one
can account more rigorously for curvature of a smooth interface, as we showed in Chapter 3
for stencils evaluated for use with the 2-D EWE.
To enforce continuity of temperature along a curved interface, after application of a
given power k of the discrete form of the differential operator in (32), a local expansion for
the interface shape itself (again, in terms of x ' ) can be inserted into entries for y ' . After this
is done, each row of coefficients that corresponds to a time derivative of a single 2-D Taylor
term is transformed into a set of contributions it must make to time derivatives of 𝑢𝑢’s
expansion restricted to the interface itself:

uint

u L,int =uL,11 + uL, x ' x '+ u
( x ')2       
if y ' < c ( x ' )
L,( x ')2

≈
2
 u R ,int =uR ,11 + uR , x ' x '+ uR ,( x ')2 ( x ')     otherwise

(82)

For example, consider the 𝑥𝑥’𝑦𝑦’ term on side 𝐿𝐿 in 𝑢𝑢’s 2-D expansion around the interface. If

the interface is located at 𝑦𝑦’ = 0.2 + 0.01𝑥𝑥′, then, along the interface, 𝑥𝑥’𝑦𝑦’ = 𝑥𝑥’(0.2 + 0.01𝑥𝑥 ′ ) =

0.2𝑥𝑥 ′ + 0.01(𝑥𝑥 ′ )2 . In determining the coefficient uL, x ' from (82), then, we must add 0.2 times

𝑢𝑢’s 𝑥𝑥’𝑦𝑦’ expansion term on side 𝐿𝐿 of the interface. Likewise, in determining u
, we must
L ,( x ')2

add 0.01 times 𝑢𝑢’s 𝑥𝑥’𝑦𝑦’ term on side 𝐿𝐿. All of the 2-D expansion terms for 𝑢𝑢 contribute in this
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manner to determine the (1-D) expansion terms of uint . In other words, each expansion term
of uint is a linear combination of the 2-D expansion terms of 𝑢𝑢, determined by the definition
of 𝑦𝑦’ in terms of 𝑥𝑥’.

It follows, then, that time derivatives of the various uint coefficients can be expressed

as this very same linear combination of the time derivatives of 𝑢𝑢’s 2-D expansion coefficients.

And, since we have already equated these time derivatives to a linear combination of the 2D expansion coefficients themselves, we can define time derivatives of all of the uint
coefficients in terms of 2-D expansion coefficients currently present in 𝑢𝑢 on either side of the

interface. These linear relationships – those that describe the change in uint coefficients over

time – are the ones we need to equate across the interface to uphold continuity of temperature
to 𝒪𝒪(ℎ𝑝𝑝 ) accuracy. We collect the first (𝑝𝑝 − 2𝑘𝑘) of these relationships and place them as rows
in continuity matrices 𝐶𝐶𝐿𝐿 and 𝐶𝐶𝑅𝑅 .

Note that in the presence of a flat interface, this curved interface method is identical

to the much simpler approach described above. The only difference is that the method
requires far less arithmetic when we assume that y ' is equal to zero. We will examine the
tradeoff between simplicity and accuracy of the local linear interface approximation in our
first test case.
Upholding continuity of heat flux along a smoothly-curved interface is only slightly
more complicated. As the interface curves, the definition of the interface normal direction
changes:


∂
∂  k
D u
( n ⋅ α∇u )( k )t =
α  cos(θ ')
− sin(θ ')

∂y '
∂x '  


(83)
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In (83), θ ' is the angle of the interface, and for a smoothly-curving interface the angle is a
well-behaved function of x ' . What we can do is replace the functions cos(θ ') and sin(θ ')
with matrices that express the result of multiplying the 2-D expansion of u by the expansion
of each trigonometric function. This is analogous to how we replaced α by a matrix in our
1-D example, and the same treatment is given to α in (83).
To enforce continuity of heat flux along a curved interface, we use an expansion of the
interface itself (𝑦𝑦’ = 𝑓𝑓(𝑥𝑥’)) to restrict (83) to a 1-D expansion along the interface, and enforce
that time derivatives of the first (𝑝𝑝 − 2𝑘𝑘 − 1) restricted (1-D) terms are equal across the
interface.

As in wave equation applications, we typically determine local expansions for the
interface shape and associated trigonometric functions numerically, through the application
of a standard FD method for estimating derivative values.
So far, we have discussed upholding continuity conditions through specialized
treatment of the polynomials involved in determining weights for RBF-FD stencils that cross
interfaces. We can also do some work to make sure that the RBFs that aid in stencil weight
determination also uphold continuity of temperature and heat flux, at least to first order.
Consider the case in Figure 5-1, where an RBF is centered in the 𝑥𝑥, 𝑦𝑦-plane just below

a flat interface at 𝑦𝑦 = 0.2𝑥𝑥. In this case, 𝛼𝛼 = 1 below the interface, and 𝛼𝛼 = 1/2 above the
interface.

Above the interface, the RBF has been spatially “warped” by a coordinate

stretching that enforces continuity of heat flux. Figures 5-2a and 5-2b show 3-D views of this
warped RBF and a standard RBF, respectively, in the presence of the interface. We will
discuss the benefits of such modifications to the RBFs that underlie our RBF-FD stencils in
the context of our numerical test cases.
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𝛼𝛼 = 1/2
𝛼𝛼 = 1

Figure 5-1. Contours of a warped Gaussian RBF. The standard RBF (with shape parameter
𝜀𝜀 = 0.4) present below the interface gives way to a warped counterpart in the region above
the interface in order to uphold continuity of heat flux.
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y
Figure 5-2a. 3-D view of the “warped” RBF in Figure 5-2, with interface present

y
Figure 5-2b. A standard Gaussian RBF, with interface present
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5.4

2-D numerical examples
In all our 2-D numerical examples, RBF-FD stencil determination employs Gaussian

RBFs with a shape parameter normalized to nearest-neighbor distances, as described in
Section 3.4. Most stencils (those away from interfaces or boundaries) contain 42 nodes and
polynomial support up through 5th degree, while stencils across interfaces or near boundaries
contain 30 nodes and 4th-degree polynomial support (unless otherwise mentioned). Heat
equilibrium solutions used the Matlab backslash operator for inversion of the appropriate
linear system, except for examples in Section 5.4.4 (where iterative solution methods are
used).

Time integration (for the single time-dependent problem tested here) was

accomplished through 4th-order backward differentiation (BD4) using a discrete time step
scaled linearly with node spacing.

5.4.1

Test case 1: verification of RBF-FD against an analytical solution
We begin our 2-D numerical tests of the heat equation just like we did with the EWE:

we use a simple problem that has a readily-available analytical solution. We will solve our
problem in the 𝑥𝑥-periodic unit square, and an illustration of the domain, interfaces, and an
example set of 2500 data nodes are shown in Figure 5-3.

91

Figure 5-3. 2500 RBF-FD nodes in the case 1 domain.

In the 2-D test domain, parameters and boundary conditions are defined as follows:

0.2
1

α=

y ∈ [0.6,0.8]
otherwise

exp[ct t ]sin(2π x )
u(Ω) =
0


(84)
y =1
y=0

(85)

For testing solutions to a time-dependent problem, we will set the constant ct above to 1.0
and set initial conditions according to the analytical solution discussed below. For solving a
heat equilibrium problem, we set 𝑐𝑐𝑡𝑡 equal to zero and use only the boundary conditions and

differential operator to find a solution (in that case, 𝑢𝑢𝑡𝑡 = 0). An RBF-FD solution to the timedependent problem at 𝑡𝑡 = 0.1 is plotted in Figure 5-4.
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Figure 5-4. Mesh plot of a 10,000-node solution to the case 1 problem; 𝑡𝑡 = 0.1, 𝑐𝑐𝑡𝑡 = 1.

Using continuity of temperature and heat flux, we can construct an analytical
solution that fits these conditions:

 exp(ct t ) sin(2π x )  c1 exp( y 4π 2 + ct ) + c2 exp( − y 4π 2 + ct )  , y ∈ [0.0, 0.6)




2
2
u ( x, y , t ) exp(ct t ) sin(2π x )  c3 exp( y 4π + 5ct ) + c4 exp( − y 4π + 5ct )  , y ∈ [0.6, 0.8)
=



2
2
 exp(ct t ) sin(2π x )  c5 exp( y 4π + ct ) + c6 exp( − y 4π + ct )  , y ∈ [0.8,1.0]



We enforce the following 6 conditions to obtain the constants 𝑐𝑐1 , 𝑐𝑐2 , … 𝑐𝑐6 :
•

•
•

Continuity of 𝑢𝑢 at 𝑦𝑦 = 0.6 (the lower interface)

α u y at 𝑦𝑦 = 0.6
Continuity of n ⋅ (α∇u ) =

Continuity of 𝑢𝑢 at 𝑦𝑦 = 0.8 (the upper interface)

(86)

93
•
•
•

α u y at 𝑦𝑦 = 0.8
Continuity of n ⋅ (α∇u ) =
The condition that 𝑢𝑢 = 0 along 𝑦𝑦 = 0

The condition that at 𝑡𝑡 = 0, u = sin(2π x ) along 𝑦𝑦 = 1

After determining these constants, we have an analytical solution against which we
can judge the performance of our RBF-FD solutions. In Figure 5-5, errors in RBF-FD
solutions to the parabolic (time-dependent) and elliptic (equilibrium) case 1 heat transfer
problem are plotted vs. number of nodes in the domain.

1.0E-04

Normalized ℓ2 error in u

1.0E-05

1.0E-06

1.0E-07

1.0E-08

RBF sol., parabolic
RBF sol., elliptic
Ex. 4th ord. data

1.0E-09
1250

5000

Number of data nodes in domain

20000

Figure 5.5. Convergence of RBF-FD solutions for the case 1 problem. Solutions to the timedependent (parabolic) problem used fourth-order backward differentiation (BD4) as a time
integrator, with a time step equal to the average node spacing (ℎ) in the domain.
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In Figure 5.6, we show the 4900 eigenvalues for a 4900-node RBF-FD operator used
to solve the test case 1 problem, along with a zoomed-in image that pictures the BD4 stability
domain as that method was applied to the 4900-node parabolic test problem. The actual
linear system to be solved at each step of BD4 time integration actually involves a slight leftshift of all the eigenvalues pictured. Still, we figured that a plot of the original eigenvalues
would give a decent “worst-case” scenario of where those eigenvalues lie with respect to the
stability domain of our time integrator.
For the rest of the test cases, we will evaluate only solutions to the heat equilibrium
problem, but we wished to test RBF-FD performance on at least one time-dependent scenario.
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Figure 5-6. Eigenvalues of a 4900-node RBF-FD operator. (TOP) This is a plot of the 4900
eigenvalues in the complex plane. They mostly lie near the negative real axis, as we expect
for an elliptic operator. (BOTTOM) A zoomed-in view shows how those eigenvalues are
located within the BD4 stability domain, as used with a discrete time step of 0.02. The stable
region pictured here is outside the closed curve.
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5.4.2

A second numerical example: 2 mildly-curving interfaces
Our second heat equilibrium test problem involves two mildly curved interfaces

within a unit square that, as in the first test problem, is periodic in the 𝑥𝑥-direction and closed

(with a Dirichlet boundary condition) at 𝑦𝑦 = 0 and 𝑦𝑦 = 1 (Figure 5-4). Between the two

interfaces, 𝛼𝛼 is defined by the following equation:

=
α 0.2 + 0.1sin(2π x )sin(2π y )

(87)

Elsewhere in the domain, 𝛼𝛼 is equal to 1. Figure 5-7 shows a greyscale plot of this heat

diffusivity profile.

Figure 5-7. Greyscale map of thermal diffusivity for test case 2.
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We use the same Dirichlet boundary conditions as in test case 1:

sin(2π x ),
u(Ω) =
0,


y =1
y=0

Figure 5-8 shows a mesh plot of 𝑢𝑢 for a 40,000-node RBF-FD solution to the equilibrium
problem 𝑢𝑢𝑡𝑡 = 0 in this domain.

Figure 5-8. Solution 𝑢𝑢(𝑥𝑥, 𝑦𝑦) from the first test case, solved with our RBF-FD method on
40,000 data nodes.

(88)
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Figure 5-9 shows numerical solution errors for different methods used to solve the
case 1 problem carried out at different resolutions. Errors are calculated using a 160,000node RBF-FD solution as a reference. The three methods represented use naïve 4th-order
finite differences (FD4), RBF-FD stencils that assume a local linear approximation to the
interface (“flat int.”), and RBF-FD stencils that incorporate interface curvature information
into the stencil weight calculation (“curv. incl.”) for spatial differentiation of temperature
data. The problem was solved with MATLAB’s backslash operator. Note how much more
accurate solutions are when we account for interface curvature. The extreme smoothness of
the solution (as compared with the wave equation test data in Chapter 3) probably explains
most of the strong dependence of our solutions’ error on incorporating curvature information
into the stencils.

Normalized ℓ2 error in u
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FD4
flat int. (RBF)
curv. incl. (RBF)
1.0E+04
Number of nodes

Figure 5-9. Convergence plot for different methods used to solve test case 2.

1.0E+05
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Figure 5-10 shows another error comparison of solutions using 2 different methods
used to solve the case 1 problem. Both of them are RBF-FD-based methods that incorporate
curvature information into the stencil weights. The methods vary in their node placement
strategy near the interface and in the shape of the RBFs that contribute to the calculation of
stencil weights.

The error plot for “no warp; no straddling” solutions represent trials

completed on sets of data nodes that were distributed in a manner that didn’t take into
account the location of the interface, and whose stencils were determined with traditional
RBFs (rather than the modified RBFs, as presented in Section 5.3).

“With warp and

straddling” solutions featured an interface-straddling strategy as pictured in Figure 3-1 and
also modified RBFs that uphold continuity conditions to 1st order at interfaces.

Normalized ℓ2 error in u

1.0E-03
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with warp and straddling
1.0E+04
Number of nodes (N)

1.0E+05

Figure 5-10. Errors of two different RBF-FD techniques for solving test case 2. It generally
helps solution quality and stability to both distribute nodes carefully about the interface and
using RBFs that are modified to uphold continuity of temperature and heat flux to 1st order.

100
One concern often voiced about implementation of mesh-free methods for solving
PDEs is that the time taken to create node sets and operators might outweigh the possible
benefit those methods have to offer. But one of the powerful aspects of the RBF-FD method
is that operator creation (and, to an extent, node set creation) are very parallelizable
processes with many small and distributable problems that could be solved well on highlyparallel hardware (like GPUs or multi-core machines).
Figure 5-11 shows a performance plot (error vs. computational time taken for node
creation, operator creation, and solution of test problem 2 with several different methods.
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RBF/FD4 Hybrid
1.0E-01
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1.0E+01

1.0E+02

Figure 5-11. Performance plot of solutions to test problem 2. Solutions were carried out with
Matlab’s backslash operator on a 2.7 GHz Core i7 processor. RBF-FD/FD4 hybrid solutions
were carried out on a node set like that shown in Figure 3-3, where a quasi-uniform RBF-FD
node structure near the interface slowly transitions to a Cartesian node structure a short
distance away from the interface (where we can use traditional FD4 stencils and avoid the
preprocessing and memory footprint costs of the RBF-FD method.
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5.4.3

A third numerical example: a very thin insulating layer
The third test case will give us a chance to examine RBF-FD performance when

applied to a much more extreme scenario of interface contrasts and domain feature scale.
Figure 5-12 shows both a view of the entire domain (again, the 𝑥𝑥-periodic unit square) and a

zoomed-in perspective near the interface zone. In this test case, we have a very thin (0.001
units wide) layer of insulating material. We have a radius 𝑟𝑟 from the center point (0.5,0.5)
and heat diffusivity defined as follows:

r ≡ ( x − 0.5)2 + ( y − 0.5)2 

1 / 1500 + (1 / 3000)sin(2π x )sin(2π y )
1


α=

0.5

if 0.349 ≤ r ≤ 0.35
otherwise

(89)

(90)

We have also added a third, circular Dirichlet boundary at 𝑟𝑟 = 0.05 to simulate a cooling unit
inside the insulating ring. Our Dirichlet boundary conditions are:

y =1
sin(6π x ),

=
=
π x ),
u(Ω) sin(6
y 0

0
r = 0.05


(91)

In this domain, we solve the (elliptic) problem 𝑢𝑢𝑡𝑡 = 0. To generate polynomial basis functions

for stencils that cross both interfaces defining the very thin insulating ring, one can choose a

particular point (and region) within the stencil as the center of the standard basis set of 2-D
polynomials up through the desired degree. The polynomials can then be “translated” into
the appropriate shapes (other polynomials) through inversion of the appropriate continuity
matrices (as discussed in 5.3) each time an interface is crossed (for collocation at other points
in the stencil that lie across one or both interfaces).
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Figure 5-12. Test domain for the third 2-D test problem. (TOP) View of the entire domain,
covered with a coarse set of RBF-FD nodes. (BOTTOM) Zoomed-in perspective of the thin
insulating layer.
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Figure 5-13 shows a mesh plot of a 40,000-node RBF-FD solution to the equilibrium
problem 𝑢𝑢𝑡𝑡 = 0 in the case 3 domain. As in solutions to test case 2, we used MATLAB’s
backslash operator to solve the problem.

Figure 5-13. Mesh plot of a 40,000-node RBF-FD solution to the test case 3 problem.
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As for test case 2, we have prepared a plot that compares results using a locally flat
interface assumption vs. results incorporating curvature information into stencils. Errors
for these two different methods are shown in Figure 5-14, along with those from a traditional
FD approach. Once again, inclusion of curvature information seems to be quite important
here, especially as the node set becomes more and more refined. Also note how the extremely
small scale of the insulating feature prevents the traditional FD4 method from even starting
to converge until the node set is very refined (~1600 nodes in each Cartesian direction).
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Figure 5-14. Errors of FD4 and two different RBF-FD techniques for solving test case 3.

105
5.4.4

Solving the test case 3 problem iteratively
Although MATLAB’s backslash operator is a great tool for prototyping solution

methods for heat equilibrium problems in 2-D when the number of data nodes is small, it
most likely wouldn’t be a practical tool for use on 3-D or even large 2-D problems. It would
also be impossible to rely on the operator when coding in lower-level languages for solution
execution on highly-parallel computing hardware.
In this section, we’ve tested MATLAB’s built-in gmres( ) and bicgstab( ) iterative
solvers for use on test case 3 in conjunction with RBF-FD spatial differentiation. In this
section, RBF-FD stencils contain only 19 nodes and polynomial support up through and
including 3rd-degree terms. Nodes always orthogonally straddle the circular interfaces as
depicted in Figure 5-12. Curvature information is included in all stencils. RBFs that cross
either or both interfaces are modified so that they uphold continuity of heat flux to first order.
To get a baseline idea for iterative method performance on the problem, we first
designed a control scenario in the same domain. The control problem has all the same
boundary conditions and model parameter values as test problem 3, without the thin, circular
insulating layer (no interfaces are actually present, and thermal diffusivity has value 1
throughout the domain). We then tried using MATLAB’s backslash operator, gmres( ), and
bicgstab( ) functions to solve this control problem. A plot of the control problem solution is
shown in Figure 5-15, and a performance plot (error vs. computational time to solution) for
the problem is presented in Figure 5-16.
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Figure 5-15. Test case 3 control problem solution. A 40,000-node RBF-FD solution to the
problem is shown (no interfaces or insulating layers are present here).

Normalized ℓ2 error in u
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Figure 5-16. Performance plots for solving the control problem. MATLAB’s backslash
operator, gmres( ), and bicgstab( ) functions were timed when applied to the test case 3 control
problem (no interfaces are actually present in the domain).

From Figure 5-16, we see that when no interfaces are present in the domain, the iterative
solvers perform quite well relative to the backslash operator.
Next, we tried to apply these iterative methods to the actual test case 3 problem (with
interfaces). Figure 5-17 shows errors in gmres( ) and backslash operator solutions to the
second test problem plotted vs. the computational time taken to arrive at a solution, with the
RBF-FD-based differential operator created as described above. Bicgstab( ) data are not
plotted here, because the solver completely failed to work on the problem.
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From the evidence in Figure 5-17, it appears that both the gmres( ) and bicgstab( )
iterative solvers struggle to solve the test case 3 problem.
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Figure 5-17. Performance plot of iterative methods. The plots displayed are errors vs.
elapsed computational time of MATLAB’s backslash operator and gmres( ) function when
applied to the test case 3 problem.

If we apply even a crude preconditioner of our own design to the problem (detail of the
preconditioning method can be found in Appendix B), we find we have restored almost all of
the performance of gmres( ) and bicgstab( ) (as compared to their solutions to a problem with
no interface). This is shown by the performance plot in Figure 5-18.
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Figure 5-18. Performance plots, after preconditioning. Performance plot of MATLAB’s
backslash operator, gmres( ), and bicgstab( ) functions when applied to the test case 3 problem
after preconditioning has been completed.

5.4.5

Limitations: a final test case with a cornered interface
As with the 2-D EWE, we also present a heat equation problem that features cornered

interfaces. We still will work in the x-periodic unit square, as shown in Figure 5-19. In
Figure 5-20, 2500 RBF nodes surround two interfaces that are approximations to the actual
cornered interfaces, and these approximations become closer to the true interface shape as
the node set becomes more refined, as shown in Figure 5-20. The actual interfaces have the
same shape as those used in Section 3.4.4 and shown in Figure 3-16. We will discuss this
approximation in the next few pages.
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Figure 5-19. RBF-FD nodes in the cornered test domain. As the node set becomes more and
more refined, the approximation to the interface becomes more and more accurate, as shown
in Figure 5-21. Thermal diffusivity outside the thin band is equal to 1.0, and inside the band,
the value varies smoothly around 1/5 according to the same trigonometric function we used
to test smooth interfaces (case 1). The domain is closed (Dirichlet boundary condition) at 𝑦𝑦 =
0 and 𝑦𝑦 = 1, and periodic in the 𝑥𝑥-direction.
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Figure 5-20. Another way to handle corners in the RBF-FD/AC methodology. Instead of
treating the region around the corner naively, we instead operate with an entirely smooth
interface that is a closer and closer approximation to the true (cornered) interface near 𝑦𝑦 =
0.6 as the node set becomes more and more refined. The true interface is shown above, along
with the various approximations to that interface (circular segments) we use to approximate
the corner in solutions with various amounts of data nodes.
Figure 5-21 shows a mesh plot of a solution to our heat equilibrium problem (𝑢𝑢𝑡𝑡 = 0) in the
cornered-interface domain.
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Figure 5-21. Solution to the final heat equilibrium test problem. A picture of a 160,000-node
RBF-FD solution to the cornered-interface heat equation test problem is shown here. The
top Dirichlet condition is simply a sin function (as in our previous equilibrium problems), and
the bottom Dirichlet boundary is held at value zero.

On the next page, Figure 5-22 shows a convergence plot of both FD4 and RBF-FD
solutions to the cusped-interface heat equilibrium problem.
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Figure 5-22. Convergence plot for the final test problem. Error vs. number of nodes in the
domain is plotted here for FD4 and RBF-FD solutions to the cornered-interface heat
equilibrium test problem.
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Chapter 6
Conclusions

We have shared an RBF-FD-based method for solving heat and wave equations that
can solve those PDEs at 4th-order accuracy, even in the presence of curved interfaces and
smoothly-variable model parameters on either side of an interface.

To the best of our

knowledge, it is the only current method that makes use of a single piecewise polynomial
basis near one or more curved interface(s), where polynomial data is explicitly “translated”
into other polynomial data as each curved interface is crossed. This translation is achieved
through the inversion of small matrices, and ensures that the desired continuity conditions
are upheld across the interface(s) to the desired order of accuracy.
A number of questions remain, including (but not limited to):

•

Is it possible to find a set of basis functions near corners and cusps (in a non-smooth
interface) that can help guarantee high-order convergence to a solution in solving
problems like those presented in Section 3.4.4 and 5.4.5?

•

In Chapter 5, we modified not only polynomials for stencils that cross interfaces, but
we also modified the RBFs that underlie RBF-FD stencil weights so that they upheld
continuity conditions to 1st-order accuracy. Is there a stable and straightforward way
to correct RBF shape to a higher degree or in scenarios where the correction is less
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direct than a stretching or compressing of RBF values in the direction orthogonal to
an interface?
•

Will the RBF-FD method generalize to other, possibly nonlinear, problems of current
interest with relative ease? If so, what modifications will be necessary to make that
happen?

•

How well will the computational simplicity and efficiency compare with that of other
contemporary methods when applied to practical 3-D problems?
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Appendix A. Martin, Fornberg and St-Cyr (2015)

On the following pages, we have reproduced the paper from Geophysics that led to
further investigation into RBF-FD as applied to interface problems, and, eventually, to this
thesis as a whole. It is documented as reference [32] in the References section of the thesis.
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Seismic modeling with radial-basis-function-generated finite differences

Bradley Martin1, Bengt Fornberg1, and Amik St-Cyr2

ABSTRACT
Seismic exploration is the primary tool for finding and
mapping out hydrocarbon deposits. We have considered the
2D forward modeling problem. The subsurface structures
were assumed to be known, and the task was to simulate
elastic-wave propagation throughout the medium. Many
traditional approaches to solving this problem account for
material interfaces by allowing model parameter values
(such as wave speed and density) to vary either sharply or
smoothly between adjacent data points. Although simple to
implement, these strategies typically produce solutions that
feature a suboptimal first-order convergence to the true solution. Spatial discretization based on radial-basis-functiongenerated finite differences (RBF-FDs) has previously been
shown to offer high accuracy and algebraic simplicity when
using scattered layouts of computational nodes. We have
now developed this method further, to provide third-order
accuracy not only throughout smooth regions, but also for
wave reflections and transmissions at arbitrarily curved
material interfaces. The key step is supplementing the RBFs
that underlie the RBF-FD approximation with a specific
space of piecewise polynomials. The nonsmoothness of
these polynomials across an interface is designed to enforce
continuity of traction and motion at that interface. The highorder accuracy of the method is illustrated on a couple of test
problems for the 2D isotropic elastic-wave equation.

INTRODUCTION
The two dominant error sources in solving elastic-wave equations
in domains featuring discontinuous material parameters are as
follows:

1) dispersive errors in regions with constant or smoothly variable
material properties
2) reflection/transmission errors at interfaces.
The former error type causes traveling wavefronts to develop
spurious trailing wavetrains, which are best overcome by using approximations of high orders of accuracy (Fornberg, 1987).
In the introduction to their collection of seismic modeling papers,
Robertsson et al. (2012) report that many simulations have been
carried out under the assumption that a high-order FD scheme sufficiently reduces the latter error as well and that point-to-point changes
in model parameters provide enough information to reach a satisfactory solution. However, without more rigorous treatment near interfaces, the application of high-order methods to such a domain yields a
solution accurate to only the first order (Symes and Vdovina, 2009;
Vishnevsky et al., 2014).
Some investigators have improved the second type of error (differentiation across interfaces) by using curvilinear transformations
such that the grid lines follow the interfaces (Fornberg, 1988). Moving from structured to unstructured meshes, as used, for example,
with finite-element methods (FEMs), improves geometric flexibility
further still. We focus here on an altogether mesh-free discretization,
placing scattered nodes suitably with respect to interfaces, but without
forming any triangles or tetrahedra, etc. Recent literature on mesh-free
discretizations has been increasingly focused on RBF-based approximations (Fasshauer, 2007). Still more recently, radial-basis-functiongenerated finite difference (RBF-FD) has emerged as a particularly
good way to obtain highly accurate “local” derivative approximations
using scattered node sets. The first RBF-FD application in the context
of seismic modeling is given by Martin et al. (2013).
The present RBF-FD approach greatly reduces truncation errors
due to incorrect differentiation of nonsmooth data, as does the immersed interface method published by Zhang and LeVeque (1997).
In contrast, though, our method’s elimination of truncation error is
purely spatial, requiring no modification of traditional time-integration techniques. Although some methods achieve higher accuracy
through careful modification of material parameters near an inter-
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face (Muir et al., 1992; Symes and Terentyev, 2009), our method
does not require any parameter modification, and thus it avoids
problems that may arise when this is done (Fornberg, 1988). Although the FD approach of Lombard and Piraux (2004) shares these
advantages, our method does not require the construction of fictitious data before each update. As in the FEM approaches in Li
(1998) and Zhebel et al. (2014), our method directly incorporates
nonsmooth basis functions into stencils that cross an interface, but
without the meshing required for a weak-form method. The present
approach maintains flexibility in the choice of spatial discretization
and time-integration techniques, while presenting a framework that
allows relatively simple preprocessing routines and avoids the
need to construct smooth (or modified) structures of data through
interfaces.

weights by the RBF-FD formalism, permitting arbitrarily scattered
nodes. Finally, in case 3, we additionally invoke continuity conditions (on velocity and traction) at the interface to create specially
modified RBF-FD weights that preserve high-order accuracy for
waves interacting with the interface.
Execution of a code based on cases 1–3 stencils becomes highly
efficient (especially on graphics processing unit [GPU]-type hardware) because all relevant information about the interfaces (their locations and transmission/reflection properties) becomes embedded
into the stencil weights already during the preprocessing stage. During the time-marching step, all stencils are then applied in exactly the
same way no matter whether the interfaces are present or absent.
Next, we discuss cases 2 and 3 in more detail.

RBF-FD METHODOLOGY

Case 2: RBF-FD stencils in regions with smoothly variable medium properties, but without completely Cartesian node structure

This section introduces the present method in the case of solving
a 2D elastic-wave equation. Figure 1 shows the unit square divided
into two regions by a mildly curved interface. Across the interface,
the density ρ and the Lamé parameters λ and μ of the medium can be
discontinuous. The figure also illustrates a node distribution that
follows the interface but transitions to a regular Cartesian lattice for
standard FD usage a short distance away from it. The three cases we
need to handle are as follows:
1) Case 1: stencils that are located sufficiently far away from the
interface that they only contain Cartesian grid type nodes
2) Case 2: stencils that are not intersected by the interface, but with
some or all nodes deviating from perfect lattice arrangement
3) Case 3: stencils that are intersected by the interface
In case 1, we use standard FD weights and integration techniques
to model wave propagation. In case 2, we instead obtain stencil

Standard FD approximations in 1D use weights that are chosen
such that the resulting approximation becomes exact for monomials
(1, x, x2 , etc.) of as high a degree as possible. FD approximations for
higher dimensions are then typically tensorlike composites of 1D
approximations. Such approximations can become very accurate
when they are applied to data that are locally very well represented
by a Taylor expansion. This approach fails however for scattered
nodes in 2D (and higher) because the linear systems that need to
be solved to find the FD weights then frequently become very
ill conditioned or even singular.
In the case of RBF-based FD methods, polynomials are replaced
by RBFs, and there is no need to consider tensor-type extensions
from 1D. Data near a stencil center xc are instead directly represented
by a superposition of radially symmetric functions ϕðkx − xi kÞ; i ¼
1;2; : : : ; n that are centered at the stencil node locations xi ; i.e.,

fðxÞ ≈

n
X

ai ϕðkx − xi kÞ;

(1)

i¼1

where n is the number of nodes in a stencil. It is typically determined
by choosing a number of nodes that, within a reasonably equispaced
cloud of RBF-FD data nodes, yields a stencil diameter comparable
with a traditional Cartesian FD stencil with the desired order of accuracy. For instance, if a Cartesian stencil with the desired order of
accuracy is five nodes across, we may set n to 19 (within a set of
hexagonal nodes, a stencil made from an evaluation node and its
18 nearest neighbors features a width of about five data nodes).
If node data fðxi Þ are given, we can determine the expansion
coefficients ai by solving the linear system:

2

Figure 1. Schematic layout for nodes in the vicinity of a curved
interface. Enclosed regions show case 1 (solid lines), case 2 (dotted
line), and case 3 stencils (long-dashed line). The stencils approximate the PDE at the circled nodes.
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n

x¼xc

or, in abbreviated notation:

Aw ¼ Lϕ;

or, in abbreviated notation

(4)

where A is the same n × n symmetric matrix as in equation 2; w is
the column vector of RBF-FD weights to be applied at the nodes of
the stencil; L is the linear operator we are approximating; and Lϕ
is the column vector of values resulting from application of the operator L to each of the n RBFs in the stencil, followed by evaluation
at xc .
Remarkably, many choices of radial functions ϕðrÞ lead to guaranteed nonsingularity of these A-matrices, no matter how any number of distinct nodes are scattered in any number of dimensions
, wﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
(Schoenberg, 1938). In the present workp
e have uﬃsed the inverse
multiquadric radial function ϕðrÞ ¼ 1∕ 1 þ ðεrÞ2 . If the nodes
were located on a lattice, letting ε → 0 will usually (but not always)
recover the standard FD approximation for the same stencil size
(Driscoll and Fornberg, 2002; Wright and Fornberg, 2006). However, a small ε will cause the linear systems in equations 3 and 4 (as
well as those in equations 5 and 6, described below) to become
highly ill conditioned. A very simple, yet effective strategy in the
present context, is to choose ε so that the coefficient matrices have
condition numbers in the range of 106 − 108 . This RBF-FD discretization approach has proven highly successful for PDEs in nontrivial geometric settings (Shan et al., 2008). Following the recent
introduction of “hyperviscosity” (Fornberg and Lehto, 2011), relatively large stencils (n ¼ 30–70) can be used together with explicit
time stepping for purely convective (wave-type) partial differential
equations (PDEs) (Flyer et al., 2012, 2014).
As mentioned in the “Introduction” section, a key feature of
RBF-FD is that one can include additional functions (typically polynomials) with the RBF basis underlying each stencil and then add
matching constraints (Fasshauer, 2007). This will be especially crucial in case 3, in which we add support of piecewise polynomials to
represent the nonsmooth solutions across material interfaces. For
example, when including up to linear 2D terms (1, x, y) to the counterparts of equations 3 and 4, the corresponding system of equations
becomes (Larsson et al., 2013)



A
P

PT
0



w
w





Lϕ
¼
LP


(6)

where P is a 3 × n matrix of the Taylor monomials (1, x, y) at the
stencil node points, and LP is the 3 × 1 vector of evaluations of the
linear operator L applied to each of these three monomials and then
evaluated at the location xc (where we want our approximation to be
accurate). The column vector w contains the weights of the resulting
stencil, and vector w should be discarded. When weights are determined in this way, they give the exact result for functions spanned by
the included polynomials while minimizing a least-squares residual
with respect to the RBFs.
Practical experience suggests the use of polynomials of such degrees that the number of rows in P become roughly equal to half
the number of rows in A. We have found that this results in a good
compromise between accuracy (precise differentiation for higher order polynomials yields a higher order method) and stability. Trying
to enforce precise differentiation for too many polynomials in too
small a stencil can result in ill conditioning or even singularity of the
system of equations 6. Case 2 stencils in the test problems below
have used n ¼ 19 nodes with polynomial support up to and including third degree (cubic) terms.
To maintain relatively good numerical conditioning in equation 6,
we typically use the Taylor monomials to a length scale comparable
to the size of a stencil. For example, if we insert x∕d and y∕d in the
places of x and y in equation 5, respectively (with d being an estimate of stencil diameter), we observe that the system in equation 6
is well conditioned.

Case 3: RBF-FD stencils across interfaces
Although the RBF-FD approach easily allows nodes to be placed
optimally around interfaces, it is still crucial to combine this with a
further strategy that allows for accurate differentiation of the PDE’s
dependent variables across that interface. Traditional FD weights
are usually determined under the assumption that the data to be
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differentiated is smooth. As noted above, many current FD seismic
simulation routines then apply these weights also to data that (physically correctly) lack smoothness across an interface (Robertsson
et al., 2012; Vishnevsky et al., 2014).
When data are not smooth across an interface, we can use our
knowledge of interface continuity conditions together with the governing PDE to create a customized set of piecewise polynomial
basis functions to accurately represent these data. These piecewise
polynomials (rather than regular ones) are then added to the set of
RBF basis functions when determining weights within RBF-FD
stencils that cross the interface. When using only linear polynomials, this concept is tested for the 2D Maxwell’s equations by
Yu and Chen (2011).
In the present 2D isotropic elastic-wave equation case, the governing equations are

8
ρut ¼ f x þ gy ;
>
>
>
>
< ρvt ¼ gx þ hy ;
f t ¼ ðλ þ 2μÞux þ λvy ;
>
>
g ¼ μðux þ vy Þ;
>
>
: t
ht ¼ ðλ þ 2μÞvy þ λux ;


DkL



¼

0
ρ c2p

∂
∂x

ð1ρÞ ∂∂x
0

 
 
u
u
≡D
.
f
f


u≈

(7)


f≈

(8)

In equation 8, cp is the speed of pressure (primary) waves within
a medium. Higher order time derivatives and their equivalences in
terms of spatial derivatives can be obtained by applying the differential operator D multiple times:



uðkÞt
f ðkÞt




¼

0
∂
ρ c2p ∂x

ð1ρÞ ∂∂x
0

k  
 
u
k u
≡D
.
f
f

L

¼

6f
½DkL ; −DkR 4 L
uR

 
0
7
.
5¼
0

(10)

Here, the subscripted operators and data fields are those entities
evaluated as we approach the interface from the left and the right,
respectively. The 1D FD stencils that uphold these truths can be
constructed as described below.
Consider the polynomials in a fourth-order expansion of both
data fields about the interface:

uL ¼ uL;1 1þuL;x xþuL;x2 x2 þuL;x3 x3 þuL;x4 x4 ; if x ≤ 0;
uR ¼ uR;1 1þuR;x xþuR;x2 x2 þuR;x3 x3 þuR;x4 x4 ; if x > 0;

f L ¼ f L;1 1þf L;x xþ f L;x2 x2 þ f L;x3 x3 þ f L;x4 x4 ; if x ≤ 0;
f R ¼ f R;1 1þf R;x xþ f R;x2 x2 þf R;x3 x3 þf R;x4 x4 ; if x > 0;
(12)

In equations 11 and 12, we have switched to vector notation to
indicate that we are now considering vectors of polynomial coefficients in P4 ðRÞ. For example, uL is composed of the scalar
uL;1 ; uL;x ; uL;x2 , etc.:

2u 3
L;1
6 uL;x 7
6
7
uL ¼ 6 uL;x2 7.
4
5
uL;x3
uL;x4

For the purpose of illustration, we consider first the 1D case, for
which these equations reduce to the well-known two-way wave
equation:



uL
u
− DkR R
fL
fR

2u 3



fR

Determining case 3 polynomial basis functions: 1D
simplification

ut
ft



(11)

where u and v are local medium velocities in the x- and y-directions,
respectively; f, g, and h are the elements of the 2D (symmetric)
stress tensor; ρ denotes density; and the Lamé parameters λ and
μ describe the material properties with regard to pressure and shear.
At the interface, the velocity and traction (stress in the direction of
the interface normal) must be continuous.





(9)

Here, a data field’s kth time derivative is denoted by ðkÞt in that data
field’s subscript. If a data field (or some linear combination of data
fields) is continuous at a point on an interface, its change over time
(derivative with respect to time) must also be continuous at that
point. Similarly, its second derivative (again, with respect to time)
must be continuous, as must any order of derivative.
Continuity of velocity and traction are simple in 1D: The u and f
must be continuous across an interface. Therefore, uðkÞt ; f ðkÞt are
also continuous there for k ¼ 1;2; 3; : : : . Suppose for simplicity
that the interface in the present 1D example is located at x ¼ 0.
If we refer to the left and right sides of the interface as sides L
and R, respectively, then for k ¼ 0;1; 2; : : : ;

(13)

In 1D, we are only considering Taylor monomials in our FD basis, so we can define the PDE differential operators DL and DR entirely by their action on these monomial basis functions:





 
0
uL;ðkÞt
¼
2
f L;ðkÞt
ρL cp;L
 
0
uR;ðkÞt
¼
2
f R;ðkÞt
ρR cp;R

∂
∂x

ðρ1L Þ ∂∂x
0

∂
∂x

ðρ1R Þ ∂∂x
0

k


 
uL
u
≡ DkL L ;
fL
fL

(14)

k


 
uR
k uR
≡ DR
.
fR
fR

(15)

Here, the discrete differential block operator ∂∕∂x is also defined
by its action on the standard monomial basis set in P4 ðRÞ:

2 1 3 20
x 7 60
∂ 6
6 27 6
0
6x 7 ¼ 6
∂x 4 3 5 6
40
x
x4
0

1
0
0
0
0

0
2
0
0
0

0
0
3
0
0

3
0 213
07
x7
76
6 27
07
.
x
6
74 7
5
4 5 x3
0
x4

(16)

We can now return to equation (10) and use powers of the differential operator D to turn the continuity of time derivatives at the
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interface into relationships between data expansion coefficients on
either side of the interface:

2

2 u 33

L
  
uL;1 ¼ uR;1 ;
f
0
6
6 0
77
L
0
¼
→
½
;
−D
D
4 L
R 4 u 55
f L;1 ¼ f R;1 ;
0
R
f
x¼0
2 uR 33
2
 
L
  (1
1
f
¼
0
6 f L 77
6 1
L;x
1
ρ
ρR f R;x ;
L
→
4½DL ; −DR 4 55 ¼
uR
0
ρL c2L uL;x ¼ ρR c2R uR;x ;
fR
x¼0
2
2 u 33
L
   2
cL uL;x2 ¼ c2R uR;x2 ;
0
6 2
6 f L 77
2
→
4½ DL ; −DR 4 55 ¼
c2L f L;x2 ¼ c2R f R;x2 ;
uR
0
fR
x¼0
..
.

·
(17)
In equation 17, the equivalences between the expansion coefficients on the right side of each equation were obtained by examining
the rows of each left-side matrix that reference constant expansion
terms. Constants are the only monomials that evaluate to a nonzero
value at the interface location (x ¼ 0 in our chosen coordinate system). Therefore, any combination of data expansion coefficients that
end up in a row for constant monomials after a given power of D is
applied in equation 17 must all add up to zero. In 1D, this process of
generating nonsmooth basis functions is simple and decoupled; we
can determine the relationships between expansion coefficients one
by one, just by looking at individual constant-term rows of the left
sides above.
In 2D or 3D, we can collect “null rows” together into a big continuity matrix C. After this is done, we can find a basis set of coupled
monomial coefficients that satisfy all the truths at once: We just need
to find a basis for ðcolðCÞÞ⊥, or nullðCT Þ. When applied in a 1D case,
this more general procedure reduces to equation 17. In 1D, the null
rows were those rows associated with a constant term in expansion of
a data field. With an interface present at x ¼ 0 in a local coordinate
system, this enforces continuity of the field.



want to enforce interface conditions to second-order accuracy, an
analogous process to that above (examining how powers of the differential operator relate spatial derivatives of motion and traction) produces an explicit 12D space of 2D coupled basis polynomials for u
and v, and a 24D space of basis polynomials for f, g and h. Adding
this type of support to a 2D Cartesian stencil would not only be difficult to achieve, but it would likely also be highly unstable. However,
the method through which explicit polynomial support is added to
RBF-FD stencils (as shown in equations 5 and 6) can readily be generalized to handle it.
In 2D, we begin by evaluating weights for a stencil that crosses
the interface the same way as we did in 1D. For illustration, assume
that we wish to add polynomial support up to and including seconddegree terms to an RBF-FD stencil crossing an interface. We pick a
point on the interface that lies near the point at which the stencil
approximates a linear operator. As in the 1D example, we designate
the nearby point on the interface as the origin for purposes of evaluating support polynomials, and we initially assume that all expansion coefficients of all data fields may vary from one side of the
interface to another.
We have the following data expansions for which we want to
determine coefficients:
8
n u ¼ u 1þu xþu yþu 2 x2 þu xyþu 2 y2 if y < cðxÞ;
>
L
L;1
L;x
L;y
L;xy
L;x
L;y
>
> u ≈ u ¼ u 1þu xþu yþu 2 x2 þu xyþu 2 y2 otherwise;
>
>
R
R;1
R;x
R;y
R;xy
R;x
R;y
>
>
n
2
2
>
>
< v ≈ vL ¼ vL;1 1þvL;x xþvL;y yþvL;x2 x þvL;xy xyþvL;y2 y if y < cðxÞ;
2
vR ¼ vR;1 1þvR;x xþvR;y yþvR;x2 x þvR;xy xyþvR;y2 y2 otherwise;
>
..
>
>
>
>
>
n h ¼ h 1þ h xþh y þh . 2 x2 þh xy þh 2 y2 if y < cðxÞ;
>
>
L;1
L;x
L;y
L;xy
L;x
L;y
>
:h ≈ L
hR ¼ hR;1 1 þ hR;x x þ hR;y y þ hR;x2 x2 þ hR;xy xy þ hR;y2 y2 otherwise:

(18)
Although left (L) and right (R) don’t have absolute meaning in 2D,
we have kept the notation from our 1D illustration for consistency.

In 2D, we usually consider a rotated, local coordinate system in
which the interface is horizontal (y ¼ 0), although more complex
strategies can be devised to account for interface curvature (and they
are mentioned below). With a locally horizontal interface, we enforce null evaluation for all rows associated with monomials in x.
Because y ¼ 0 at the interface, no expansion terms involving y contribute to satisfying the continuity condition there.
The approach described above was used on a particular test problem in ½−1;1 to generate the basis for data field u shown in Figure 2.
This basis can be used for stencils that cross the interface and apply
to data field u. In this test problem, cp ¼ 1 for x < 0 and cp ¼ 2 for
x ≥ 0, and ρ ¼ 1 throughout the domain.

Determining case 3 nonsmooth polynomial basis
functions: 2D example
An appropriate set of nonsmooth, piecewise polynomial basis
functions can easily be incorporated into FD schemes in 1D. The
situation in 2D is somewhat more involved. For example, if we then

Figure 2. Illustration of the nonsmooth basis underlying differential
stencils for data field u used to solve the present 1D test problem.
For the f-variable, the couplings become slightly different:
fx0 jx0 ; x1 jx1 ; 4x2 jx2 ; 4x3 jx3 ; 16x4 jx4 g.

The L and R subscripts indicate data values or expansion coefficients as we approach an interface from one side or the other. The
differential operator D is a bit more complicated in 2D:

2u
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6v 7 6
0
0
6 ðkÞt 7 6
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7 6
6 f ðkÞt 7 ¼ 6
6
7 6 ðλþ2μÞ ∂∂x
λ ∂∂y
6
7 6
4 gðkÞt 5 6
6 μ ∂∂y
μ ∂∂x
4
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λ ∂∂x
2 3
u
6v7
6 7
6 7
7
≡Dk 6
6 f 7.
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1 ∂
ρ ∂x
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1 ∂
ρ ∂y



1 ∂
ρ ∂x

0

0

0

0

0

0

3k
0
2 3
7 u
 7
1 ∂ 7 6v7
ρ ∂y 7 6 7
7 6 7
7 6 7
0 7 6f 7
7 6 7
7 4g5
0 7
5 h
0

Fornberg (1988), thinking that we might see an accuracy advantage
when arranging nodes this way. More importantly, though, this type
of node layout (as compared with nodes scattered without regard to
the interface or placed upon the interface itself) has been key in maintaining the stability of the current method in all trial problems solved
thus far. Hopefully, future study will show whether this orthogonal
placement is completely necessary or whether the method can be
somehow modified to ensure stability with a wider variety of nodeplacement strategies near interfaces.
The rest of the nodes in the domain are placed via a simulated
static repulsion routine, resulting in a “hexlike” arrangement as seen
in Figure 3. Based on the analysis of Liu (1996), we argue that such
a structure is at least as inherently resistant to dispersion error as a
Cartesian grid of nodes with the same spatial resolution.
We can express each of the five data fields in the rotated coordinate system:



(19)

cosðθÞ
− sinðθÞ

sinðθÞ
cosðθÞ

 
   0
u
u
u
≡ Ruv
¼
;
v0
v
v

(21)

h
Consider an RBF-FD stencil near a curved interface, as shown in
Figure 3. At this location, the following must be true for continuity
of traction and motion to hold (note that there is no continuity relation for f):

8 0
½u − u 0 j
¼ 0;
>
>
< ½vL0 − v R0 j ðx¼0;y¼0Þ ¼ 0;
L
R ðx¼0;y¼0Þ
½gL0 − gR0 jðx¼0;y¼0Þ ¼ 0;
>
>
: ½h 0 − h 0 j
L
R ðx¼0;y¼0Þ ¼ 0.

(20)

In equation 20, the primed data values are the same physical
quantities that we have been discussing already (horizontal particle
velocity, vertical particle velocity, etc.), but they are expressed in the
rotated coordinate system shown in Figure 3.
In Figure 3, also note how two rows of nodes orthogonally straddle
the interface. We began using this strategy by observing the results of

Figure 3. RBF nodes surround curved interfaces, shown by dashed
lines (magnified view). A very small stencil is shown here for evaluating the spatial derivatives at the RBF node indicated by the empty
circle. Weights are applied to data at all RBF node (circle) locations.
The stencil is created using RBF-FD for a horizontal interface in the
x 0 ; y 0 coordinate system.

3
2 3
2 sinðθÞ cosðθÞ
sin ðθÞ 7 f
cos ðθÞ
6
76 7
6
6 − sinðθÞ cosðθÞ cos2 ðθÞ − sin2 ðθÞ sinðθÞ cosðθÞ 74 g 5
5
4
h
sin2 ðθÞ
−2 sinðθÞ cosðθÞ
cos2 ðθÞ
2

2

2

2 3 2 03
f
f
6 7 6 07
≡ Rfgh 4 g 5 ¼ 4 g 5.
h

(22)

h0

We can also express time derivatives in the rotated coordinate
system:

Figure 4. An example of a coarse (N ¼ 1600) node set for example
1. Note that nodes adjacent to the interface orthogonally straddle it.
Here, only case 2 and case 3 stencils are used; a Cartesian structure
could have been used for the parts of the domain away from the
interfaces (case 1).
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2 u0

ðkÞt
6 vð0kÞt
6 0
6 f ðkÞt
6
4 g0
ðkÞt
0
hðkÞt

3
7 
7
7 ¼ Ruv
7
0
5

0
0
Rfgh

2 u 31

B 6 v 7C
B k 6 7C
BD 6 f 7C:
@ 4 5A
g
h

(23)

As in 1D, we can uphold continuity of motion and traction by
enforcing equation 24:
2
2 0 33
uL
6
6 vL0 77
6
6 0 77
2 3
2 2 03
2 0 33
6
6 gL 77
uL
uR
0
6
6
7
7
607
6 k 6 vL0 7
6 0 77
6 k
6 0 77
k 6 hL 77
6
6DL 6 0 7 −DkR 6 vR0 77
6
¼ 6½DL ;−DR 6 0 77
¼4 7
:
4 4 gL 5
4 gR 55
uR 77
05
6
6
0
0
0
6
6
7
7
hL
hR y 0 ¼0 6
0
6 v R 77
4
4 g 0 55
R
hR0
0
y ¼0

(24)



In 1D, we determined each support monomial for an FD stencil
that crosses an interface by enforcing that every row associated
with constant expansion terms after k applications of the differential
operator (equation 17) sum to zero. In 2D, we similarly uphold
continuity of motion and traction by enforcing that all expansion
coefficients associated with the first (p-k) monomial terms of the
rotated coordinate x 0 (that is, 1, x 0 ; ðx 0 Þ2 , etc.) after k applications
of the operators in equation 24 sum to zero, where p is the maximum degree of polynomial support we wish to add across the interface. This ensures that continuity of motion and traction are upheld
to Oðhp Þ accuracy at y 0 ¼ 0 for a mildly curved interface that is
well represented locally by a linear approximation. The second
of our two test cases uses this method.
If desired, one can also account more rigorously for curvature of a
smooth interface. The trigonometric functions involved in equations 21 and 22 may be replaced by local expansions of those functions in terms of the local horizontal coordinate x 0 . After application
of a given power k of the differential operator in equation 24, a local

Figure 5. (a) Data field v at t ¼ 0.3 for the P-wave test problem in example 1. (b) Error in an N ¼ 160;000-node PS solution at t ¼ 0.3.
(c) Error in an N ¼ 160;000-node RBF-FD solution at t ¼ 0.3. In the shown perspective, the initial wavefront travels from top to bottom. In
panel (c), we note that the error is purely dispersive; a high-order FD method could have been used away from the interface (case 1) to
significantly reduce these errors.

expansion for the interface shape itself (again, in terms of x 0 ) can be
inserted into entries for y 0. After gathering like powers of x 0 , enforcing that expansion coefficients associated with the first (p-k) monomial terms of x 0 sum to zero then upholds continuity of motion and
traction to Oðhp Þ accuracy not only for a locally flat interface, but
also for any smooth interface. This method is used in the first of our
two test cases.
In the numerical solutions examined so far, we have not observed
the latter, rigorous treatment of interface curvature to improve solTable 1. PS solution errors: Example 1.
Number of nodes
10,000
40,000
160,000

Normalized error

Error ratio (2h∶h)

3.5E − 03
1.1E − 03
3.6E − 04

—
3.2
3.1

Table 2. RBF-FD solution errors: Example 1.
Number of nodes
10,000
40,000
160,000
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Normalized error

Error ratio (2h∶h)

6.3E − 03
8.8E − 04
9.7E − 05

—
7.2
9.1

Figure 6. Relative P-wave velocity structure used to test new numerical methods. The structure is inspired by the Marmousi model: Benamou (1996). The grayscale map indicates unitless velocity (length/
time) throughout the domain.

ution error much compared with using a locally linear approximation for the interface. However, future study may show that more
extreme interface shapes and higher order RBF-FD stencils justify
the more complex procedure.

RBF-FD TEST CASES
Example 1. Simple P-wave test problem; two interfaces
In all test problems shared in this paper, we use dimensionless
units of x and y ðLÞ; particle velocities u and v ðL1 T −1 Þ; Lamé
parameters λ and μ ðM1 L−1 T −2 Þ; stress tensor components f, g,
and h ðM1 L−1 T −2 Þ; and density ρ ðML−3 Þ. Here, the uppercase letters L, T, and M denote a characteristic length, time, and mass scale
of some system. Although our simulations are all carried out in 2D,
we retain 3D units and assume that we are simulating a 2D slice of a
3D system that does not vary in its third dimension.
Our first test problem involves two mildly curved interfaces within
a doubly periodic unit square (Figure 4). In this domain, a horizontal
P-wave front begins at y ¼ 0.75 and travels in the negative ydirection for 0.3 time units, encountering the mild sinusoidal interfaces near y ¼ 0.5 and y ¼ 0.25. Figure 5a shows the data field v at
t ¼ 0.3. Figure 5b and 5c shows errors for N ¼ 160;000 node pseudospectral (PS, on a Cartesian grid) and RBF-FD computed data
fields v at t ¼ 0.3, respectively, using an N ¼ 640;000-node RBFFD solution as a reference. The chaotic error in the PS solution has
resulted from its naïve differentiation across the interfaces. Seconddegree polynomial support was here added to RBF-FD stencils that
cross interfaces, and other RBF-FD stencils featured third-degree polynomial support. The PS and RBF-FD methods used fourth-order
Runge-Kutta time integration with a time step of 2.5E − 04.
Tables 1 and 2 compare normalized l2 errors for the PS and
RBF-FD methods in the variable v at t ¼ 0.3. Note how RBF-FD
preserves global third-order accuracy: These errors decrease by a factor of about eight each time the distance between nodes decreases by
a factor of two.

Example 2. Point source in a “mini-Marmousi”
domain
Figure 6 shows a mini-Marmousi model, and Figure 7 results
from a point source in the region.

Figure 7. Data field v (unitless length/time) at (a) t ¼ 0.15 and (b) t ¼ 0.3 from the point source test problem in the mini-Marmousi
domain from Figure 6.
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Figure 8. Errors in data field v at time t ¼ 0.3 for N ¼ 38;400-node (a and b) and N ¼ 153;600-node (c and d) solutions to the mini-Marmousi
test problem when using PS (a and c) and RBF-FD (b and d) discretizations. The grayscale map that represents error value is scaled exactly the
same for each of the four plots above.
A pressure source located at (0.5, 0.8) has created a radial disturbance traveling outward from that location. Figure 7a and 7b
shows the data field v at t ¼ 0.15 and t ¼ 0.3, respectively. Figure 8
shows errors of N ¼ 38;400-node and 153,600-node PS and RBFFD solutions for the variable v at t ¼ 0.3, using an N ¼ 614;400node RBF-FD solution as a reference (using an extremely highly resolved PS calculation as reference give equivalent results). For the PS
solution, the naïve differentiation across the interfaces leads to highly
oscillatory errors, which only decrease relatively slowly under node
refinement. In contrast, the RBF-FD solution improves by a factor of
about 10 (close to and away from the interfaces) when the distances
between the nodes are halved. For a third-order accurate method, a
factor of eight would have been expected. Second-degree polynomial
support was here added to RBF-FD stencils that cross the interfaces
(case 3), and all other RBF-FD stencils (case 2) featured third-degree
polynomial support. Weights for case 2 stencils that cross an interface
near an interface cusp or intersection between two interfaces were
determined without the special interface treatment described here.
The RBF-FD and PS methods used standard fourth-order RungeKutta time integration with a time step of 1.25E − 04.

CONCLUSIONS
As implemented here, the present RBF-FD method achieves
roughly third-order convergence both with regard to dispersive
errors and for reflection/transmission at interfaces. Because of its
local nature, the method can also be implemented successfully
for high-resolution 3D simulations in a cost-competitive manner
on large-scale distributed-memory computer systems. Future studies will address computer processing unit and GPU performance (as
compared with other contemporary methods) and give more specific large-scale feasibility assessments.
In the mini-Marmousi test problem, RBF-FD stencils near interface cusps and intersections were determined without the interface
treatment discussed in this paper. Future work will also include an
analysis of the error introduced by naïve treatment of these isolated
point-like zones in the domain and possibly also provide suggestions for how these errors can be minimized.
Although the present method has proved stable enough to produce the promising preliminary results shown here, future studies
will address the stability of this approach more rigorously and discuss what (if any) additional measures should be taken.
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Appendix B. A simple preconditioner for Section 5.4.4

Here, we discuss some of the detail of our rather crude preconditioning of the third
heat equilibrium test problem for use with iterative linear solvers. Suppose we had a similar
problem to test case 3, but in 1-D. In the 1-D example scenario, 𝛼𝛼 = 1 everywhere on the real
line except for within a very thin region between two particular data nodes, where 𝛼𝛼 = 1/50.

We have gone through the process of calculating appropriate weights for the differential
operator 𝐷𝐷 in such a case, and we will examine those weights for stencils near and crossing
the interface.

Let u1D = (𝑢𝑢1 , 𝑢𝑢2 , …, 𝑢𝑢𝑛𝑛−1 , 𝑢𝑢𝑛𝑛 )T represent an (𝑛𝑛,1) vector of 1-D temperature data in

such a scenario. Further, suppose that 𝑢𝑢𝑚𝑚 is the data node across immediately to the left of

the thin, strongly insulating layer, with 𝑢𝑢𝑚𝑚+1 to the right of it. We have isolated a local
operator 𝐷𝐷𝐿𝐿𝐿𝐿𝐿𝐿 that calculates values of ( u1D ) xx near this point to 4th-order accuracy.

 um −3 
u 
 m −2 
 um −1 


 um 
 um +1 


um + 2 
 um +3 
xx

 um −5 
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 m −4 
 um −3 


um −2 
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(92)
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If we want to isolate the row of 𝐷𝐷𝐿𝐿𝐿𝐿𝐿𝐿 that acts on 𝑢𝑢𝑚𝑚 , we simply need to multiply 𝐷𝐷𝐿𝐿𝐿𝐿𝐿𝐿

on the left by a row vector, as shown below. The diagonal matrix element in 𝑢𝑢𝑚𝑚 ’s stencil is

shown in bold type for easy identification. Below the vector-matrix product, the result is
shown along with what we will call the diagonal dominance ratio (or DDR) of the stencil.
This is the ratio of the diagonal element’s absolute value to the sum of absolute values of all
other nonzero weights in the stencil.

0
0
 
0
 
1 
0
 
0
0

T

0
0
0
0
0
0 
 −0.08 1.33 −2.50 1.33 −0.08
 0
−0.07 1.25 −2.34 1.16 −0.00
0
0
0
0
0 


−0.05 1.09 −1.14 0.14 −0.05
0
0
0
0
0 
 0


−0.05 0.17 -1.45 1.41 −0.08
0
0
0
0
0 
 0
 0
−0.00 1.17 −2.34 1.24 −0.07
0
0
0
0
0 


−0.08 1.33 −2.50 1.33 −0.08
0 
0
0
0
0
 0
 0
−0.08 1.33 −2.50 1.33 −0.08
0
0
0
0
0

=
[0 0 0 −0.05 0.17 -1.45 1.41 −0.08 0 0 0]

DDR =
0.846

(93)
Diagonal dominance is a sufficient condition for many iterative solvers to work well,
and one approach to improving iterative solution performance could involve creation of a
preconditioning matrix that enhances diagonal dominance of stencils near an interface. This
is exactly what we’re going to carry out now.
We will restore diagonal dominance to 𝑢𝑢𝑚𝑚 ’s stencil by adding to it a linear combination

of nearby stencils. We proceed in a structured manner as follows. First, we add enough of
the stencils immediately adjacent to 𝑢𝑢𝑚𝑚 ’s stencil that we entirely cancel the stencil weights

just off the diagonal, in sequence. In (94), we end up adding 0.60 times the stencil for 𝑢𝑢𝑚𝑚+1
to cancel the weight immediately to the right of the diagonal in 𝑢𝑢𝑚𝑚 ’s stencil.
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[0

0 0 1 0.60 0 0] DLoc

=
[0 0 0 −0.05 0.17 -0.75 0 0.67 −0.04 0 0]

DDR =
0.808

(94)
Next, we add 0.15 times the stencil for 𝑢𝑢𝑚𝑚−1 to cancel the weight that now resides
immediately to the left of the diagonal.

[0

0 0.15 1 0.60 0 0] DLoc

=
[0 0 −0.01 0.11 0 -0.72 0.01 0.67 −0.04 0 0]

0.872
DDR =

(95)
Note that this step undid some of the work that we undertook to cancel the weight
immediately to the right of the diagonal. Still, that weight is much lower in magnitude than
it was before, and our DDR is up slightly from its original value.
We then proceed outward from the diagonal entry, adding amounts of the stencils
twice removed from 𝑢𝑢𝑚𝑚 that will completely remove weights that now reside in positions two
to the left of the diagonal and two to its right.

[0

0.05 0.15 1 0.60 0.27 0] DLoc
=
[0 0.00 0.05 0 0.05 -0.75 0.35 0 0.32 0.02 0] DDR 0.936

(96)
Again, diagonal dominance has improved. We follow this by canceling stencil weights three
times removed from the diagonal entry.

[0.02 0.05 0.15 1 0.60 0.27 0.13] DLoc
=
[0.00 0.02 0 0.03 0.05 -0.75 0.34 0.17 0 0.15 0.01] DDR
(97)

0.968
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What we have done here is follow a stable process to combine nearby stencils in a way
that increases diagonal dominance of a matrix where it is needed (in stencils that cross an
interface). We can perform this process for whichever stencils we like, and place the relevant
stencil combination information in rows of a preconditioning matrix 𝑃𝑃 that we use to help
solve our problems. For instance, we have the following structure for 𝑃𝑃𝑚𝑚 , the 𝑚𝑚𝑡𝑡ℎ row of 𝑃𝑃:

Pm = [ 0 0.02 0.05 0.15 1 0.60 0.27 0.13 0 ]

(98)

Then, if we wanted to solve the heat equilibrium problem in our domain, we could instead
solve the following preconditioned problem:

PAu1D = Pf

(99)

In (99), f is a vector of right-hand-side values for our problem (many of which are zero for
the problem 𝑢𝑢𝑡𝑡 = 0, but stencils near the domain boundary may contain nonzero values from
boundary conditions).

The situation with RBF-FD and our true case 3 2-D problem is a bit more complex –
we can’t just proceed up and down a line to eliminate stencil weights with linear combinations
of nearby stencils. What we can do, if we already have a list of nearest neighbors available,
is proceed outward from the diagonal entry in a stencil, cancelling stencil weights that
correspond to nearest neighbors first, and then moving on to farther and farther neighbors.
This is what we have done to precondition our third test problem in 2-D. In the
examples and problem solutions to follow, we have completed one “sweep” outward from the
diagonal entry of each RBF-FD stencil, cancelling weights of that stencil that act on the
evaluation node’s neighbors by adding the appropriate amount of the stencil centered at each
neighboring node. We have included 37 neighbors in the process in the examples here.
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Furthermore, in preconditioning the case 3 problem, we have completed an “inward
sweep” that follows the first outward sweep of 37 cancellations, where the process is carried
out in reverse order (cancelling weights acting on farthest neighbors first, and working our
way inward). Finally, we complete a last outward sweep for each stencil.
In Figure B-1a, we present a histogram of DDR values for RBF-FD stencils near the
insulating ring in a 10,000-node solution to the test case 3 (before preconditioning). In Figure
B-1b, we show the distribution of DDR values after all three sweeps of the preconditioning
process have been completed. Note the significant upshift in diagonal dominance achieved
by the algorithm.
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Figure B-1a. DDR distribution before preconditioning. In a 10,000-node solution to the test
case 2, the distribution of diagonal dominance ratios (DDR) within RBF-FD stencils near the
insulating region shows large peaks at very low value. Each stencil has been placed into a
bin according to its nearest 0.01 value of DDR. Here, the distribution 𝑦𝑦-axis has been
normalized to the bin with the most members.

Figure B-1b. DDR distribution after preconditioning.

