9-13-2012

NEPC Review: The Effects of School Vouchers on College Enrollment: Experimental Evidence from New York City

Sara Goldrick-Rab
Temple University

Follow this and additional works at: https://scholar.colorado.edu/nepc

Part of the Education Commons

Recommended Citation

This NEPC Review is brought to you for free and open access by Centers and Research Institutes at CU Scholar. It has been accepted for inclusion in National Education Policy Center by an authorized administrator of CU Scholar. For more information, please contact cuscholaradmin@colorado.edu.
REVIEW OF THE EFFECTS OF SCHOOL VOUCHERS ON COLLEGE ENROLLMENT

Reviewed By
Sara Goldrick-Rab
University of Wisconsin-Madison
September 2012

Summary of Review

This Brookings report examines college enrollment rates of students participating in an experimental New York School Choice Scholarships Foundation Program, which in the spring of 1997 offered 3-year scholarships worth up to $1,400 annually to low-income families. The study identifies no overall impacts of the voucher offer, but the authors report and emphasize large positive impacts for African American students, including increases in college attendance, full-time enrollment, and attendance at private, selective institutions of higher education. This strong focus on positive impacts for a single subgroup of students is not warranted. There are no statistically significant differences in the estimated impact for African Americans as compared to other students; there is important but unmentioned measurement error in the dependent variables (college attendance outcomes) affecting the precision of those estimates and likely moving at least some of them out of the realm of statistical significance; the authors fail to demonstrate any estimated negative effects that could help explain the average null results; and there are previously existing differences between the African American treatment and control groups on factors known to matter for college attendance (e.g., parental education). Contrary to the report’s claim, the evidence presented suggests that in this New York City program, school vouchers did not improve college enrollment rates among all students or even among a selected subgroup of students.
I. Introduction

Confronted with evidence that the United States lags behind its peers in rates of college attainment, educators and policymakers are eager to find ways to boost enrollment in postsecondary education, especially among students from disadvantaged families. Research consistently demonstrates that k-12 schooling plays a critical role in setting students up for success or failure during the transition to college. Matriculation to higher education, especially into selective colleges and universities, is particularly uncommon among children from low-income families enrolled in public urban schools.

But little seems to work when it comes to increasing participation in higher education. In particular, relatively few interventions appear to effectively expand college opportunities for low-income children of color. This new report from the Brookings Institution’s Brown Center on Education Policy and Harvard University’s Program on Education Policy and Governance, “The Effects of School Vouchers on College Enrollment: Experimental Evidence from New York City,” is notable for purporting to identify a strategy that does work: providing students with vouchers to attend private schools. Authors Matthew M. Chingos and Paul E. Peterson contend that on average a privately funded New York City voucher program distributing scholarships to students beginning in 1997 exerted no overall improvements in college attendance, but instead boosted rates of college enrollment among African Americans by 24%.

II. Findings and Conclusions of the Report

The report estimates the long-term impacts of the New York School Choice Scholarships Foundation Program on an established array of college indicators: on-time enrollment (within 3 years of high school graduation); full-time enrollment (which reduces time-to-degree); and location of enrollment (2-year/4-year sector, public/private control, and selectivity of the institution attended).
While the authors identify no average impacts of either the offer or use of the vouchers, they emphasize one finding: an estimated positive impact of vouchers for the African American students, who comprised 42% of the total sample of 2,642 students. They describe the magnitude of the impact as large and substantively important, noting that among African American students who received the voucher, college enrollment rates were 8.7 percentage points higher when compared to the 36% college enrollment rate of the African American control group not offered the grant. Some of this increase occurred via a statistically significant boost in rates of attendance at selective colleges and universities.

The report concludes that the voucher had positive impacts for African Americans but not for Hispanics because of unobserved advantages held by the latter group, which led them to have higher college attendance rates irrespective of the vouchers (p. 17). Among the observed advantages, Hispanic parents rated the quality of their children’s schools as of great importance, while African American parents rated the impact of the voucher itself as more important. The authors also suggest that the effects of the voucher might differ because families used them differently—with Hispanics more apt to choose a religious school, while African Americans optimized their “secular educational objectives” (p. 18). Regardless of the reason, the reader is told that the effects of vouchers on college attendance are “unusually large” and that the voucher “has a much larger impact than does exposure to an effective teacher” (p. 20). In the popular press, the authors have contended that the clear implication and necessary next step is for President Obama to promote college attainment among African American students by opening “private-school doors for low-income students.”

III. The Report’s Rationale for Its Findings and Conclusions

The findings are based on estimates from a randomized trial of a New York City program that distributed vouchers up to $1,400 to students from low-income families beginning in spring 1997. The experiment and its results have been discussed in many other volumes and articles, and they have been subject to critical debate. The new results come from a longitudinal follow-up in which student records were traced using the National Student Clearinghouse, providing an opportunity to assess impacts on college enrollment between 1997 and 2011. The authors estimated impacts of the voucher (both offer and receipt, which had similar impacts) on average, and for two selected racial/ethnic subgroups: African Americans and Hispanics.

IV. The Report’s Use of Research Literature

The report leverages prior research literature to make three points: (1) some interventions have few short-term impacts, but instead have longer-lasting results only revealed by follow-up studies; (2) there is reason to think that longer-term effects might emerge for
interventions affecting school quality (like vouchers); and (3) prior evidence suggests heterogeneous impacts from school vouchers. There is little reason to question the first two points. Regarding the third, the report downplays the controversy surrounding that prior evidence. Pointing to only those studies that support the authors’ claims of the validity of those effects, and failing to make any mention of the studies questioning those estimations, the report leaves a less-informed reader without important knowledge of that debate. For example, discussion of a key issue—how students are classified by their race/ethnicity for analysis—is relegated to the sixteenth footnote, and while the authors mention a critique of their approach, they provide just one single counter-argument and offer no additional testing to support that argument.

V. Review of the Report’s Methods

It is clear that the report’s authors endeavored to respond to past critiques about methodology in studies of this New York City program. For example, they included all students in the analysis (rather than only those with baseline test score data), and used a data source for measuring outcomes that does not have much missing data (but still has measurement error; see below). They also limited the assessment of impacts to a set of specific outcomes, minimizing the chances that they would find a significant result simply by chance alone.

Moreover, there is certainly much to appreciate in the authors’ consideration of the potential for heterogeneous effects. The research community is interested in the possibility that treatments work differently for different groups of students, and this has led to studies that investigate heterogeneity rigorously and appropriately, so as to minimize the risk of false positives. For example, careful analyses of the Tennessee STAR dataset have suggested that smaller class sizes in early years yield relatively greater benefits for children who are disadvantaged. In exploring the possibility of heterogeneous effects, the best studies avoid the use of ad hoc subgroup analyses. Instead, they ground modeling strategies in strong theories and identify treatment effect heterogeneity in a statistically principled manner. Such work also conveys that subgroup analyses are exploratory approaches to building theory and future hypotheses for more rigorous testing—not necessarily confirmatory evaluations on which public policy should be based.

While the report’s estimation of average treatment impacts appears convincing, effect heterogeneity is not well established in the analysis. In part, this is because the modeling strategies are not grounded in strong theories. But the more important problem lies in the authors’ failure to rule out the possibility that there are no differences between the African American and Hispanic subgroups.

When testing for heterogeneous impacts, researchers should seek to rule out the possibility that there are no subgroup differences. Typically researchers test this hypothesis by estimating a subgroup-by-treatment interaction term and displaying impacts for each subgroup along with an indication of whether those impacts differ from one another.
“Findings for a specific subgroup should not be highlighted unless they differ statistically significantly from those for other sample members. If subgroup differences are not statistically significant, findings for the full study sample usually should be emphasized instead of those for the subgroup.”

That has not been the practice with regard to analyses of this New York City intervention; in 2000, Mathematica Policy Research issued a similar warning: “Because gains are so concentrated in this single group, one needs to be very cautious.”

But in this report there is no consistent indication of whether the estimated impacts for African Americans and Hispanics are statistically different from one another. Twice in the text, the authors state that they are not statistically different from one another. But when displaying impact estimates in Tables 3, 4, and 5, the report shows results for the full sample, and then selectively displays only the African American and Hispanic subsamples without anything in the table showing whether their results are truly different. A useful modification would have been to include, at the bottom of the panel for each subgroup, an F-statistic and p-value for testing the ‘null hypothesis’ that the subgroup means are equal. Were this provided, the reader would observe that the authors cannot reject the equality of the treatment effects by race/ethnicity. This is a crucial point: despite appearances—one column (African Americans) has “stars,” which normally indicate statistical significance, and the other (Hispanics) does not—they are not different from one another.

In addition, there is measurement error in the dependent variables that likely affects the subgroup analyses but is not mentioned in the report. It is clear that the authors worked hard to attend to the intricacies of the National Student Clearinghouse (NSC) data. But their claims of the quality of the NSC data are overstated. First, they failed to note that while the NSC records college enrollment at 96% of the nation’s colleges and universities, the coverage rate varies—it is strongest at publics, and weaker at private colleges and for-profit colleges. Second, the NSC’s capacity to accurately determine college enrollment for a student depends on the reliability of the fuzzy matching algorithm it employs. The report claims “of the 2,666 students in the original study, the information needed to match the data was available for 2,642, or 99.1% of the original sample” (p.iii), emphasizing the availability of students’ social security numbers provided in the file to NSC for the matching process. But the NSC did not use SSNs to make the match—the matches were made based solely on name and date of birth, a process that may be more fallible for students with more complexity to their names, for students with very common names, for student groups more likely to have missing data (e.g., racial/ethnic minority students), or both. Thus, the report oversells the degree to which using the NSC solves the attrition problem confronted in prior studies of the program. The measurement error in the dependent variable, even if it is not correlated with treatment, affects the size of the standard errors. Taking for example the key findings about positive impacts on attendance at private and selective institutions for African Americans (Table 6), if we inflate the standard errors even slightly, the estimates will be rendered statistically non-significant. Once again, this implies there is likely no story in the subgroups.

Furthermore, readers are told nothing about the impact estimates for the students who are not in either of those groups. In the popular press, the authors contend that this sample of

http://nepc.colorado.edu/thinktank/review-vouchers-college
students was too small for analysis. But providing information about the estimated impact on these students would inform readers. Might it have been negative? Given a null average treatment effect and a positive impact for 42% of the students, only a substantial negative for that 12% of the sample excluded from the presented analyses would make sense. But no such difference is reported.

The exclusion of results for students who are neither African American nor Hispanic is also odd given that the approach diverges from Professor Peterson’s earlier work, in which subgroup estimates are shown for African Americans versus all other students. In this report the reader is simply told that the reported “105” white and Asian students appear are not equivalent on observable characteristics at baseline and are therefore omitted from the sample (p. 10). The “105” is in quotation marks since this is the number in the text.

The most precise estimate in this report does not provide evidence that the vouchers were effective in advancing the participation of students in higher education.

Simple subtraction using the numbers presented in the tables suggests there were actually 323 missing students (subtract all African American and Hispanic students from the total number of students). The reason for the discrepancy may relate to problems of racial classification, but this is not made clear. In a prior study of the same program by Peterson and his colleagues, a re-analysis found that estimated positive impacts for African Americans were rendered null when children with an African American non-Hispanic father were classified as African Americans along with those born to an African American mother. Might that be the case in this study as well?

The report also downplays another challenge to the validity of the results for African Americans—the baseline differences in levels of parental education for that subgroup. On page 10, readers are assured that the treatment and control groups are similar on average, and that statistical testing indicates no problems for the two subgroups shown (African Americans and Hispanics). But in this analysis there is non-equivalence of parental education. Since parental education has well-established explanatory power for the dependent variable—college enrollment—this difference is critical. The treatment group of African Americans has a higher rate of parental bachelor’s degree completion than the control group. That we cannot statistically reject selection on this crucial observable characteristic certainly raises reasonable concerns that selection on unobservable variables is also operating. A stronger analysis would have done more to estimate the degree to which omitted variables bias affects the estimates of these subgroup impacts. That is, readers cannot know whether any positive college enrollment differences for African Americans are due to vouchers or due to pre-existing differences among students—such as whether their parents completed a bachelor’s degree.

Finally, in reasoning why African Americans might have benefited from vouchers while Hispanics did not, the authors suggest that unobservable characteristics are to blame, but
they are vague about which types of important factors are unobserved. They do emphasize differences in two observable variables (perceived school quality and perceived voucher impact) but these are two of many possible measures. They also posit a potential mechanism—racial differences in the types of schools that students with vouchers chose to attend (religious versus other)—but make no effort to examine that causal claim. For example, is there any evidence that the voucher increased college enrollment only for students who chose non-religious private schools? The authors do little more than nod at potential mechanisms, but explanations of this sort are arguably critical when an analysis ends up focusing on heterogeneity—on treatment effects for some students but not for others. This is unfortunate since the failure to explore alternate hypotheses that are falsifiable can lead to confirmatory bias. When estimated findings are particularly important or surprising, it is especially critical to consider such alternative explanations. In this report, only the case for the veracity of the subgroup differences is laid out—despite the fact, as noted above, that the subgroup differences are not statistically significant.

**VI. Review of the Validity of the Findings and Conclusions**

Contrary to how it was presented, the main finding of this new report should be that, using a rigorous experimental design in which vouchers were randomly assigned to students, the estimated college enrollment rates of students with and without vouchers were not different from one another. In other words, the most precise estimate in this report does not provide evidence that the vouchers were effective in advancing the participation of students in higher education.

Moreover, and again contrary to how it was presented, there is no story in the subgroups. The estimated effects for the two racial/ethnic subgroups are not statistically significantly different from each other, and those estimates are subject to important measurement error that was not mentioned in the report. Hence, there is not strong evidence that the statistically significant result for African Americans that is set forth in the report is truly statistically significant or different from the non-statistically significant result for Hispanics. It is the full sample finding, showing no effects of vouchers, which deserves the most attention and merits policy scrutiny.

Despite this, the main finding of null average treatment effects receives just one paragraph of text (on page 12) and instead the subgroup results are emphasized throughout the report. The authors devote five full pages to convincing the reader that there were positive impacts of vouchers for African Americans, and they present this as the only finding worthy of elaboration. Potential explanations for the null result are never explored, and whenever the null findings are reported, the impacts for the African American subgroup are jointly reported either in the same sentence or immediately following it (for example, see pp. ii, iii, and 5). In light of the overall null impact of vouchers, this would suggest the presence of a substantial negative effect for students who are non-Hispanic white or Asian—which is a result never mentioned in the report.

http://nepc.colorado.edu/thinktank/review-vouchers-college
VII. Usefulness of the Report for Guidance of Policy and Practice

Policymakers and practitioners interested in the effectiveness of school voucher programs should indeed attend to the results of this study, which—contrary to the interpretation of the authors—convincingly demonstrates that in New York City a private voucher program failed to increase the college enrollment rates of students from low-income families.
Notes and References

1 See http://www.ed.gov/college-completion.


10 Peterson has argued that analysis of subgroups is an important way in which theory should be used to guide empirical research (cf. Howell & Peterson 2004). I concur with this and have argued as much in my own work; for example, see Harris, D.N. & Goldrick-Rab, S. (2012). But as Peterson notes, “When selecting among comparisons, however, the analyst ultimately needs theory, because rampant empiricism cannot distinguish idiosyncratic from genuine findings” (Howell and Peterson, 2004, p. 642). More than theory is necessary, according to methodologists like Bloom and Michaelopoulos (2011), who note that post-hoc subgroup analyses should be described as exploratory and suggestive, rather than confirmatory, and should be subjected to all of the useful rigorous statistical tests. See:


13 The same approach is employed in Mayer et al (2002). On p. 35 in that report, authors note that sample sizes for subgroups are small, do not test for significant differences for them, and yet repeatedly emphasize the effects for African Americans.


15 Dynarski, S. (2012, September 5). Personal communication with the author regarding Dynarski’s forthcoming paper.

16 After a reminder that NSC does not utilize SSNs for matching for research studies, author Chingos double-checked his assumption and informed me that SSN was not used.


20 While other imbalanced observables point in the opposite direction, possibly anticipating a negative impact, those observables bear a weaker relationship to the outcome of interest.

21 For example, see:
