Spring 1-1-2012

Urban Image Classification Using Multi-Angle Very-High Resolution Satellite Data

Nathan W. Longbotham

University of Colorado at Boulder, nathan.longbotham@colorado.edu

Follow this and additional works at: https://scholar.colorado.edu/osen_gradetds

Part of the Aerospace Engineering Commons, and the Remote Sensing Commons

Recommended Citation


https://scholar.colorado.edu/osen_gradetds/61

This Dissertation is brought to you for free and open access by Aerospace Engineering Sciences at CU Scholar. It has been accepted for inclusion in Aerospace Engineering Sciences Graduate Theses & Dissertations by an authorized administrator of CU Scholar. For more information, please contact cuscholaradmin@colorado.edu.
Urban Image Classification Using Multi-Angle Very-High Resolution Satellite Data

by

Nathan. W. Longbotham

B.S., Abilene Christian University, 2001

M.S., University of New Mexico, 2008

A thesis submitted to the
Faculty of the Graduate School of the
University of Colorado in partial fulfillment
of the requirements for the degree of
Doctor of Philosophy

Department of Aerospace Engineering Sciences

2012
This thesis entitled:
Urban Image Classification Using Multi-Angle
Very-High Resolution Satellite Data
written by Nathan. W. Longbotham
has been approved for the Department of Aerospace Engineering Sciences

William Emery

James Maslanik

Robert Leben

Cora Randall

Kumar Navulur

The final copy of this thesis has been examined by the signatories, and we find that both the content and the form meet acceptable presentation standards of scholarly work in the above mentioned discipline.
The ability to automatically generate large-area land-use/land-cover (LU/LC) classification maps from very-high spatial resolution (VHR) satellite data is dependent on two capabilities: (1) the ability to create a data model able to accurately classify satellite data into the appropriate surface types and (2) the ability to apply this model to the multiple images necessary to create a large-area VHR mosaic. This research describes methods for improving these capabilities by leveraging the unique characteristics of VHR in-track and composite multi-angle data.

It is shown that new features can be extracted from both in-track and composite multi-angle data in order to improve classification performance. These features encode information extracted from the spatial and spectral variations of the multi-angle data, such as spectral fluctuation with view-angle and pixel height. This additional knowledge provides the capability to both improve image classification performance (29% in the demonstrated experiments) and include urban LU/LC classes, such as bridges, high-volume highways, and parking lots, that are normally difficult to identify in multispectral urban data.

Additionally, methods that apply a multispectral classification model across multiple images (model portability) are also explored using the simplifying test cases of in-track and composite multi-angle data. The in-track results show that the portability of a multispectral model can be improved from no portability (losing all classification capability when applying the model across the multi-angle images) to a 10% reduction in kappa coefficient across the sequence of in-track images when physically based image normalization techniques are appropriately applied. The additional noise of seasonality limits the portability performance in the composite multi-angle sequence to an approximate reduction in kappa coefficient of 20% in the best cases.
Dedication

To my family...

To my wife, Jennifer, thank you for the push to start this process and for the continued support through the stress and long nights of its completion. To my parents, Jerry and Lee Ann Longbotham, and siblings, Tammy Barone, Lori Hooten, and Andrew Longbotham - your unwavering support and confidence has been priceless and a source of continued strength.
Acknowledgements

I’d like to thank the director of DigitalGlobe Labs HQ, Milan Karspeck, for providing me the opportunity to work so closely with the Labs group as well as Vic Leonard and Walter Scott for their support and direction. To Fabio Pacifici, thanks for the many hours of direction, collaboration, and review; without it, I would not be where I am now. To Chris Padwick, this project grew from one of your many ideas - your constant support and technical guidance has helped steer this project in new and interesting directions. To Chuck Chaapel and Chad Bleiler, your help and guidance on data preparation provided me with the foundation necessary to structure this work in a consistent and efficient way. To Gregory Miecznik and Joe Tankovich, thank you for guiding me through my first project with the DG Labs group. I’d also like to thank Carolyn Johnston, Giovanni Marchisio, Carsten Tusk, Ozy Sjahputera, and Brett Bader for providing both your ongoing expertise and support.

I’d also like to thank Bill Emery for the opportunity to study at the University of Colorado as well as for the steady guidance toward choosing and execution of my dissertation topic. Also, the guidance of my committee members, technical and otherwise, has been considerable. Thank you to Cora Randall, Kumar Navulur, Bob Leben, and Jim Maslanik for helping to guide and focus the execution of my project.

Also, thank you to my office mates and friends, Waqas Qazi, Ian Crocker, Dan Baldwin, Eldad Eshed, Tomoko Koyama, and Ashwin Yerasi for your support throughout this process. And to my friends Carl Crumpley and Shane McWatters, thanks for making sure I took days away from the computer to reset my mind and attack the project anew.
Contents

Chapter

1 Introduction 1

1.1 Land-Use/Land-Cover Classification ................................. 4
1.2 Model Portability ......................................................... 7
1.3 Satellite Multi-Angle Data Types ...................................... 9
1.4 Project Overview .......................................................... 15

2 Related Background Studies 18

2.1 Multi-Angle Data ............................................................. 18
   2.1.1 Multi-Angle Surface Data .......................................... 18
   2.1.2 Multi-Angle Aerial Data ........................................... 20
   2.1.3 Multi-Angle Satellite Data ......................................... 20
2.2 LU/LC Machine Learning Model Portability ........................... 22
2.3 Multi-Angle Derived Surface Models ................................... 23
2.4 LU/LC Classification with Height Information ........................ 23
2.5 LU/LC Multi-Angle Classification ...................................... 24

3 Data 26

3.1 In-Track Multi-Angle Data ............................................... 28
3.2 Composite Multi-Angle Data .............................................. 35

4 Overview of Multi-Angle Experiments 39
# Multispectral Model Portability

## 5.1 Intro: Multispectral Model Portability

## 5.2 In-Track Multi-Angle Model Portability

### 5.2.1 Methods: In-Track Multi-Angle Model Portability

### 5.2.2 Results: In-Track Multi-Angle Model Portability

## 5.3 Composite Multi-Angle Model Portability

### 5.3.1 Methods: Composite Multi-Angle Model Portability

### 5.3.2 Results: Composite Multi-Angle Model Portability

# Multi-Angle LU/LC Classification

## 6.1 Intro: Land-Use/Land-Cover Classification

### 6.1.1 Multi-Angle Information

### 6.1.2 Multi-Angle Difficulties

## 6.2 In-Track Multi-Angle LU/LC Classification with Spatial Information

### 6.2.1 Methods: In-Track Spatial & DHM Classification

### 6.2.2 Results: In-Track Spatial & DHM Classification

## 6.3 In-Track Multi-Angle LU/LC Classification with Spectral Information

### 6.3.1 Methodology: In-Track Spectral Classification

### 6.3.2 Results: In-Track Spectral Classification

## 6.4 Composite Multi-Angle LU/LC Classification

### 6.4.1 Methods: Composite Spectral & DHM Classification

### 6.4.2 Results: Composite Spectral & DHM Classification

# Conclusions

## 7.1 Multispectral Model Portability

## 7.2 LU/LC Classification Improvement

# Bibliography
Appendix

A  Designing a Random Forest  132
# Tables

## Table

3.1 Temporal distribution of the composite multi-angle data set over Lakewood, CO. . . 36

4.1 The four projects presented in this dissertation. . . . . . . . . . . . . . . . . . . . . . 39

5.1 An example of the statistical metrics calculated for the model portability tests. . . 66

6.1 Spatial data set inputs for experiments one through eight. . . . . . . . . . . . . . . . 83

6.2 F-measure for each of the fifteen land cover types used in the eight spatial experiments. 87

6.3 Spectral data set inputs for experiments nine through thirteen. . . . . . . . . . . . 93

6.4 F-measure for each of the fifteen land cover types used in the five spectral experiments. 99

6.5 Feature stacks created from the composite multi-angle data set. . . . . . . . . . . . 107
Figures

<table>
<thead>
<tr>
<th>Figure</th>
<th>Description</th>
<th>Page</th>
</tr>
</thead>
<tbody>
<tr>
<td>1.1</td>
<td>An illustration of multi-pass multi-angle data from nadir observing satellites.</td>
<td>11</td>
</tr>
<tr>
<td>1.2</td>
<td>An illustration of multi-camera multi-angle data.</td>
<td>12</td>
</tr>
<tr>
<td>1.3</td>
<td>An illustration of in-track multi-angle data from a highly agile satellite.</td>
<td>14</td>
</tr>
<tr>
<td>1.4</td>
<td>An illustration of composite multi-angle data built up from multiple satellite passes.</td>
<td>15</td>
</tr>
<tr>
<td>3.1</td>
<td>Observed optical bands of the three DigitalGlobe satellites.</td>
<td>27</td>
</tr>
<tr>
<td>3.2</td>
<td>Spectral response of the WorldView-2 panchromatic and multispectral bands.</td>
<td>27</td>
</tr>
<tr>
<td>3.3</td>
<td>Ground observed azimuth and elevation of the full Atlanta multi-angle sequence.</td>
<td>29</td>
</tr>
<tr>
<td>3.4</td>
<td>Ground observed azimuth and elevation of the thirteen image Atlanta multi-angle sequence.</td>
<td>29</td>
</tr>
<tr>
<td>3.5</td>
<td>Color infrared image of the target area near downtown Atlanta, Georgia.</td>
<td>30</td>
</tr>
<tr>
<td>3.6</td>
<td>Upwelling radiance by spectral band across the in-track multi-angle sequence.</td>
<td>32</td>
</tr>
<tr>
<td>3.7</td>
<td>Average top-of-atmosphere and surface reflectance of the WorldView-2 multispectral bands for the shadow and evergreen ground classes.</td>
<td>33</td>
</tr>
<tr>
<td>3.8</td>
<td>Average surface reflectance calculated from the ground survey of selected classes.</td>
<td>34</td>
</tr>
<tr>
<td>3.9</td>
<td>Histogram of the Lakewood composite multi-angle sequence.</td>
<td>36</td>
</tr>
<tr>
<td>3.10</td>
<td>Ground observed azimuth and elevation of the Lakewood data set observations.</td>
<td>37</td>
</tr>
<tr>
<td>3.11</td>
<td>Color infrared image of the target area in Lakewood, CO.</td>
<td>38</td>
</tr>
<tr>
<td>5.1</td>
<td>Ground survey used for the in-track multi-angle model portability experiments.</td>
<td>47</td>
</tr>
</tbody>
</table>
5.2 An illustration of the in-track model portability methodology. ................. 49
5.3 In-track model portability of the DN and TOA data spaces. .................... 50
5.4 In-track model portability of the AC, BR-DN, and BR-AC data spaces. .... 51
5.5 Overlaid model portability experiments of the DN and TOA data spaces. .... 54
5.6 Overlaid model portability experiments of the AC, BR-DN, and BR-AC data spaces. 54
5.7 Model portability for the class “trees” in the DN, AC, and BR-AC data spaces. . . 57
5.8 Model portability for the class “grass” in the DN, AC, and BR-AC data spaces. . . 58
5.9 Model portability for the class “asphalt” in the DN, AC, and BR-AC data spaces. . 59
5.10 Model portability for the class “concrete” in the DN, AC, and BR-AC data spaces. . 60
5.11 Ground survey used for the composite multi-angle model portability experiments. . 63
5.12 Individual components of the portability surface plots. ......................... 65
5.13 A histogram illustration of the kappa coefficient distribution for the composite model portability experiments. .................................................. 66
5.14 Time series and solar angle plots for each DN and TOA portability exercise. . . . 68
5.15 Time series and solar angle plots for each AC, BR-DN, and BR-AC portability exercise. 70
5.16 Scatter plots of the composite multi-angle model portability statistical metrics. . . 72
5.17 Selected example portability surfaces from the BR-AC data set. .................. 73

6.1 Surface, elevation, and height plots, as well as 3D renderings, of Atlanta. ....... 84
6.2 Kappa coefficient of the eight spatial experiments. ................................. 85
6.3 Classification image of the Atlanta, Georgia scene from spatial experiment eight. . 86
6.4 Boxplot of the ground survey DHM values for the 15 spatial classes. ............. 86
6.5 Feature contribution, grouped by class, for the spatial experiment #8. ......... 88
6.6 Feature contribution, grouped by data type, for the spatial experiment #8. ...... 89
6.7 Class details from the eighth spatial classification experiments. .................. 91
6.8 Kappa coefficients of the spectral experiments. ................................... 95
6.9 Classification image of the Atlanta scene, from the MAR polynomial fit experiment. 96
6.10 Feature contribution, grouped by class, for the spectral experiment #11.

6.11 Feature contribution, grouped by data type, for the spectral experiment #11.

6.12 Polynomial y-fit error plot and classification examples.

6.13 Boxplot of the green band y-fit error for the 15 spectral classes.

6.14 Ground observed azimuth and elevation of the 24 image Lakewood data set.

6.15 Azimuth and elevation locations of the in-track and composite triplet subsets.

6.16 Ground survey of the Lakewood, CO scene.

6.17 Kappa coefficient of all composite multi-angle classification experiments.

6.18 Classification image of the Lakewood, CO scene.

6.19 F1-score of the individual classes used in the composite multi-angle experiments.

6.20 Composite multi-angle classification example of a residential area.

6.21 Composite multi-angle classification example of a mixed-use area.

6.22 Composite multi-angle classification example of noise suppression.

A.1 The number of tied vectors by number of trees in the Random Forest over all variable
    depth parameters.

A.2 The number of tied vectors by variable depth (maximum eight WorldView-2 spectral
    bands) over all forest size parameters.

A.3 A surface plot of similar information showing the mean number of tied vectors (over
    50 repeated experiments) for the same two Random Forest parameters.
Chapter 1

Introduction

Remote sensing plays a unique role in the areas of public policy and scientific exploration by providing large scale information that would otherwise be unattainable. The tools developed by the remote sensing community enable Earth observation and monitoring for many areas of importance, including human settlement dynamics, environmental changes, and economics. This additional information can fundamentally change the dynamics of a policy decision or scientific investigation by extending the discussion from one based on data limited in both temporal and spatial extent, to a more informed analysis based on extended observations.

Information extraction from satellite imagery provides a unique opportunity to create this type of extended information, as satellites operate independently from ground-based infrastructure and can collect data over in-accessible areas with frequent re-visits to provide dense sampling (spatial, temporal, spectral, and angular) of the target area. The information extracted from these data would otherwise be unavailable and, therefore, is of unique value. It is precisely this capability - the ability to densely sample a target area in a variety of modalities and extract actionable information - that drives the academic research in this area.

Currently, the majority of satellite imagery analysis is carried out manually by expert operators using visual interpretation to extract the information of interest within the acquired data. However, as more satellites come into operation with increasing spatial, spectral, and temporal resolutions, the volume of data is increasing dramatically, and, therefore, the human analysis process becomes increasingly untenable.
In order to address this limitation, automated processes are increasingly employed to handle the transformation of this large volume of data into analyzed information. While the desired end product can take many forms, the required information retrieval generally falls into one of three categories:

1. **Land-Use/Land-Cover (LU/LC) Classification**: Creation of maps that describe the spatial structure and distribution of land-cover types (asphalt, trees, grass, etc.) and/or land-use types (parking lots, highways, residential homes, etc.) within a target area.

2. **Change Detection**: Identification of places within a target area that have changed between two or more observations.

3. **Object Detection**: Extraction and enumeration of individual objects (vehicles, trees, airplane, etc.) from a target area.

The research presented in this dissertation focuses on the first of the information extraction techniques, specifically, on large-area urban LU/LC classification of very-high spatial resolution (VHR) satellite data.

The development of land-use/land-cover classification has been identified as a research area of significant importance in the coming decades. It is one of six “grand challenges” of the National Ecological Observatory Network (NEON), a distributed observatory designed to address areas of need in environmental science with the goal of better understanding climate dynamics on a continental scale [4]. This focus is due to its capability to significantly improve both the temporal and spatial information available to scientific studies through automated means of identifying surface cover. For example, in the monitoring of invasive species or seasonal ecological cycles, automated methods to identify and quantify the extents and temporal patterns of various ground cover types can be invaluable.

This type of monitoring can also be extended to urban areas, as is the focus of this research. The most often cited use of urban classification is urban planning and monitoring. While this is indeed an interesting application with benefit to activities such as development monitoring and
impervious surface mapping, there are additional applications that drive investigations in multiple scientific and engineering fields. These include urban forest mapping, urban heat islands measurements, and mapping of economic indicators.

Urban areas are of particular interest in this field because the spatial and spectral complexity of a typical urban area make automated methods of information extraction difficult. This is due, in part, to the limited spatial resolution of widely available moderate resolution (100 m to 1 km) satellite imagery. With the relatively recent availability of VHR satellite data (approximately one meter spatial resolution), satellite images are more readily available that clearly depict the meter scale features that are integral to urban areas.

With the additional spatial resolution afforded by VHR satellite data, it is possible to develop automated techniques that more accurately handle the spatial and spectral complexities of urban areas. The techniques required for the creation of large-area urban LU/LC classification maps broadly encompass two capabilities:

1. LU/LC classification: The ability to create a data model able to accurately classify satellite data into the appropriate surface types.

2. LU/LC model portability: The ability to use these models on the multiple images necessary to create a large-area VHR image mosaic.

This research explores methods to address and improve these capabilities by leveraging the unique characteristics of two types of VHR multi-angle data: in-track and composite. In-track data is composed of multiple images collected sequentially during a single satellite over-flight. This type of multi-angle data encompasses both the angular dependences of surface reflectance as well as short term (seconds) surface changes. Composite multi-angle data is a sequence of multi-temporal images with each image collected at a different view-angle. This type of multi-angle data set encompasses both the angular dependences of surface reflectance as well as long-term (days and months) surface changes. In both cases, the data is collected by the WorldView-2 satellite with 50 cm panchromatic
resolution and 2 m resolution in eight multispectral optical bands. These data sets are discussed further in Chapter 3.

1.1 Land-Use/Land-Cover Classification

The first requirement for the development of large-area LU/LC classification maps, described above, is a data model capable of accurately describing the surface materials of interest from the information available. In this dissertation, this requirement is explored by using the information sources present within multi-angle VHR optical satellite imagery to significantly improve LU/LC classification models.

Multispectral VHR imagery is uniquely suited to LU/LC classification because the imagery provides the necessary detail to depict typical urban and suburban features. This data also typically includes multispectral information in the optical wavelengths as well as an additional panchromatic band at higher spatial resolution observing an integrated solar radiance over the optical wavelengths. This information forms the foundation of typical LU/LC classification in that it provides the spectral information necessary to differentiate basic classes, such as vegetation, soil, water, and shadow.

However, the spectral similarity of many land-cover types limit the utility of raw spectral information as for urban LU/LC classification. Surfaces that have little, if any, differences in spectral signature between them, such as parking lots and highways or sidewalks and commercial buildings, can not be distinguished using spectral information alone. In order to increase the performance of LU/LC classification, new capabilities must be brought to the problem to differentiate sources with spectral similarity. This can take several forms:

(1) Improve Model Algorithms

(2) Leverage more data

(3) Instrument more information

(4) Compute Contextual Features
(5) Fuse existing data

Algorithms: Many machine learning algorithms have been developed with the goal of improving the utilization of classification information. Generally, the approach involves creating classes that can more accurately conform and segment the nonlinearity of an arbitrary data space [72,95]. However, it has recently been argued that improvements in machine learning algorithms have begun to wane [109]. Conversely, some techniques seek to develop algorithms that attempt to linearize a non-linear data space [19] such that it can more easily be classified by simple linear statistical data model.

High-Performance Computing: Increasingly accessible large computational systems improve the ability to analyze an ever expanding amount of remotely-sensed data [82]. These systems generally improve the performance of remote sensing analyses in two ways: by enabling computationally complex feature extraction methods and by increasing the amount of data that can be included into an analysis system. The ability to perform feature extraction on large data sets, and then use the extracted information, is a key capability for remote sensing technologies. These applications typically consist of implementing well known, but computationally intense, techniques for the creation of unique data features. [58] However, the sheer size of a large-area remote sensing data set requires significant computational resources. This is increasingly true when the additional complexity of derived features is added. By leveraging the power of large computational systems, it is possible to extend remote sensing analyses into larger data domains (larger area, finer spatial resolution, more spectral information, extracted data features etc.) that more accurately represent the data space in question [85].

Instrumentation: It is also possible to increase the utility and accuracy of LU/LC classification by using new instrumentation. By creating sensors that can provide more information about a given problem, it is possible to outperform more traditional optical sensors by including the new observations of the target of interest. This additional instrumented data can take many forms, including increased spatial resolution, extended spectral observations, and waveform measurements.
This type of information is collected by sensors such as waveform LIDAR (LIght Detection And Ranging), which can described volumetric data such as forest bio-mass density [110], synthetic aperture radar (SAR), which records Doppler and backscatter data in the radar region of the electromagnetic spectrum [95], and first-return LIDAR, for measuring surface height [25]. In this way, improvements are made in remote sensing analyses through a more extensive description of the full physical space occupied by a target of interest.

Compute Contextual Features: The creation of image features is essential to the analysis of typical RGB (red, green, and blue) pictures. The human visual system (HVS) consists of three RGB spectral bands that people use for the identification of objects in an image. Although the basis of the HVS is the raw spectral information, humans have no problem identifying (at the appropriate spatial resolution) whether a red pixel is a car or a roof top. That is because humans instinctively query surrounding information when considering an image object.

The development of this type of information, created from a single observation, can take many forms. These techniques include object based statistics, texture, and morphology, and have provided significant improvement for LU/LC classification accuracy [79,104]. While most feature creation techniques involve the derivation of contextual information in ways similar to that in which humans interpret photographs, more recent methods develop contextual information in the data space (as opposed to the spatial structure of the image) through the use of techniques such as statistical modeling [92,112] and graph theory [76].

Data Fusion: The combination of complementary, and spatially overlapping, data from separate observations to add information to a remote sensing analysis problem is referred to as data fusion [113]. Classically this information comes from different platforms - such as fusing optical and SAR observations [67]. However, rarely does simply combining multiple data sets improve the classification problem of interest. More often, it is necessary to overcome and leverage the temporal, spatial, and spectral differences between the data sets or to create a mechanism by which new information features can be extracted from the fused data. While powerful in many applica-
tions, data fusion comes at the cost of operating multiple instruments and implementing methods of integrating instrumentation.

The classification research presented in this dissertation focuses on developing additional information from the fusion of multi-angle images in order to improve LU/LC classification. Specifically, classification is improved by using multiple WorldView-2 observations to extract height, multi-angle spectral, and multi-temporal information from multiple images collected by a single optical platform. The methods, difficulties, and results of fusing multiple observations from two types of multi-angle data (in-track and composite - see Chapter 3) for the purposes of improved LU/LC classification, will be shown in Chapter 6.

1.2 Model Portability

The spatial detail available from VHR satellite imagery is particularly useful for creating LU/LC classification maps because the resolution allows for identification of individual objects, such as trees, roadways, and homes, found in urban areas. However, the swath width (the observation width of the satellite instrument) of VHR satellite systems is relatively limited when compared to moderate and low spatial resolution satellite systems. Therefore, to create large-area LU/LC classification maps from VHR data, it is necessary to use data from multiple images.

Therefore, in order to develop large-area LU/LC classification maps, a data model must be applicable to the multiple images required for a large-area VHR mosaic. In this dissertation, foundational research is reported on data normalization and model optimization methods for model portability (applying a classification model to different images). This work is based on relatively simple (compared to the data models developed for multi-angle LU/LC classification) VHR multispectral classification models and the ability to port these models between images in multi-angle data by correcting the observed data space for distortions caused by physical mechanisms, such as solar illumination and the atmosphere.

When discussing the portability of a classification model, the performance is a combination of the model properties, the physical conditions of the observation environment (including the
atmosphere and illumination conditions), properties of the collection platform, and characteristics of the observed surfaces. It is theoretically possible to improve the model portability problem by addressing distortions caused by all of these effects. However, this would be an exceedingly complex analysis with many sources of variability. Therefore, in the present work, the pursuit of model portability improvements is limited to physically-based removal of distortions due to the mechanisms of the atmosphere, observation platform, and solar illumination in order to analyze the impact of these basic effects. In the presented work, this is referred to as data normalization because techniques, such as atmospheric compensation and band ratios, transpose the satellite data into a normalized regime where, theoretically, data from multiple normalized images can be considered as a single data space.

Techniques to optimize model portability are normally difficult to investigate. This is due to natural changes in real and observed ground reflectivity. Real ground reflectivity can be affected by many things, including aging of the surface material and reflectance changes due to a material’s inherent bidirectional reflectance distribution function (BRDF). Observed ground reflectance can be affected by illumination conditions and atmospheric changes when images are collected at different times. In addition, the VHR data space is particularly complex due to the capability of VHR satellites to collect images at high-off nadir angles with associated solar illumination and observed atmospheric effects. This is further complicated by the temporal distribution (and accompanying seasonal and atmospheric changes) of multiple VHR images.

In-track multi-angle data, such as that provided by highly agile satellites like DigitalGlobe WorldView-1 and WorldView-2, provides images of a single scene, collected from different observation angles, during a very short period of time. This creates a sequence of images with relatively static atmospheric and illumination conditions. With this data, the only changes in the scene are due to observation angle and surface reflectance properties. This creates an opportunity to study the model portability problem absent the temporal variation, changing illumination conditions, varying surface reflectance, and changes in atmospheric composition observed in multiple images of a single scene taken at different times. While the data space is still complex, the elimination
of these effects can provide a unique insight into data space normalization techniques that can improve the portability of a machine learning LU/LC model.

The results from the simplified test case of the in-track model portability experiments are then applied to the composite multi-angle data set. This data set is compiled from a multi-temporal sequence of VHR imagery with each image collected at a different view-angle. This provides a similar data set over a single target as that of the in-track sequence. However, the data space is more realistic with the same noise sources that are normally present in multiple VHR images (see Chapter 5 for a deeper discussion of the data space distortion sources). This provides the opportunity to directly measure the portability of a classification model, in normalized data spaces, with a realistic data set that spans the observation space of single image collections.

1.3 Satellite Multi-Angle Data Types

In this dissertation, the problems of LU/LC classification and LU/LC model portability are addressed using the unique capabilities of multi-angle satellite data. These capabilities, including the ability to measure the angular dependence of surface reflectance and the ability to densely sample the angular data space, are leveraged to create experiments that explore methods to improve land-use/land-cover classification of satellite imagery.

Historically, satellite-observed multi-angle surface effects have been explored using low to moderate resolution Earth observation satellites such as AVHRR (Advanced Very High Resolution Radiometer), Landsat, and MODIS (Moderate Resolution Imaging Spectroradiometer). The data collected by these satellites are typified by:

- Moderate spatial resolution: Ground sample distance on the order of 100 m to 1 km.
- Nadir observation: Data is collected at and around nadir as determined by the swath width.
- Wide swath widths: Wide-angle observations with image widths on the order of 2500 km.
- Multispectral sampling: Simultaneous observation of dozens of spectral bands throughout the optical and infrared regions of the electromagnetic spectrum.
• Frequent surface repeat coverage: One or two day revisit rates for most of the Earth’s surface due to the large swath width.

Multi-angle information can be utilized from the data produced by this class of satellite in two ways. It can be extracted from multiple nadir observations, using the intrinsic angularity of the observed swath width, or an instrument that employs multiple camera to simultaneously record observations from multiple angles can be employed.

In the first case, it is possible to build up multi-angle data from nadir observing satellites by accumulating multiple passes of a large swath width instrument. The frequent revisit rate (the time delay between observations for any point on the Earth’s surface) creates multiple observations for a given target area at a different location in the swath, and, therefore, at a different angle. This mechanism is illustrated in Figure 1.1.

A single satellite system has been deployed which uses the second arrangement of multiple cameras. The Multi-angle Imaging SpectroRadiometer (MISR) employs nine cameras at 0°, 26°, 45°, 60°, and 71° forward and backward along the orbital track to record the reflected multi-angle radiation of the Earth’s surface across a 360 km swath width [32]. Data is collected in four optical bands with a spatial resolution ranging from 275 m to 1.1 km. The MISR camera configuration is illustrated in Figure 1.2.

Since this is the first, and only satellite purpose built for multi-angle observation, the benefits and limitations of this type of data have been studied extensively [64, 68, 100]. From this research, many products have been developed that use the multi-angle information of the nine camera array [16, 65, 108]. However, the system is limited by the relatively low spatial resolution of the cameras in which any recorded pixel is a mixture of real land-cover classes.

To resolve the mixed-pixel limitation, very-high spatial resolution satellite data must be used. This imagery is typified by spatial resolution on the order of 1 meter or less, providing observations with pure pixels that more accurately represent the spectral signature of land-cover classes.

\[\text{\textsuperscript{a} The Japanese instrument ASTER - Advanced Spaceborne Thermal Emission and Reflection Radiometer - on the NASA Terra satellite has a single-band dual-angle multi-camera system that is most often used for the derivation of digital surface models.}\]
Figure 1.1: An illustration of multi-pass multi-angle data from nadir observing satellites.

This spatial resolution, sufficient to distinguish typical man-made and urban features on the Earth’s surface, the observed multi-angle data fundamentally contains different information and opens new avenues of study.

Publicly available data of this type is relatively new, with the first satellites becoming operational around the year 2000 [47]. With the successful launches of the IKONOS (GeoEye, 1999), EROS-A1 (ImageSat, 2000), and Quickbird (DigitalGlobe, 2001) satellites, commercial companies began publicly offering VHR imagery.
However, these satellites have operational capabilities significantly different than the large-area Earth observation platforms described above. This is due to different performance and instrumentation requirements (sensor size, sensitivity, observation angle, slew speed, altitude, etc.) associated with acquiring very-high spatial resolution imagery. The general performance parameters are:

- Very-high spatial resolution: Ground sample distance on the order of 1 m.
- Steerable observation angle: Data is collected by slewing the satellite to the off-nadir angle required to observe a target.
- Narrow swath widths: Full swath width on the order of 15 km.
- Multispectral sampling: Multispectral (often limited to four bands) in the optical region of the electromagnetic spectrum.\(^b\)

\(^b\) The next-generation satellite WorldView-3 is slated to be the first VHR system to employ 28 “super-spectral” bands in both the visible, near infrared, and short wave infrared electromagnetic regions. \(^2\)
• Limited repeat coverage: Theoretical revisit rates of one to four days, with real revisit rates dependent on commercial and operational constraints.

The second generation of commercial VHR satellites are now becoming operational. These satellites generally have three additional capabilities:

• Increased collection speed through the inclusion of high-speed control systems such as control moment gyros (CMGs).

• Improved spectral observations providing spectral bands beyond the red, green, blue, and near-infrared collected by the first VHR satellites.

• Additive collection capacity augmenting the current fleet of satellite systems and increasing the actual repeat imaging of a given location.\(^c\)

In this dissertation, data collected by the second generation WorldView-2 satellite is used to create two different multi-angle data sets: in-track multi-angle data and composite multi-angle data.

The improved speed of the WorldView-2 platform by the CMGs provide the opportunity to create dense in-track sequentially-collected imagery. This is illustrated in Figure 1.3. Previous satellite systems, if they were capable of off-nadir data collection, were only able to collect four to five images during a single overflight due to the limited slew speed of the satellite. However, with CMGs, the WorldView-1 and WorldView-2 platforms have 10x better acceleration which reduces the time necessary to slew the satellite over 200 km of the Earth’s surface from approximately 50 seconds to 7 seconds. This increased speed directly translates to a dense observation of the angular data space over a target. However, due to the operational requirements of the WorldView-2 platform, in-track multi-angle data is relatively rare. It is discussed in this dissertation as an exploration of future operational possibilities and as a simplified test case of the more common, but significantly more complicated, composite multi-angle data.

\(^c\) This would be true of additional first generation satellites that were launched regardless of CMGs or increased spectral performance.
Composite multi-angle data sets are composed of images collected over a number of orbits, usually as collections of opportunity, over the course of a number of months or years. This creates a data set with a variety of observation angles collected at various time throughout the year. This is illustrated in Figure 1.4. This type of data introduces the additional complexities of atmospheric interference, seasonality effects, and varying collection geometries when compared to the in-track multi-angle case. However, compared to the limited availability of in-track multi-angle data, composite multi-angle data sets are more common. This is especially the case in urban areas that are of particular interest to commercial satellite operators, and are, therefore, frequently observed by VHR satellite systems.
1.4 Project Overview

In this dissertation, additional information is provided for the urban classification problem through the use of multi-angle satellite observations. These observations can take the form of both temporally dense single pass multi-angle collections, as enabled by the DigitalGlobe satellites WorldView-1 and WorldView-2, and multi-temporal multi-angle collections, as are common over urban areas repeatedly observed by commercial satellites.

This additional knowledge of the urban scene provided by the multi-angle data creates the ability to both improve classification performance and include urban land-use classes, such as bridges and high-volume highways, which are normally difficult to classify in multispectral urban data. Optimized methods that improve the utility of the information as well as difficulties that arise when working with this type of data are explored. The usefulness of the information for urban
classification is also discussed using quantitative classification performance and feature extraction measurements.

This dissertation describes two ways in which multi-angle information can contribute to improved land-cover classification:

- Data Fusion/Feature Extraction: Improving the accuracy of urban classification by extracting multi-angle and multi-temporal information from multi-angle satellite data sets.

- Model Portability: Improving the ability automatically apply multispectral land-cover classification models to a large area by testing data space normalization techniques on multi-angle data sets that simplify the large-area model portability problem.

Within these two goals, the primary objective of this project can be broken down into five main areas of research:

1. Determine improvement in standard classification accuracy available by including multi-angle information for standard urban land-use classes.

2. Identify novel classes that can be classified using multi-angle data that are otherwise not extracted by typical urban classification schemes (bridges, skyscrapers, etc.)

3. Demonstrate that the information used to improve the classification accuracy and increase the number of classes is available in both in-track multi-angle data sequences and more frequently available composite multi-angle data.

4. Measure the classification model portability using data space normalization techniques using the simplified test case of an in-track multi-angle sequence.

5. Measure the classification model portability using data space normalization techniques in the more complex data space of the composite multi-angle sequence.

This research is divided into five additional chapters. Chapter 2 presents a literature review describing the current state-of-the-art of relevant multi-angle classification and model portability
techniques. Chapter 3 describes the two multi-angle data sets (in-track and composite) used in these experiments. This is followed by a short introduction in Chapter 4 of the experiments carried out as part of this dissertation. Chapters 5 and 6 describe the experiments, methods, and results of the model portability and classification projects, respectively. This is concluded by a summation of the results, lessons learned, and recommend future research directions in Chapter 7.
Chapter 2

Related Background Studies

2.1 Multi-Angle Data

This section provides a brief introduction to multi-angle surface data followed by a description of the current state-of-the-art in collection and usage of multi-angle data from both aerial and satellite platforms.

2.1.1 Multi-Angle Surface Data

In its most basic form, observed optical light reflected from a surface depends on the texture and reflectance properties of that surface. The reflectance determines how much of the incoming light is absorbed (vs reflected) and the texture determines the direction that the reflected light is scattered. This can be a very complicated problem [45, 52], but for the practical circumstances encountered in most optical remote sensing, these properties can be described relatively directly.

The amount of reflected energy can be described as the simple difference: \( \text{reflected} = \text{incident} - \text{absorbed} \). Therefore, reflectance, as is usually used to describe a surface is \( \text{reflectance} = \frac{\text{reflected}}{\text{incident}} \). The physics that determine how much of incoming light is absorbed is beyond the scope of this description, but working “ground truth” values used in remote sensing are typically determined experimentally [36].

The remotely observed reflectance also has an angular dependence for all real materials. The percent reflected light that is observed at a particular observation and illumination angular is described by the materials bi-directional reflectance distribution function (BRDF). This effect has
been described extensively in literature, but is essentially a method of encompassing the variation in reflectance from a surface due to both the observation angle and illumination angle [94].

Many attempts have been made to characterize surface BRDF properties with in-situ measurements [11, 89]. These generally implement multi-angle instrumentation from which a full hemisphere of information can be acquired at a single solar illumination angle (a short period of time observing a real surface) by moving an observation arm or instrumenting a full hemisphere measurement. This sort of system can either employ a spectrometer to measure a fine spectral resolution of the reflected solar radiation or can describe small variations in the spectral signature over the observed angles by illuminating the surface with a known light source.

Using this dense spectral and angular information, the observable surface properties of different materials can be well characterized. This characterization can then be used to identify surface materials from remote sensing observations. However, at the practical level of remote sensing observation, the measured properties are often a superposition of several surface types per observation. In the case of low or moderate resolution imagery (100’s of meters or more), this combination of properties takes place over a very large area, leaving the accumulated spectral signature with possibly dozens of surface types integrated into a single recorded observation. Therefore, the moderate resolution satellite studies that utilize multi-angle data are limited to relatively broad (compared to the VHR studies presented in this dissertation) surface descriptions [35, 87].

With this problem posed, it is clear that the finer spatial and spectral, and by extension angular, resolutions can fundamentally reduce the complexity of the posed multi-angle problem. Applying higher resolution spatial and spectral observations to multi-angle observations provides an additional data dimension that can be leveraged for information retrieval and, therefore, improved segmentation of the data space. If the complexities associated with this additional information are appropriately overcome, the result is improved identification of individual objects, a more accurate representation of the angular data space, and improved classification accuracy for surfaces that are otherwise difficult to identify in satellite imagery.
2.1.2 Multi-Angle Aerial Data

In addition to in-situ multi-angle measurements, there are two additional platforms commonly used to collect multi-angle data: aerial and satellite. However, unlike in-situ measurements that use surface instruments to measure a full hemisphere of information very quickly, multi-angle aerial and satellite observations are generally individual measurements that must be accumulated over some period of time to build up the multi-angle information. It is this requirement that is both the power and drawback of remote multi-angle observations. With these built up observations, multi-angle information can be acquired over a large area, but the methods for leveraging this information require dealing with noise sources associated with atmospheric, illumination, and real surface changes between individual observations.

In many ways, these aerial and satellite platforms provide very similar data at the information level. However, there are significant operational and engineering differences that generally afford aerial data with higher spatial and spectral resolutions.

Previously, aerial platforms that collected multi-angle information were used to show that the additional angular information contains unique descriptions of otherwise similar surface cover [8]. More recently, aerial measurement of surface multi-angle properties have become more common due to competition in on-line mapping products. A key ingredient to these mapping platforms is aerial data - due to the high spatial resolution afforded by the relatively close observations and current regulatory limitation on satellite spatial resolution. This data is often collected with significant overlap due to the mapping advantages afforded by multiple views of a given location and the desire to develop three-dimensional models [86]. Additionally, this overlap has been leveraged to extract multi-angle information for the purposes of surface classification [54].

2.1.3 Multi-Angle Satellite Data

Multi-angle satellite imagery has previously been explored in two general forms. The first leverages the swath width of an instrument and multiple overflights of a single instrument to build
up different look angles of a target. This approach has been explored extensively with moderate and low spatial resolution imagery [88,99]. The second approach uses either multiple cameras or pointing capabilities to generate multiple views of a single target during a single overflight.

Two previous satellite missions were designed to collect multi-angle data with this second approach. The first mission, the Multi-angle Imaging SpectroRadiometer (MISR), was launched by NASA in 1999 and uses nine cameras pointed up to 70.5° off-nadir to collect imagery with a spatial resolution of 275 m to 1.1 km (dependent on camera viewing geometry) in four optical bands [32]. The second satellite, the Compact High Resolution Imaging Spectrometer (CHRIS), was launched by the European Space Agency (ESA) in 2001 and uses pointing of the instrument to collect up to five images of a given target at up to 55° off-nadir with a spatial resolution ranging from 17 m and 34 m at nadir with up to 62 optical spectral channels (dependent on collection mode) [9,27].

The DigitalGlobe WorldView-1 and WorldView-2 extends this second approach with high slew rate instrumentation to allow for collection of very high resolution multispectral imagery at dozens of view angles over a given target. This type of data has recently been shown to be useful for several areas of research including: bathymetry [60], surface model extraction [26], and land-cover classification [66].

This dissertation also discusses the capabilities that are available through the use of composite multi-angle data. This data is composed of multiple collects from pointing satellites, such as WorldView-2. This data can be thought of as a collection of multi-temporal data. In fact, various aspects of the multi-temporal characteristics are leveraged in these discussions. However, the unique aspects of this work are in the extraction and usage of the multi-angle information present in such a dataset.

---

*a A third satellite mission, Advanced Spaceborne Thermal Emission and Reflection Radiometer - ASTER - currently operating on the NASA Terra satellite, has a single optical channel the collects off-nadir data for purposes of elevation model generation.*
2.2 LU/LC Machine Learning Model Portability

Model portability refers to the ability to move a data model, describing the relationship of remote sensing observations to a measurement of interest, from one observation to another. This is of particular concern for applications of VHR imagery. While this imagery provides superior spatial resolution and creates the opportunity to identify individual surface objects, it also comes at the operational trade-off of swath width (Section 1.3). Therefore, in order to accurately create a LU/LC map over a large area, a model must be applicable over multiple observations.

Techniques to train a land-cover classification model and accurately port the classifier from one image to another are currently not well understood because the complexities (spatial, spectral, etc.) of VHR imagery generally prevent a model developed for one image from being applied to another. In order to develop this capability, one of two corrections must be made to the model/data system:

(1) Transfer Learning: The classification model must be dynamic and flexible enough to accurately understand, and adapt to, the distortions between the multiple images [83,105].

(2) Domain Adaptation: The data from each image must be explicitly converted into the data space from which the model was trained [49].

The first approach has been extensively studied. The basic approach is to take a model and apply it to different, but related, data sets by adjusting the model for the new data [83]. One example would be a statistical classifier that is adjusted for variation between two images due to changes in atmospheric conditions by adjusting classification coefficients for all spectral bands according to the observed radiance in a known dark object.

The second approach, domain adaptation, is an active area of research and no individual method has gained general acceptance. Most of the recent efforts have attempted to mold the data manifolds based on statistical comparisons and manipulations between the data spaces of interest. [103]. Other attempts to normalize the data space through the use of contextual information
showed that the portability of a classification model can be improved through the use of texture filters [30].

In this project, domain adaptation is pursued through the use of physically based data space normalization and explicitly modeling distortion effects, such as atmospheric compensation and illumination correction. The ability to move an arbitrary image into a standard data space through physical modeling of the distortion effects is explored by directly measuring the portability of a LU/LC classification model in multi-angle data.

2.3 Multi-Angle Derived Surface Models

The use of optical imagery for the extraction of digital surface models (DSM) and digital elevation models (DEM) has been actively pursued since the Earth Terrain Camera was flown aboard Skylab in 1973/74 [102]. The approach generally uses scene changes from multiple view angles to extract elevation. This approach is similar to the way humans view three dimensional scenes. The difference is that DSM algorithms attempt to use mathematical constructs to simulate the human correlation capability [59, 75]. The majority of DSM algorithms implement some version of cross correlation, using geometric knowledge to extract the distance of each observed and correlated pixel.

More recent DSM extraction algorithms have used a multi-tiered matching approach, matching not only with the spatial correlation, but utilizing area matching and edge detection. Additionally, some algorithms, such as NGATE, use multi-image matching whereby multiple image pairs are used to validate the optimal correlation. In this way, the DSM extraction algorithm is able to leverage multi-angle collections, that are the subject of these studies, to improve the DSM accuracy.

2.4 LU/LC Classification with Height Information

The application of elevation data to image classification has been explored since the 1980’s. The majority of these early publications, however, took the form of geographic studies, including water shed analysis [7, 114] and terrain classification [48, 77]. These studies focused on the utility
of low resolution stereo imagery to study elevation information available from extracted surface models.

Several studies have shown the utility of elevation and height information for the development of urban LU/LC classification maps. Lemenosu et al. [61] used the relatively coarse surface and elevation data available from the Shuttle Radar Topography Mission digital elevation model (SRTM-DEM) and National Elevation Dataset (NED) to derive the average height above the surface for two North American urban areas. Sportouche et al. [98] showed the utility of multi-source SAR/optical data fusion for building extraction by using SAR data to both refine a coarse optical-based building extraction and to perform building height retrieval. Haitao et al. [40] presented results showing that the fusion of a LIDAR based digital surface model (DSM) and aerial optical imagery with a support vector machine can provide excellent classification accuracy in an urban test case.

Previous single-source height classification studies utilized SAR or LIDAR data to extract height information for urban classification. For example, Haala et al. [39] demonstrated the use of LIDAR to extract buildings and trees in an urban area. Song et al. [97] showed the utility of LIDAR intensity data for urban classification and concluded that height information would resolve the least separable classes of similar intensity. Antonarakis et al. [6] continued this approach by including not only height, but also the LIDAR point distribution frequency to enhance the classification scheme. Tison et al. [101] have shown the use of simultaneous classification and height extraction of an urban area using SAR data.

2.5 LU/LC Multi-Angle Classification

The use of the multi-angle imagery has been explored extensively in the field of Earth science. By far the most extensive use of multi-angle imagery in scientific research has been for the calculation of atmospheric aerosol [43,51,65,71]. However, the use of multi-angle imagery for the purpose of LU/LC classification also has significant literature background. Most applications, though, focused on moderate resolution vegetation studies [64,100] (using moderate resolution multi-angle informa-
tion described in Section 1.3) due to the available spatial resolution and the interest in the utility of bidirectional reflectance distribution function (BRDF) information for classifying vegetation.

Some previous multi-angle classification work was performed at higher spatial resolution through the use of unmanned aerial vehicles [3], though this is also generally rural work. The CHRIS instrument, in high spatial resolution mode (17 m), has provided some opportunity to explore urban classification. This work has focused on mixed use areas and the differentiation of urban features from rural classes with multi-angle multi-temporal data [29,33].

The current work extends these previous studies to include a more dense sampling of the multi-angle space and explores the application of multi-angle data at very high spatial resolutions. With this information, in addition to the additional spectral bands provided by WorldView-2\(^b\), LU/LC classification is improved through the extraction of multi-angle BRDF information not present in single image data.

\(^b\) Relative to the four optical bands typically observed by VHR satellites
Chapter 3

Data

The experiments carried out as part of this dissertation use two distinct multi-angle data sets - in-track multi-angle and composite multi-angle. The in-track multi-angle data set consists of imagery that is collected sequentially during a single over-flight of a target area using the fast retargeting capability of the satellite to repeatedly image the same target. In contrast, composite multi-angle data sets are created from a collection of opportunistic satellite observations, individually collected over a period of months or years, that are available for a target area.

The in-track data is dense in both time and angle-sampling along the satellite track, but this type of data set is relatively rare. An in-track collection requires a high slew rate satellite and a significant portion of the satellite’s resources during an orbit. For these reasons, there are very few of these data sets available. Most were taken during the testing and evaluation period of WorldView-2, the second DigitalGlobe satellite, in addition to WorldView-1, capable of the type of in-track rapid retargeting required for data collections of this type. On the other hand, composite multi-angle data sets are collected over a number of orbits with the angular and temporal sampling determined by the available images for a given target area. Because this type of data set leverages previously collected images, it is more common in urban areas repeatedly imaged by commercial satellite systems.

Due to the resolution and performance requirements related to the resolving urban features and collecting multi-angle observations, the data utilized here will focus on data from the DigitalGlobe satellite WorldView-2. WorldView-2 collects eight bands of spectral data ranging from 400
Figure 3.1: Observed optical bands of the three DigitalGlobe satellites.

<table>
<thead>
<tr>
<th>Satellite</th>
<th>Bands</th>
</tr>
</thead>
<tbody>
<tr>
<td>Quickbird</td>
<td>Pan, Coastal, Blue, Green, Red</td>
</tr>
<tr>
<td>WorldView-1</td>
<td>Pan, Coastal, Blue, Green, Red, Red Edge, Near-IR 1</td>
</tr>
<tr>
<td>WorldView-2</td>
<td>Pan, Coastal, Blue, Green, Yellow, Red, Red Edge, Near-IR 1, Near-IR 2</td>
</tr>
</tbody>
</table>

Figure 3.2: Spectral response of the WorldView-2 panchromatic and multispectral bands. The panchromatic band is sensitive to radiation from approximately 450 nm to 800 nm. The full multispectral range extends beyond this limit to include one shorter wavelength band sensitive to radiation down to approximately 400 nm and two bands in the near infrared (NIR) that extend as far as 1050 nm.

nm to 1050 nm with a spatial resolution of 2 m. In addition, it simultaneously collects panchromatic imagery with 0.5 m spatial resolution over the range of 450 nm to 800 nm. Figure 3.2 shows the spectral response curves of these bands. This spatial resolution and multispectral capability provides improved classification performance with respect to previous four band satellites [69].

The spatial and spectral capabilities of WorldView-2 are complemented by the satellite's agility. The camera has a maximum look angle of approximately 40 degrees off-nadir (higher angles are selectively commandable) and can slew across 300 km of the Earth's surface in 9 seconds. The satellite system can collect up to 1 million km² per day, doubling the previous collection
capability of the DigitalGlobe constellation. This unique agility and collection capacity is what enables WorldView-2 to acquire the angularly dense imagery of an in-track multi-angle data set.

In this project, two data sets are studied. One is an in-track multi-angle sequence collected over Atlanta, Georgia (U.S.A.) and one is a composite multi-angle data set created from images collected over Lakewood, CO (U.S.A.). The specifics of the datasets are discussed below.

### 3.1 In-Track Multi-Angle Data

The WorldView-2 multi-angle collection took place over Atlanta, Georgia, (U.S.A.) in December 2009. The full data set contains 27 images with satellite elevation (angle between the horizon and satellite as viewed from the image target) from 60° looking northward (from the target area) to 25° looking southward with a maximum satellite elevation of 81.5°. Figure 3.3 shows the elevation and azimuth of the 27 images and their distribution along the collection track. The images are generally well spaced with a regular collection timing with the sequence starting relatively late in the orbit and completing near the southern horizon. The images were collected within a two minute time frame with a sun azimuth and elevation of 164° and 31°, respectively.

For the purposes of this study, the analyzed images are limited to a subset of the full sequence that have a moderate (relative to the satellite’s capability) off-nadir observation angle of less than 30°. This results in a sequence of 13 images distributed between an elevation of 57° looking northward from the target area to an elevation of 59° looking southward, with a maximum satellite elevation of 81.5°. Figure 3.4 shows the elevation and azimuth of the 13 images and the distribution along the collection track. The images were collected sequentially within a two minute time frame with a sun azimuth and elevation of 164° and 31°, respectively.

The study area is near to, and encompassing part of, downtown Atlanta. This provides an interesting and complex urban scene with many man-made and natural class types. Figure 3.5 shows an image of the area. The scene measures 7628×5064 pixels in the panchromatic band (50 cm spatial resolution) and 1907×1266 in the multispectral bands (2 m spatial resolution). The scene
Figure 3.3: Ground observed azimuth and elevation of the satellite for each image observation (black marker) as well as the azimuth and elevation of the sun (yellow circle) during the Atlanta multi-angle sequence. Azimuth is plotted angularly clockwise (north = $0^\circ$, east = $90^\circ$, south = $180^\circ$, west = $270^\circ$) and elevation is plotted radially from the center (ground nadir = $90^\circ$, ground horizon = $0^\circ$).

Figure 3.4: Ground observed azimuth and elevation of the satellite for each image observation (black marker) as well as the azimuth and elevation of the sun (yellow circle) during the Atlanta multi-angle sequence. Azimuth is plotted angularly clockwise (north = $0^\circ$, east = $90^\circ$, south = $180^\circ$, west = $270^\circ$) and elevation is plotted radially from the center (ground nadir = $90^\circ$, ground horizon = $0^\circ$).
includes a number of large buildings, urban canyons, commercial centers, and suburban residential areas that include a mixture of community parks and private housing.

It is important to note that the image sequence was taken in winter, soon after the launch of WorldView-2. This significantly impacts the vegetation observations in the sequence. A majority of the trees in the area are deciduous and were, therefore, leaf-off at the time. Consequently, some observed spectral signatures are due to the superposition of an underlying class and the leaf-off tree canopy, convoluting the classes in the machine learning system.

Furthermore, the atmospheric effects observed across the multi-angle sequence vary significantly due to the increasing optical path length at lower satellite elevations. In the visible and near-infrared portions of the electromagnetic spectrum, the total radiance at the sensor ($L_{\text{sensor},\lambda}$)
can be described as:

\[
L_{sensor} = L_{solar} + L_{up} + L_{down} + L_{adj}
\]  

(3.1)

where all parameters are assumed to have a wavelength (\(\lambda\)) dependence. \(L_{solar}\) is the solar radiance reflected from the target, \(L_{up}\) is the scattered solar radiance from the atmosphere to the sensor, \(L_{down}\) is the downward analog of \(L_{up}\) reflected from the target, and \(L_{adj}\) is radiation reflected by objects other than the target and scattered or reflected into the sensor [107]. For a given scene, the \(L_{solar}, L_{down},\) and \(L_{adj}\) terms are dominated by the atmospheric composition and solar illumination of the acquisition. Additionally, the \(L_{up}\) component can vary significantly for off-nadir acquisitions because it significantly depends on the geometric atmospheric depth at the collection angle.

Calibration of instrument digital number to surface reflectance may be expressed as [91]:

\[
\rho_{\lambda} = \frac{K \pi (L_{sensor,\lambda} - L_{up,\lambda})}{\tau_{up,\lambda} (E_{toa,\lambda} \cos(\theta_z) \tau_{down,\lambda} + E_{down,\lambda})}
\]  

(3.2)

where \(K\) is the illumination correction factor [55], \(L_{sensor,\lambda}\) is the radiance measured by the sensor, \(L_{up,\lambda}\) is the radiance scattered by the atmosphere upward, \(\tau_{up,\lambda}\) is the atmospheric transmittance from the ground to the TOA, \(E_{toa,\lambda}\) is the solar irradiance incident at the TOA, \(\theta_z\) is the solar zenith angle, \(\tau_{down,\lambda}\) is the atmospheric transmittance from the TOA to the ground, and \(E_{down,\lambda}\) is the diffuse irradiance at the surface (when the adjacency effect, \(L_{adj}\), is not explicitly included).

In this way, surface reflectance can be retrieved with atmospheric, solar, and satellite look-angle parameters appropriate for the a given image.

The upwelling radiance (energy scattered at the sensor by the atmosphere) [94] is a major component of the atmospheric spectral distortion effect. This is shown in Figure 3.6 for the eight WorldView-2 spectral bands over the analyzed observation angles (calculated using MODTRAN [13] for the satellite geometry and atmospheric conditions present during the multi-angle collection). This is driven by Rayleigh scattering and has a \(\lambda^{-4}\) dependence on wavelength, therefore, the effect is more pronounced at lower wavelengths. If this effect is not considered, the imagery will have increased radiance at shorter wavelengths and lower satellite elevation. Consequently, in this study,
each image is normalized to surface reflectance using FLAASH (Fast Line-of-sight Atmospheric Analysis of Spectral Hypercubes) [23], to account for view-angle atmospheric effects.

Figure 3.7 shows a practical example of these spectral distortions by comparing the top-of-atmosphere reflectance and atmospherically corrected surface reflectance for the shadow and evergreen classes. These classes are particularly interesting because they have well known spectral signatures. The shadow class should be relatively dark with minimal reflectance across the various angles and the evergreen class should display the well known near-infrared plateau as well as a much smaller green peak in the shorter visible wavelengths. In the shadow class, the scattering of short wavelength radiation clearly dominates the uncorrected reflectance curve. Atmospheric correction produces an appropriately flat signature. The evergreen class is similarly corrected and exhibits the near-infrared plateau as well as a heightened green band in the shorter visible wavelengths. In addition, the red edge band is well positioned to measure the reflectance change between the visible bands and near infrared plateau.

One of the unique aspects of this data set is the ability to directly observe a dense angular sampling of multi-angle reflectance by class. As an illustration of this, Figure 3.8 shows plots of the mean reflectance for eight classes across the multi-angle sequence. These are produced by
aggregating the reflectance values of the ground survey validation set for each class across the multi-angle sequence as described in Section 6.3.1.

The plots in Figure 3.8 show examples of land-cover classes with multi-angle reflectance (MAR) curves that are dominated by the four multi-angle spectral information sources:

1) Partial BRDF

2) Solar cross-section observation

3) Temporal variation

4) Specular reflection invariance

The partial BRDF effect is the most difficult to show and validate because it is non-trivial to ensure differentiation of the partial BRDF signal from atmospheric effects without in-situ concurrent BRDF observations [36, 89]. Despite this, one indicator of the atmospheric compensation accuracy,
Figure 3.8: Average surface reflectance calculated from the ground survey of the selected classes with markers indicating the observation angles of the imagery used in this study. Color legend: = coastal, = blue, = green, = yellow, = red, = red edge, = NIR1, = NIR2.

and, therefore, the accuracy of the remaining BRDF signal, is the near-zero reflectance of the shadow class (Figure 3.8a). The BRDF signal is expected to be present in most vegetation classes [20]. However, the low-lying classes, such as soil (Figure 3.8b), dormant vegetation (Figure 3.8c), stressed vegetation (Figure 3.8d), and healthy vegetation (Figure 3.8e), will be most likely to show this signal because they are not subject to the observed solar illumination cross-section. Indeed, a small spectral variation can be seen after removing atmospheric effects for these classes in the form of a small curvature and/or linear trend across view angle.
The observational solar cross-section dominates the evergreen (Figure 3.8f) and pitched roof (Figure 3.8g) classes. Ideally, in a true-ortho image, the solar observational cross-section would be completely removed at the pixel level. However, this would require an ideal surface model capable of representing subtle changes in elevation within small areas such as pitched roofs and evergreen trees. If this were the case, the only observed effect would be a partial BRDF through the multi-angle sequence. However, the surface model does not generally extract the small subtleties of surfaces a few pixels in size. Therefore, the observed solar cross-section is also generally intact and can be exploited for classification purposes. In the reflectance plots, this effect is observed as a nearly linear slope across observation angle.

Temporal reflectance variation can also provide a signal for certain class types. In these cases, the variation in observed reflectance of randomly oriented vehicle surfaces or movement of vehicles during the multi-angle collection causes the pixel multi-angle reflectance (MAR) to vary significantly. These variations can be modeled by calculating the standard error of the reflectance trend across view angle. Pixels with a large standard error can be used to map areas of high variability in the scene.

The fourth information source, the multi-angle invariance to specular reflection, is not a large effect at the low solar angle of this collection and is not shown.

### 3.2 Composite Multi-Angle Data

Composite multi-angle image sets are particularly interesting because, despite the seasonality issues discussed earlier, they contain a large amount of information and, due to the prevalence of commercial very-high spatial resolution imagery, can be collected for many cities around the world. Because of this prevalence, any additional urban classification leverage provided by the information in this data set could be directly applicable to other urban projects.

The composite multi-angle sequence used in these experiments was collected over Lakewood, CO (U.S.A.). The image sequence is comprised of WorldView-2 images collected from October 2010 to June 2011. The data set includes a single in-track triplet similar to, but with fewer images
Table 3.1: Temporal distribution of WorldView-2 collections in the composite multi-angle data set over Lakewood, CO (U.S.A.). The image sequence consists of 28 images, collected on 26 separate days over a two year period.

<table>
<thead>
<tr>
<th>Month of the Year</th>
<th>Number of Observations</th>
</tr>
</thead>
<tbody>
<tr>
<td>January</td>
<td>1</td>
</tr>
<tr>
<td>February</td>
<td>2</td>
</tr>
<tr>
<td>March</td>
<td>3</td>
</tr>
<tr>
<td>April</td>
<td>4</td>
</tr>
<tr>
<td>May</td>
<td>5</td>
</tr>
<tr>
<td>June</td>
<td>6</td>
</tr>
<tr>
<td>July</td>
<td>7</td>
</tr>
<tr>
<td>August</td>
<td>8</td>
</tr>
<tr>
<td>September</td>
<td>9</td>
</tr>
<tr>
<td>October</td>
<td>10</td>
</tr>
<tr>
<td>November</td>
<td>11</td>
</tr>
<tr>
<td>December</td>
<td>12</td>
</tr>
</tbody>
</table>

Figure 3.9: Histogram of the Lakewood composite multi-angle sequence monthly image distribution.

than, the data used in the in-track multi-angle classification experiments of Sections 6.2 and 6.3. The months with imagery collected over this two year time period are shown in Table 3.1.

A histogram of the monthly distribution is shown in Figure 3.9. From this histogram, we can see that, the data set is reasonable well sampled through the year and includes images from Winter, Spring, Summer, and Fall. There are generally fewer winter images in the sequence as compared to the other seasons due to frequent presence of snow in the target area.

The composite multi-angle data set is also well distributed across the possible collection geometries. This is illustrated in Figure 3.10. Since the data set is mostly comprised of single images, and most single images are collected near nadir, the majority of the images have a satellite elevation of greater than $70^\circ$. 
Figure 3.10: Ground observed azimuth and elevation of the satellite for each image observation (black marker) of the Lakewood data set. Azimuth is plotted angularly clockwise (north = 0°, east = 90°, south = 180°, west = 270°) and elevation is plotted radially from the center (ground nadir = 90°, ground horizon = 0°).

The Lakewood, CO target area was chosen due to the frequent WorldView-2 collections near the DigitalGlobe headquarters for testing and calibration purposes. The area is a mixed suburban community that includes residential neighborhoods, commercial areas, major highways, residential roadways, parks, and a series of small lakes. A color infrared image of the area is shown in Figure 3.11.
Figure 3.11: Color infrared image (using the NIR2 band) of the target area in Lakewood, CO.
Chapter 4

Overview of Multi-Angle Experiments

This dissertation discusses four related projects that explore two areas of LU/LC classification necessary to create large-area LU/LC classification maps. These projects are derived from the exploration of two LU/LC classification problems applied to two types of multi-angle data (see Table 4.1). The two classification problems are multispectral LU/LC model portability and LU/LC classification using multi-angle derived information; each are introduced in Chapter 1 and described in greater detail in Sections 5.1 and 6.1. Both of these projects are then explored using two types of multi-angle data: in-track multi-angle and composite multi-angle. These data are discussed in detail in Sections 3.1 and 3.2.

In these experiments, no attempt is made to improve classification accuracy from the algorithm perspective. Many previous studies have focus on methods for improving classification performance through the use of optimized machine learning algorithms as briefly discussed in

<table>
<thead>
<tr>
<th>In-Track Multi-Angle Data</th>
<th>Model Portability</th>
<th>Multi-Angle Classification</th>
</tr>
</thead>
<tbody>
<tr>
<td>In-track Multi-Angle</td>
<td>Section 5.2</td>
<td>Section 6.2 &amp; 6.3</td>
</tr>
<tr>
<td></td>
<td>Model Portability:</td>
<td>Classification:</td>
</tr>
<tr>
<td></td>
<td>In-track Multi-Angle</td>
<td>In-track Multi-Angle</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Composite Multi-Angle Data</th>
<th>Model Portability:</th>
<th>Multi-Angle Classification</th>
</tr>
</thead>
<tbody>
<tr>
<td>Composite Multi-Angle</td>
<td>Section 5.3</td>
<td>Section 6.4</td>
</tr>
<tr>
<td>Model Portability:</td>
<td>Classification:</td>
<td>Composite Multi-Angle</td>
</tr>
<tr>
<td>Composite Multi-Angle</td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

Table 4.1: The four projects presented in this dissertation are an exploration of two types of VHR multi-angle data as applied to multispectral LU/LC classification model portability and improved LU/LC classification though the incorporation of multi-angle information.
Section 1.1. However, the goal of the present study is to determine the degree to which classification performance can be improved through the use of multi-angle data. Therefore, the presented experiments use the same classification algorithm so that the impact of the various multi-angle experiments can be determined separate from the impact of the classification techniques.

The experiments in this dissertation are carried out with the Random Forest algorithm trained using supervised classification data. The Random Forest algorithm [17] is a well known ensemble method that has proven effective and computationally efficient [44] and has been successfully applied to previous remote sensing problems [37]. In all cases, a single configuration of the Random Forest (depth and density) is used for each set of experiments in order to directly compare the classification performance of individual experiments. More on the parameter choices of the Random Forest algorithm is discussed in Appendix A.

Additionally, a feature contribution method is implemented that uses the information gain ratio [90] to extract multi-angle feature contribution by class (further discussed in Sections 6.2 and 6.3). This provides the opportunity to explore the utility of multi-angle data for specific classes as well as for overall classification performance.

Each of these projects is designed to explore a specific aspect of multi-angle data as applied to land-use/land-cover classification. An introduction as well as the methodology and results of the four projects are discussed in detail in Chapters 5 (Multispectral Model Portability) and 6 (Multi-Angle LU/LC Classification).
Chapter 5

Multispectral Model Portability

This chapter details both the in-track and composite multi-angle model portability experiments. These experiments explore the ability to apply a multispectral LU/LC classification model to many different images. While the full model portability problem is exceedingly complex (see discussion below in Section 5.1), these experiments explore the ability to mitigate these complicating factors in order to develop an understanding of effects that determine the portability of a multispectral LU/LC model.

Section 5.1 introduces the model portability problem while Sections 5.2 and 5.3 detail the experimental methods and results of two parallel model portability studies that explore the in-track and composite multi-angle data spaces. The multi-angle experiments are continued in Chapter 6 with the exploration of the multi-angle classification. The results from both the model portability and classification experiments are concluded in Chapter 7.

5.1 Intro: Multispectral Model Portability

The increasing availability of very-high spatial resolution (VHR) imagery provides the opportunity to leverage VHR image libraries to create large scale, very-high spatial resolution LU/LC classification maps. These maps would be unique among currently available products in that they would feature surface material and/or use information with the resolution necessary to describe typical urban features. However, due to the swath width constraints of VHR satellite systems, the
production of this type of classification map requires multiple images to be stitched together in order to create the large map.

This is a particularly difficult problem for VHR optical imagery because, in order to cover a large area, a significant number of images need to be included in a mosaic and a data model created that is portable between all images. While the precise requirements are problem specific, the differences between images include several noise and signal sources:

(1) Seasonality: land cover changes due to seasons

(2) Solar illumination angle: shadowing changes

(3) Atmospheric composition: scattering changes

(4) Collection geometry: observed atmospheric scattering due to the satellite look angle

(5) Observation angle: building lay-over

(6) Surface reflectance (BRDF): changes in observed reflectance due to view-angle

(7) Real surface changes: Natural and man-made surface changes

Due to these effects, LU/LC classification models have limited applicability outside of the image from which they were created. This is because the data space of the typical VHR image is distorted due to a number of physical and instrumentation effects. This means that a LU/LC classification model created for one VHR image would not be applicable to the additional images necessary to make a large area map. In order to address this limitation, it is necessary to devise a method to port the data model from the image for which it was created to the remaining images that make up the large image mosaic.

In the following experiments, the distortions present in VHR imagery are addressed using physical normalization techniques. These techniques lean on physical modeling and correction of solar illumination, instrumentation, and atmospheric effects. More detail on these techniques and the resulting data sets are provided in Section 5.2.1 below. The normalized data spaces
produced by the described procedures are then explored in order to determine methods to optimize the portability of a LU/LC model based purely on understanding the physical parameters and constraints associated with multispectral imagery.

While still complex, data space normalization reduces the degrees of freedom for a spectral land-cover classifier. This should, in theory, improve the generality of a classifier and improve its performance [91]. However, the data space normalization problem is particularly complex for VHR satellites, due to their capability to collect images at high-off nadir angles with associated solar illumination and observed atmospheric effects. This is further complicated by the temporal distribution (and accompanying seasonal and atmospheric changes) of composite multi-angle data.

In these model portability experiments, two types of multi-angle data are used to simplify the noise sources described above: in-track and composite multi-angle data. In each of these experiments, a multispectral machine learning model is trained using the information from a single image. This model is then ported across the multi-angle data space in order to directly and quantifiably measure the impact that data space normalization has on the model’s portability. More details regarding the respective experiments are provided in Sections 5.2.1 and 5.3.1. The results of these experiments are presented in Sections 5.2.2 and 5.3.2.

5.2 In-Track Multi-Angle Model Portability

Machine learning model portability can be very difficult to investigate due to the multitude of noise and information sources that create confusion and shift the data space in various ways. However, in-track multi-angle data, such as that provided by the highly agile DigitalGlobe satellites WorldView-1 and WorldView-2, provides the unique ability to eliminate some of the complicating factors described previously.

This type of data set is a sequence of imagery (taken seconds apart) collected from multiple view-angles during a single overflight of the satellite. Therefore, there are no major changes in the composition of the atmosphere, solar illumination, seasonality, or on the surface between images. The only remaining effects that affect the portability of a multispectral LU/LC model are
short-term movement of vehicles (during the seconds between images in the sequence), changes in the atmospheric absorption and scattering due to view angle, and observed changes of surface reflectance due to BRDF. These simplifications of the full portability problem allow us to directly investigate physically based data space normalization methods (such as band ratios and atmospheric compensation) and quantify the ability of these methods to mitigate the view-angle and atmospheric effects.

In these experiments, the fundamental aspects of model portability are explored by measuring the ability to port a machine learning model, created at a single image of the in-track multi-angle sequence, to the other images in the in-track multi-angle sequence. By measuring the classification performance, a direct measure of the model’s portability is created. In the presented experiments, this measurement is reported with Cohen’s kappa coefficient for each image in the sequence and compared to the training location (where the model will provide maximum classification performance due to it’s optimization for the raw data space of that image). In this way, the reported measurements are a literal and direct measure of the model’s portability for the imagery and data space investigated.

In all cases, the LU/LC classification models use only the eight-bands of multispectral information collected by the WorldView-2 satellite. Additional information sources, such as surface texture, and their impact on portability are not treated in these experiments. The impact of data space normalization for the spectral machine-learning model portability are then measured by calculating the loss of classification accuracy across the image sequence for the same ground targets. Using this information, an analysis is presented of both the impact of data space normalization and collection geometry on spectral classification accuracy and model portability.

5.2.1 Methods: In-Track Multi-Angle Model Portability

The experiments presented in this section analyze this simplified data space of the in-track multi-angle sequence to test performance and characteristics of four data space normalization techniques. Each of these four data sets represents a different attempt (some easily calculated, some
more complex) to correct for error sources in the observation path. Together with the raw DN observations, this provides five data sets, all created from the Atlanta in-track multi-angle image sequence, that will be used in these experiments:

1. Satellite observed digital number (DN)

2. Top of atmosphere (TOA) reflectance

3. Atmospheric compensation (AC)

4. Band-ratios (BR) calculated from satellite observed digital number (DN)

5. Band-ratios (BR) calculated from atmospherically compensated (AC) data

Digital Number (DN) is the satellite observation data space and is normally the data space in which a satellite image is delivered. In the case of the WorldView-2 imagery used in this experiment, the DN data space is composed of eight multispectral bands with 11-bit dynamic range. These DN values are the recorded energy intensity impinging upon the satellite sensor array. They are dependent on the instrumentation properties of the satellite as well as the integration time set during each collection. These values are also corrected for low level observational error (relative radiometric calibration) as is typical for higher level operational observations. However, for the practical exploration of the experiments, these DN values can be considered as the satellite observed energy intensity value. In these experiments, this will serve as the base case representing the typical “uncorrected” data space.

Top-of-atmosphere (TOA) reflectance data is corrected for the specific sensor characteristics, namely the spectral radiance response, instrument gain, band integration solar spectral irradiance, and solar irradiance geometry [21], to convert the DN data (pixel values between 0 and 2048) to a more physically meaningful reflectance (pixel value between 0 and 1) [1]. In this data space, a pixel with reflectance value of zero would represent a perfectly dark surface material and a pixel with a reflectance value of one would be observing a surface that is completely reflecting in the observed spectral band. This is the basic “physically meaningful” data space which, if perfectly executed,
provides a data value that would be the same for any sensor that observed the same scene at the same location.

Atmospheric compensation (AC) can take many forms and has been the subject of extensive research since the first Earth observing satellites were placed into orbit [5, 62, 70]. These techniques are designed to convert satellite digital number values to surface reflectance. Theoretically, this converts each observation into an instrumentation and observation angle independent data space that accurately represents the reflectance of the observed material as if the observation was made on the ground.

In this research, AC data are created using a rigorous inversion of the radiative transfer MODTRAN code. This system is the defacto standard of atmospheric modeling and has been implemented in several commercially available packages, such as FLAASH (Fast Line-of-sight Atmospheric Analysis of Spectral Hypercubes) [23], which is available in the ITT analysis package ENVI (ENvironment for Visualizing Images). Unfortunately these techniques are very computational complex and are just recently being developed for large scale deployment. Other less computational complex approaches have proposed and can be operationally useful, however, they often rely on strict imagery and target availability requirements to produce realistic output [14]. Therefore, the AC data used in these experiments is created using MODTRAN radiative transfer code because this presents the optimal combination of accuracy and operational prospects necessary for the full large-area model portability problem.

In addition, two band ratio (BR) data sets are created. These data sets are an attempt to compensate for the illumination and shadowing effects across the multi-angle sequence. For LU/LC classes with significant vertical structure, this can be a large effect [38]. While there are also material reflectance properties that drive the observed BRDF [53], in effect, the calculation of a band ratio is normalizing to the illumination and shadowing of a target area [74].

Both band ratio data sets are created with the same ratios, but used two different inputs: band ratios from digital number (BR-DN) and band ratios from atmospherically compensated data (BR-AC). In each case, the eight multispectral WorldView-2 bands are used to calculated a full set
of normalized NDVI-type (normalized difference vegetation index) ratios. These are calculated as 

\[
\frac{\text{band}_2 - \text{band}_1}{\text{band}_2 + \text{band}_1}
\]

with all iterations possible from eight band data. This includes ratios between bands 8–7 \(\frac{(\text{band}_8 - \text{band}_7)}{(\text{band}_8 + \text{band}_7)}\), 8–6 \(\frac{(\text{band}_8 - \text{band}_6)}{(\text{band}_8 + \text{band}_6)}\), 8–5, ..., 7–6, 7–5, ..., 3–2, 3–1, and 2–1 for a total of 28 ratio features in each data set.

The training and validation data for these experiments consist of nine land-cover classes: water, concrete, asphalt, vehicles, soil, grass, buildings, shadow, and trees. A total of ninety thousand pixels, illustrated in Figure 5.1, were selected through visual inspection for the ground survey. From this survey, 100 pixels per class (900 total) were extracted for training with the remaining pixels (approximately 89,000) reserved for validation. These same training and validation pixels were then extracted from each of images in the in-track multi-angle sequence, in each of the five data sets, for use in the portability experiments.

With the training and validation data extracted from each of the five data sets, thirteen model portability experiments are performed on each data set. These experiments are set up to directly
test the portability of a Random Forest machine learning model by porting a model, created from
one image in the sequence, across the rest of the images in the sequence. This is then repeated
for the remaining observations, creating a new model at each observation and porting it across
the image sequence. In the case of the Atlanta in-track multi-angle data (see Chapter 3 for more
details), this creates thirteen experiments executed for each data set:

(1) Training location: image 1; applied to all thirteen images.

(2) Training location: image 2; applied to all thirteen images.

...

(13) Training location: image 13; applied to all thirteen images.

An example of this direct portability test is shown in Figure 5.2. In this experiment, a
Random Forest LU/LC model (represented by the blue/dashed box) was created using the training
data from image observation #3 (red/solid box). This model was then applied to the validation
data from observation #3 as well as the rest of the observations (see Figure 3.4 for observation and
solar geometry information). The accuracy of the model, as applied to each image, is measured by
Cohen’s kappa coefficient or F-measure to create a direct measurement of the model’s portability
in the data space (in this case DN). Since the Random Forest model is non-deterministic [46],
this experiment is repeated 30 times using the same training and validation data in order to gage
the statistical significance of the results (see Appendix A). This creates a series of box plots that
represent the statistical portability for a model trained at the geometry of the observation used to
train the model.

These experiments are then repeated by training a model at each image in the sequence.
After completing these experiments for all five data sets, results from a total of 65 experiments are
available to describe the portability of a multispectral LU/LC model in a variety of data spaces.
From each of these experiments, we generate a direct measure of the portability for not only the
overall model (measured using Cohen’s kappa coefficient), but also for each class (measured using the F1-score).

5.2.2 Results: In-Track Multi-Angle Model Portability

For each of the five data sets explored in this study, three of the thirteen model portability experiments are presented in the plot panels of Figures 5.3 and 5.4. In the experiment shown in the left panels, a Random Forest model is trained at observation #3 (corresponding to a ground observed azimuth of 0° and elevation of 59°) and ported to the validation data of the remaining 12 observations. This experiment is then repeated with the model trained at observation #7.
Figure 5.3: Model portability experiments with, in each subfigure, the model train at observation #3, #7, and #10 and then ported to the other observations. A kappa coefficient is then calculated from the validation data sets. This experiment is then repeated 30 times to judge statistical significance of the model portability. These results are plotted in box plots for the raw digital number (DN) data space (a) and the top-of-atmosphere (TOA) data space (b). The red braces denote the solar forward scattering direction with the red arrow indicating the image in the sequence that is most directly opposite the target area from the sun. Conversely, the blue braces denote the backward solar scattering direction.

While experiments were ran training a model at each image location, only three plots, with the model trained the image locations #3, #7, and #11, are presented because they are representative of the full range of results and provide a view of the portability behavior with the model trained...
Figure 5.4: The same model portability experiments, described in Figure 5.3, applied to the atmospherically corrected (AC) data space (a), DN band ratio (BR-DN) data space (b), and atmospherically corrected band ratio (BR-AC) data space (c).
at different locations along the image sequence. With a clear division between the forward and backward scattering regions in the DN data space, these can be best described in terms of the solar scattering angle. These angles are illustrated by the brace and arrow markers in Figures 5.3 and 5.4. Referencing Figure 3.4, image five is the nearest image to the direct forward scatter angle opposite the observation area from the sun and is denoted by a red arrow. More generally, images one through eight are in the forward solar scattering region, illustrated by the red/solid braces, with the remaining images nine through thirteen in the backscatter region and denoted by the blue/dashed braces.

We can see from Figure 5.3, that the multispectral model utilized in these experiments is providing a reasonable overall classification kappa coefficient. In each of the three panels, the Random Forest model was trained and validated at a single image location (#3 in the left panel, #7 in the center panel, and #10 in the right panel) and provides a classification result of of approximately 0.80 for each result despite the lack of additional derived features, such as texture or morphology, that are often used in this type of analysis. This is a reasonable performance level from which to compare the experiments of this chapter, providing a single image accuracy at or near levels considered state-of-the-art [22].

The DN data space provides insight into the effects that the dynamics of atmospheric scattering induced in non-corrected imagery. In this data space, there are large difference between the near-forward (obs. # ≤ 8) and high-backward (obs. # ≥ 9) scattering directions. For the observations within approximately 30°(full angle) of the forward scattering direction, the ability to apply a model trained and applied within that cone is high. In the worst case, the kappa coefficient dropped to approximately 0.80. However, in the high-back scattering direction, there was no ability to port a machine learning model, regardless of training location. The same trends are also observed in the TOA dataset.

In both the DN and TOA experiments, there is a significant dependence on the training location in addition to the general trends just discussed. When a model is trained in the forward scattering region, there is reasonable portability across the same region. However, when a model
is trained in the backward scattering region, there is no model portability at all with the kappa coefficient falling off approximately 20% between the training image and the neighboring image in the sequence.

However, when applying data space normalization techniques to the model portability problem, the results change dramatically. As shown in Figure 5.4, the three normalization techniques show significantly improved model portability in all three experiments presented. This is evidenced by the elimination of the zero-kappa results at high-backscatter angles and the mitigation of the dip in kappa centered around image observation #5 (most pronounced in the right panel experiment). In all three of the presented data sets, the model portability is significantly improved compared to the raw DN and TOA data spaces with all kappa coefficient values above approximately 0.5 in the worst cases, and much higher on average.

As is the case with the DN and TOA experiments, the location where the model is trained is of significant importance. In the case where the model is trained in the forward scattering domain and applied across the full data sequence, the model portability improves, but still shows significant degradation in the high-backscattering domain with the lowest kappa coefficient of 0.60. However, in the normalized data spaces, the model portability favor training in the backward scattering region. When the model is trained in the high-backward scattering domain, the lowest observed kappa coefficient is approximately 0.65 across the 60° (full angle) observation cone of the multi-angle data.

In order to better compare the relative performance, the plots of Figures 5.3 and 5.4 are overlaid in Figure 5.6 and 5.5. To decrease the complexity of the plot, the markers delineating scattering angles have been left off the combined plots. Also note that the vertical scale of the kappa coefficients has been limited to a more illustrative range for the latter plot.

By directly comparing the DN (light red) and TOA (dark red) results (Figure 5.5), we can see that the two data sets provide statistically similar portability results. This is a reasonable and expected result given that the in-track multi-angle data set was collected during a single overflight of the satellite. During this time period it is highly unlikely that any of the pertinent
Comparing the model portability results in the normalized data spaces presents more complex clues regarding the data space distortion effects that are addressed by the various normalization procedures. In Figure 5.6, the three data normalization techniques are shown in the same boxplots as Figures 5.3 and 5.4, but overlaid on an expanded kappa coefficient scale to show more detail. The three boxplot curves shown are the experiments using atmospherically corrected data (data satellite calibration setting or solar illumination conditions that are corrected as part of the TOA calculation would have changed. However, the TOA calibration could provide a useful normalization in multi-temporal data sets collected under varying atmospheric and illumination conditions.
red), band ratios calculated from the DN data (medium red), and band ratios calculated from the atmospherically compensated data (light red). With the data plotted in this way, we can see small, but statistically significant, fluctuations between the three techniques that seek to create a more uniform, and therefore more portable, data space.

In these plots, three major trends can be identified:

1. The AC data provides a smooth portability space with relatively elevated performance far away from the training location.

2. The BR data sets outperform the AC data in the forward scattering region and near the training location, but are less smooth image to image and tail off more quickly away from the training location.

3. When the model is trained the backscatter region, the portability across the full angle space is much more stable.

In this sequence of experiments, two different distortion effects are addressed: atmospheric scattering and illumination intensity. By combining data space corrections for these two effects (the BR-AC data space), the machine learning portability, with no active manipulation of the data space, goes from no portability (DN) to a maximum reduction of approximately (10%) across the full 60° test space. This is accomplished using only physically based corrections to address topographic, illumination, and shadowing as well as atmospheric scattering effects.

When appropriately performed, atmospheric compensation accurately removes the energy scattered at the sensor from the atmosphere as observed from the sensor’s geometry. This is particularly important as the observation angle, and therefore the impact of atmospheric scattering, increases away from the training location. The impact of these corrections can be most clearly identified in middle and left panels of Figure 5.6. In these cases, despite a lower classification accuracy at the training location, the atmospherically compensated data space retains more portability far from the training location due to the removal of observation scattering distortion. This accounts for the largest improvements in portability observed as compared to the DN space.
However, atmospheric compensation is not designed to account for changes in illumination that are part of BRDF type effects as the observation angles changes across view-angle. As discussed above, previous studies have shown that band ratios provide both information enhancement and normalize to the illumination/shadowing conditions [111] of an image. Therefore, in essence, the band ratios correct for a subset of the full BRDF effects present in this image sequence. This effect can be observed in Figure 5.6 by the improved portability in the forward scattering regions. When the model is trained in the backward scattering region, where the objects are fully illuminated (and shadowing is minimized), the illumination correction maximizes portability across the observation angles of the in-track multi-angle data set.

These experiments show that neither the AC or BR normalization is completely sufficient to maximize the portability. The combination of these techniques provides a complimentary physical space normalization to maximize the portability. These conclusions are supported by the F1 plots of the individual classes. In the classes with significant vertical structure, such as trees (Figure 5.7) and grass (Figure 5.8), the band ratios provide a complimentary improvement to that of atmospheric compensation. However, for classes where there is little vertical structure, and therefore little variability of the types that band-ratios address, the atmospheric compensation maximizes the portability absent the creation of band-ratios. This is the case for the asphalt (Figure 5.9) and concrete (Figure 5.10) classes.

The experiments shown here suggest that good image-to-image model portability can be achieved through data space normalization and careful selection of the observation geometry used to train the model. In the presented experiments, a classification kappa coefficient reduction of less the 5% was attained across the majority of the 60°(full angle) observation cone by combining the band ratios with atmospherically compensated data and training at the largest back-scattering angle (right panel of Figure 5.3).

If we assume that the normalized data spaces shown here have accurately compensated for the atmospheric and illumination effects, then the remaining effects will be due to real BRDF changes. The size of this effect is greatly dependent on the specific class under consideration,
Figure 5.7: Model portability for the class “trees” in the DN, AC, and BR-AC data spaces.
Figure 5.8: Model portability for the class “grass” in the DN, AC, and BR-AC data spaces.
Figure 5.9: Model portability for the class “asphalt” in the DN, AC, and BR-AC data spaces.
Figure 5.10: Model portability for the class “concrete” in the DN, AC, and BR-AC data spaces.
but, for the overall classification metric of kappa coefficient, the correction of these physical effects provides a data space where the effects of BRDF and seasonality can more completely be addressed. This creates a problem space that can form the foundation of solutions to the broader large area multi-temporal model portability problem.

Therefore, the next steps in this line of research would be to investigate methods of addressing these BRDF signals. This could be accomplished through either direct physical modeling of the BRDF of each surface [93] or through active learning techniques that seek to drive the spectral distribution in multiple images together by making assumptions regarding the overall structure of the data space [50, 84]. The effectiveness and approach could vary greatly by class. In the case of vehicles, there is no direct method to model the BRDF since there is no standard spectral signature of a vehicle. For the same reasons, active learning techniques could also fail. This may require the creation of contextual information (texture, morphology, etc.) for the accurate and portable classification of vehicles.

5.3 Composite Multi-Angle Model Portability

As informative as simplified test cases can be, it is necessary to move the in-track results toward the realistic parameters of a real model portability problem. The next step toward this goal is presented in this section using composite multi-angle data. The lessons learned from the in-track model portability experiments are extended to the more complex composite multi-angle data set.

In the composite multi-angle data set (described in Chapter 3), several of the simplifications present in the in-track case are no longer present. Since the images are collected over a period of nearly two years, the simplifications of seasonality, solar illumination angle, atmospheric compositions, and real surface changes are removed. This provides the opportunity to study a more realistic model portability case while preserving the ability to measure the impact of moving a model between images by observing the effect at the same surface location in each of the composite multi-angle images. In this way, the fundamental limitations and leverage points of the model
portability problem described by the in-track experiments are explored in a more complex data space representative of a large-area model portability problem.

This investigation will explore the ability to appropriately compensate for the data space distortions present in the composite multi-angle sequence through the application of physical data space manipulation techniques. This provides an opportunity to explore the lessons learned from the in-track experiments to the more generalized case of the composite multi-angle data. In this section, similar methods to those employed on the in-track multi-angle data are applied to the composite multi-angle data.

5.3.1 Methods: Composite Multi-Angle Model Portability

The experiments conducted in this section mirror those of the in-track model portability experiments. They explicitly test the portability of five normalized data spaces by applying a single machine learning model across the full composite multi-angle sequence. As in the previous experiments, the five data sets explored here are:

1. Satellite observed digital number (DN)
2. Top of atmosphere (TOA) reflectance
3. Atmospheric compensation (AC)
4. Band-ratios (BR) calculated from satellite observed digital number (DN)
5. Band-ratios (BR) calculated from atmospherically compensated (AC) data

The development of these data sets mirrors that of the earlier model portability experiments (see Section 5.2.1) except that these data sets are created from the composite multi-angle data set. This data set was described in detail in Section 3.2.

From these data sets a ground survey of 18,000 pixels was selected including the following classes: asphalt, buildings, water, trees/shrubs, and grass. These classes are relatively static, so the experiments do not attempt to address dynamic changes on the surface through the time sequence.
These classes also have significant BRDF properties that are representative of the basic classes required for a large-area model portability project. The survey regions are shown in Figure 5.11. From this survey, 100 pixels per class are selected from each image for training, with the remaining pixels reserved for validation.

As with the previous experiments, a Random Forest machine learning model is created from the training data of a single image and is ported to the remaining images in the data set. The
model is retrained and ported a total of 30 times in order to gauge the statistical significance of the resulting portability measurements. This portability experiment is then conducted for each image in the data set resulting in a total of 24 portability experiments for each of the data sets (DN, TOA, etc.).

The analysis and visualization of the composite multi-angle model portability experiments are presented significantly differently. This is necessary because the multi-angle data consists of images spaced throughout the observational hemisphere. The resulting model portability classification performance can not directly be displayed on a two dimensional plot. Therefore, a more complex three-dimensional surface representation is created for each portability experiment.

In order to visualize the model portability space of the composite multi-angle data, a portability surface is created for each experiment. In each surface plot, an average of the 30 statistical samples of each location’s classification performance, determined by kappa coefficient, is created. The image location of the Random Forest model training set is marked with a box. An example of this is shown in Figure 5.12a. From this distribution, a thin plate spline [44] is fit to create a surface representing the portability across the full multi-angle sequence. This is shown in Figure 5.12b. Finally, in order to better visualize the variations across the surface, the fitted surface is extrapolated throughout the observational hemisphere (shown in Figure 5.12c). This extrapolation comes with the standard caveat - it is subject to data trends within the sample space as well as the choice of fitting parameters and does not necessarily represent absolute portability at an arbitrary location in the observational hemisphere.

These portability plots are created (although not shown) for each of the 24 images in each of the five data sets. A total of 120 portability surfaces are created that, despite the usefulness for visualization, do not directly provide insight into the effects that drive the model portability.

Therefore, in addition to the surface plots, the portability of each classification model is also treated statistically as a distribution of kappa coefficients. For example, in the experiment described in Figure 5.12, the kappa coefficient of each of the classification experiments varies from a minimum of 0.41 (near the forward scattering direction) to a maximum of 0.90 (where the model
Figure 5.12: Individual components of the portability surface plots.
was trained). The histogram of the full range of kappa values that make up the portability surface is shown in Figure 5.13. From this distribution, portability can be described statistically by mean, median, mode, standard deviation, skewness, and kurtosis. These measurements, calculated for the example model portability exercise, are shown in Table 5.1. These values are then calculated for each exercise (a model trained at every image location) and for all data spaces.

Using these statistical metrics, the overall distribution of each portability exercise can be illustrated. Three types of plots using these metrics are shown in Figures 5.14, 5.15, and 5.16. In the first two figures, the mean of each kappa distribution (as illustrated in Figure 5.13 and Table 5.1) is shown plotted by time of year and solar scatter angle. The errors bars denote the standard deviation of the distribution for each exercise where a model is trained at the given location (time of year or scatter angle) and ported to the remaining observation. In the relevant plots, the so-
lar scatter angle is defined as the central angle between the solar and satellite positions (azimuth and elevation) at the observation used to train the classification model. In Figure 5.16, various statistical metrics are provided in a scatter plot by data space types (DN, TOA, AC, etc.).

5.3.2 Results: Composite Multi-Angle Model Portability

The model portability results from the in-track data show that there are three effects driving the portability of a model:

1. Atmospheric distortion
2. Illumination changes
3. Model training data space

The in-track results show that these effects can, to a large degree, be addressed through the use of physically based data space compensation mechanisms.

In addition to these effects, the composite multi-angle data has a significant seasonality component. The effects of this on model portability can be seen in Figures 5.14a and 5.14c where the model are more easily ported to other images from the same season. This is seen in the mean kappa value because the monthly distribution of the data sequence is weighted toward the summer season (see Figure 3.9). Therefore, since the models trained in the summer season are more easily ported to other summer images, the overall kappa mean is higher for the summer data points (and conversely lower for winter images).

In fact, this effect remains a complicating factor throughout the presented data sets. As shown in Figure 5.15, the same seasonality effect drives model portability with the same seasonal kappa mean correlation despite illumination and atmospheric compensation.

We can see, however, that the data space normalization has a significant effect on the model portability in the composite multi-angle data space. The normalization effects that can be measured in the following experiments include portability improvement due to sensor characteristics correc-
Figure 5.14: Time series and solar scatter angle plots for each DN and TOA portability exercise. Each measurement is the mean kappa coefficient of a model ported to all composite multi-angle images when a classification model is trained at the given location. The error bars represent the standard deviation of the kappa distribution of each location.

In Figure 5.14, the top two panels show the average kappa distribution (with one sigma standard deviation) of the portability experiments performed with a model trained in the DN and TOA data spaces at the marked location (date in Figure 5.14a and solar scattering angle in Figure 5.14b). The difference between the two sets of plots is small, but amounts to an improved...
average portability (as measured by mean kappa) of 0.07 kappa or 11% improvement over the DN data space.

This result is opposite that of the in-track model portability experiments. As discussed previously, the TOA normalization provided no significant portability improvement when the images were collected during a single over-pass of the satellite. However, as is the case in the composite multi-angle data, the shift from DN to TOA compensates for variation in the satellite observed data space. In this present case of model portability, this produces a significant normalization from the completely uncorrected DN data and a correlated improvement in classification model portability.

The first normalization level explored in the in-track experiments, atmospheric compensation, is shown in the same kappa mean plots for the composite multi-angle data in Figure 5.15a and 5.15b. These plots show a significant portability improvement over the TOA data space. This is due to the compensation of atmospheric distortion throughout the data set, which takes the form of scattering differences due to observation angle as well as changes in the makeup of the atmosphere between collection dates. This is evidenced by both the 0.04 improvement in mean kappa as well as the reduction of 0.02 in the average stand deviation across the 24 experiments.

Portability results for correction of the illumination variation using band ratios (as described in Section 5.2.1) are shown in Figures 5.15c and 5.15d for the DN data. The two BR-DN plots show a subtle improvement from the portability of the raw DN space. In the BR-DN experiments, the outliers from the DN experiments have been pulled closer to the average distribution. This is evidenced by a reduction of the variability of the kappa mean values across the 24 exercises from 0.09 kappa to 0.05 kappa.

However, as with the in-track data, maximizing the portability is a function of normalizing for both the atmospheric and illumination effects. Figures 5.15e and 5.15f illustrate that the BR-AC data space both maximizes the mean kappa classification accuracy as well as minimizes the kappa variability of the 24 portability exercises. It is with these normalizations that the seasonality effects are minimized, improving the overall portability kappa mean to 0.77±0.07 (standard deviation of kappa distribution).
Figure 5.15: Time series and solar scatter angle plots for each AC, BR-DN, and BR-AC portability exercise. Each measurement is the mean kappa coefficient of a model ported to all composite multi-angle images when a classification model is trained at the given location. The error bars represent the standard deviation of the kappa distribution of each location.
Finally, as discussed in the in-track experiments, the location where the model is trained can play a role in the portability performance. This effect is not present in most of the composite multi-angle data. However, in Figure 5.15f, a small portability dependence on solar scattering angle can be observed. Fitting a linear model to this data (fit parameters are: slope=-0.0013; y-intercept=0.83) shows a statistically significant reduction in mean kappa accuracy across the solar scatter angle range of 0.1 kappa.

In addition, three scatter plots of the key statistical metrics for the portability experiments are shown in Figure 5.16. In each of these figures, the mean of the kappa distribution (the y-axis of the previous plots) is shown plotted against the standard deviation, skewness, and kurtosis of the kappa distributions. In each case, the most favorable statistics are:

(1) High kappa mean/low standard deviation
(2) Small or negative skew
(3) Large kurtosis

The reasoning behind the desired higher kappa mean is obvious - this bears a direct relationship to better classification performance. Similarly, a lower standard deviation is related to a more compact kappa distribution and, therefore, a more portable model. Skewness is a measure of the symmetry of the distribution. In the portability experiments discussed here, better portability performance is related to skewness by either no skew or skewness toward the higher kappa (lower skewness values). Conversely, higher kurtosis (a measure of the distribution peakedness) will correlate to a more consistent kappa coefficient as a model is ported across the images, and, therefore, a more portable model.

With these parameters in mind, the three scatter plots point toward similar conclusions to those drawn from the date and solar scatter angle plots:

(1) Atmospherically compensation provides a necessary normalization against the multi-angle and multi-temporal atmospheric effects.
Figure 5.16: Scatter plots of the composite multi-angle model portability statistical metrics (mean, standard deviation, skewness, and kurtosis) for all DN, TOA, AC, BR-DN, and BR-AC portability exercises.
Figure 5.17: Selected example portability surfaces from the BR-AC data set. In time order (as plotted in Figure 5.15e), the models used to create the portability surfaces were trained at observation #6 (a), #8 (b), #12 (c), and #23 (d).

(2) Illumination compensation additionally improves model portability as seen in higher kappa mean and lower standard deviation (lower kurtosis).

When these conclusions are considered, as well as the observed solar scattering angle preference, the portability surface improves significantly from that observed in Figure 5.12c. Four examples of these portability surface plots are shown in Figure 5.17. All of the subplots are from the BR-AC data set shown to provide the most favorable normalization conditions. In each of them, the portability is shown by the flat (portable) and dark (higher kappa) surfaces. As before, the location used to create the model is delineated by a box around the image marker.
The composite multi-angle, compared to that of the in-track multi-angle data, is significantly more complex due to seasonality, illumination/observation geometry, and changes in the atmospheric composition over time. Despite this, the portability results generally follow the conclusions drawn from the in-track experiments in that the same effects driving classification model portability can be addressed by sequentially applying atmospheric compensation and band ratio illumination correction.

In addition, a small preference for training in the backscatter direction is observed. Theoretically, this effect can be explain be the fact that the “true” data space is more intact in the backscattering direction where the sun more directly illuminates the surfaces of interest. This, combined with the atmospheric compensation and illumination normalization of the band ratio calculations, creates a physically optimized portability data space. This data space increases the model portability of these experiments from no portability in the raw DN space to a scheme in which the loss in classification accuracy across a multi-temporal multi-angle data is as small as 0.21 kappa (maximum to minimum) with a standard deviation around the mean of 0.05 kappa.

In addition, the most basic data space normalization technique, top-of-atmosphere reflectance, has been shown to significantly reduce the distortions present in raw satellite data. This result is of general importance to the remote sensing community. In most experiments published in academic literature using optical satellite data, the authors utilize the DN space of the satellite data as the operational data space. While this is a reasonable approach when only a single image (or multiple images taken over a very short period of time) is used, a simple conversion to TOA reflectance is a minimal requirement in order to appropriately generalize any experimental methods involving satellite data.

Despite the physical data space corrections shown in this research, a small temporal signal can be construed in the final temporal portability plot (Figure 5.15e). The driving force behind this variation is most likely seasonality causing real spectral shifts in the classification data space (i.e. grass in summer vs winter). It is possible that this type of effect could be mitigated by moving
outside the physical normalization techniques that have been explored here. Such approaches could include active modeling or data space matching.
Chapter 6

Multi-Angle LU/LC Classification

This chapter details the experimental methods and results of the multi-angle LU/LC classification experiments. These experiments explore the unique aspects of WorldView-2 multi-angle data by combining very high spatial and multispectral resolutions with information extracted from multi-angle observations for the purposes of increased classification performance. The value of this information for urban classification is assessed by comparing the performance of experiments using the multi-angle information to the base case of a single WorldView-2 image classified using the multispectral information.

The multi-angle classification problem is introduced in Section 6.1. The remaining three sections present twenty total classification experiments from three parallel studies that separately investigate different aspects of the multi-angle information. Each study is conducted using unique land-cover classes that seek to emphasize the characteristics of each data set. These results, as well as the results from the model portability experiments, are concluded in Chapter 7.

6.1 Intro: Land-Use/Land-Cover Classification

These experiments explore the information available in two WorldView-2 multi-angle data sets. Specifically, the ability to extract contextual, height, and multi-angle spectral information at very-high spatial resolution and use this information to improve urban classification is studied. The study is carried out with specific focus on the extraction and use of multi-angle spectral information across both in-track and composite multi-angle data.
This dissertation uses data collected by WorldView-2 with eight spectral bands of information. The eight bands of spectral information is collected at very-high spatial resolution (2 m multispectral and 50 cm panchromatic). In addition, the operation of this type of instrumentation from a satellite platform provides the capability to accurately and repeatedly measure large urban areas that are the focus of these studies.

Exploring the ability to add classification accuracy to the foundation of this multispectral information, three classification studies are carried out:

(1) In-track multi-angle derived surface height and VHR contextual information (Section 6.2).

(2) In-track multi-angle multispectral and feature extraction information (Section 6.3).

(3) Composite multi-angle combined surface height and multispectral information (Section 6.4).

6.1.1 Multi-Angle Information

The data available from multi-angle image sets provide information sources not available from a single observation. Various components of the optical multi-angle imagery can be described as separate information sources:

- BRDF: Multi-angle image sets contain direct observations of bidirectional reflectance distribution function (BRDF). This angular reflectance variability is a property of the individual surface types.

- Solar observational cross section: Objects with pitched surfaces, such as trees and some building roofs, will present a different observational cross-section at each angle. This is often described as a component of the surface BRDF.

- Spectral Angle Variability: Surfaces with varying reflectance in both time and angle can be described by an error term that encapsulates the spectral variation of a pixel through the multi-angle sequence.
• Sun glint minimization: The effects of sun glint are minimized. When a surface is obscured by a solar specular reflection in one image due to the geometry of the multi-angle collection, the reflectance will be intact in the remainder of the sequence and available for the classification system.

• Pixel Height (Derived Spatial Correlation): Pixel height provides an explicit value for height above the ground derived by subtracting the elevation model (bare earth) from the surface model, yielding a terrain normalized height value for objects in the scene.

• Seasonality: In the case of composite multi-angle data sets, the changes in season can provide an additional signal for class types with seasonal dependency, such as vegetation.

These information sources can play an important part in identifying land-use classes. The aim of the following experiments is to extract and leverage these information sources from multi-angle imagery.

The utility of these parameters is, of course, class dependent. However, the unique characteristics of some land-use classes that are typically difficult to identify can be described by one or more of the multi-angle information sources. For instance, the inclusion of pixel height information increases the ability to differentiate objects with significant height compared to other spectrally similar classes, such as bridges and highways, buildings and skyscrapers, as well as trees and ground level vegetation. BRDF signals are often associated with vegetation classes, though can also be present in man-made surfaces providing a means of differentiation between spectrally similar classes such as trees and grass. The spectral variability can be indicative of motion through a scene, and, therefore, descriptive of land-use classes such as highways where the movement of vehicles significantly impacts the spectral signature of the asphalt.

6.1.2 Multi-Angle Difficulties

The development of multi-angle data for urban land-use classification requires the investigation of several open questions regarding the use of multi-angle data. In this section, these difficulties
are outlined. Since these approaches have not been extensively explored, each issue constitutes a necessary area of research for this project. These are treated as secondary objectives for this project and are investigated to the extent necessary to create a well defined approach for multi-angle urban classification.

Each of the items listed below arise through the inclusion of multiple views of a single scene into a machine learning system. In all cases, these issues are unique to multi-angle imagery and constitute a novel area of research as applied to urban classification:

(1) View-angle Spectral Distortion: The atmospheric effects inherent in multi-angle observations are significant. Since each observation is taken at a different angle, the spectral observations recorded at the satellite vary significantly due to the increasing atmospheric optical depth in off-nadir imagery. Due to the unique nature of multi-angle classification, spectral data space normalization could play a significant role in increase machine learning accuracy with multi-angle imagery.

- In this dissertation, the spectral distortion associated with satellite view angle is removed from the imagery through atmospheric compensation that accounts for the atmospheric conditions at the time of observation as well as look angle of the satellite.

(2) Image Registration: In order to extract information from the full multi-angle image stack, it is necessary to query the same pixel from each scene. This generally requires co-registered images in the case of moderate or low resolution satellite imagery. However, in urban very-high spatial resolution imagery, pixel selection also requires correction for topographic effects due to observation angle, i.e. building lean.

- In this dissertation, each of the images in the multi-angle data sets are created as true-orthos and bundle adjusted to the other images in the sequence. The true-ortho imagery uses a very-high resolution digital surface model to accurately correct the distortion in the imagery due to vertical structure. This creates a sequence of images in which every object is in the same image location, regardless of view-angle and
vertical height. By bundle adjusting these images, each object can be directly queried in all imagery by pixel location.

(3) Hughes Phenomenon: Multi-angle data sets inherently have a large amount of information. The dimensionality of the full data set is the number of spectral bands multiplied by the number of images included in the multi-angle analysis. This additional information fundamentally increases the complexity of the machine learning problem, and, therefore, decreases the accuracy of the classification. This is known as the Hughes phenomenon and is more commonly referred to as the “curse of dimensionality.”

- In this dissertation, the large dimensionality of the multi-angle data space is addressed using both statistical and physical feature extraction methods. The feature extraction techniques reduce the dimensionality of the data set by reducing the data space to a smaller set of features that more concisely describe the data. Statistical methods, such as principal components analysis, use the structure of the data to determine an appropriate decomposition of the data space into feature that carry the most information. Physical methods use knowledge of the data space, such as the angularity of the spectral observations, to decompose the data space into fewer physically descriptive features than that of the original data space.

(4) Seasonality: Composite multi-angle data sets can include data from multiple seasons. This is generally considered a source of confusion in machine learning. There are methods for leveraging dense seasonal information as a signal source [28], however, there is no guarantee of a well sampled seasonal signal in multi-angle data sets.

- In this dissertation, seasonality is leveraged as a means to improve classification performance through statistical extraction of the temporal variations of LU/LC classes.
6.2 In-Track Multi-Angle LU/LC Classification with Spatial Information

Eight experiments based on the 50 cm spatial resolution panchromatic data investigate the classification contribution of multi-angle derived height information, in addition to the contributions of texture and morphological features. The multispectral information is incorporated in these experiments at the 50 cm spatial resolution through the use of pan-sharpening [81].

This multi-angle analysis is presented as two separate studies. The first study, presented in this section, focuses on the spatial information available from the full image sequence. This information includes the pan-sharpened spectral data, texture and morphology profiles based on the panchromatic data, as well as the multi-angle derived pixel height information. The development of these data sets is discussed further below. The second study, presented in Section 6.3, will focus on the spectral information in the multi-angle sequence.

Between the two studies, thirteen classification experiments are conducted. Experiments one through eight are part of the spatial analysis. Each of these classification experiments are conducted using the Random Forest algorithm [17] with the inputs shown in Table 6.1. The Random Forest is trained with ten trees and no limits on depth or features.

The feature contribution is based on the information gain ratio [90]. The final feature contribution is a normalized accumulation of information gain ratios for each of the classes in the analysis. For each class, the information gain ratio is calculated for the individual class against the combined remaining classes. This provides a feature contribution measurement for each input (as measured against the remaining classes) and by class (the calculated gain ratio). The information can then be combined to present feature contribution grouped by class (Figures 6.5 and 6.10) or input data set (Figures 6.6 and 6.11). By conducting these calculations separate from the classification algorithm, this approach remains classifier independent and is not limited to analyses that employ decision tree type learners.
The balanced F-measure (also F\(_1\) score) \([78,106]\) is calculated in each experiment for all classes. This metric is used in an effort to balance the precision and recall of each class and is calculated as 
\[ F_1 = 2 \cdot \frac{\text{precision} \cdot \text{recall}}{\text{precision} + \text{recall}}. \]

### 6.2.1 Methods: In-Track Spatial & DHM Classification

Three data sets of spatial measurements are developed in addition to the pan-sharpened \([81]\) base case of a single nadir image. These three data sets are measurements of texture, morphology, and height. With these three derived data sets, and the nadir base case, eight experiments are devised, as shown in Table 6.1. These experiments are designed to explore the classification improvements available by including the additional information on top of the base case of a single pan-sharpened image (Exp. #1).

The texture data set is created using six second-order textural parameters calculated using the panchromatic band of the most nadir image \([41,42]\). The six texture parameters are: homogeneity, contrast, dissimilarity, entropy, second moment, and correlation \([80]\). The texture parameters are calculated over three window sizes, 5x5, 15x15, and 51x51 pixels, which cover the range of features typically found in an urban area \([96]\). Only the diagonal direction with a cell shift of 15 pixels was chosen for these calculations. This creates a total of 18 input features for the textural component of the classification experiments.

The morphological data set is created with opening and closing by reconstruction \([24]\). Six profile components are calculated using the two morphological operators over the same three window sizes (5x5, 15x15, and 51x51 pixels) used for the texture calculation \([104]\). This creates a total of six morphological classification input features.

The pixel height information is contained in a digital height map (DHM). This is a map of height above the surface for each pixel in the image. The DHM (Figure 6.1c) is calculated by removing the digital elevation model (DEM) (Figure 6.1b) from the digital surface model (DSM) (Figure 6.1a) calculated for the study area. These are created using BAE Systems’ Socket Set NGATE module \([31]\). The approach uses the known satellite observation angles and spatial cor-
relation between the thirteen multi-angle images to extract a height measurement for each pixel in the scene. These products are computed with no human pre- or post-processing to keep the development as hands-off as possible.

As evident by the height maps and renderings in Figure 6.1, the resulting DHM shows significant distinction between skyscrapers and other lower lying classes, such as commercial building, residential homes, and trees. In turn, these lower lying classes can also be distinguished from ground level classes, such as roadways and grass. Figures 6.1d, 6.1e, and 6.1f show three dimensional renderings of the Atlanta area illustrating the accurate reconstruction of buildings, urban canyons, and highway bridge structures from the DHM.

From the pan-sharpened image, 15 ground survey classes are selected as shown in Table 6.2. These represent a wide variety of both natural and man-made land cover and include bridges, parking lots, vehicles, and skyscrapers. About 2.6 million pixels were collected by careful visual inspection for validation purposes, whereas 1,000 independent samples per class are used for training.

6.2.2 Results: In-Track Spatial & DHM Classification

Inclusion of the spatial data affects the classification results in two ways. First, the inclusion of the DHM information bolsters the ability to classify anything with a significant height compared to
Figure 6.1: The DSM (a) and DEM (b) calculated from the multi-shot sequence with values measured in meters above ellipsoid (HAE). Subtracting the DEM from the DSM produces the DHM (c) with height measured in meters above the surface. Three images near downtown Atlanta are draped over the DSM in (d), (e), and (f) as an illustration of the multi-angle extraction of buildings, urban canyons, and other urban features.
other spectrally similar classes, such as bridges and highways. In addition, texture and morphology provide contextual awareness not available on a pixel-by-pixel basis. This allows the classifier to take into account spatial information when classifying a pixel that is part of a larger object.

Across the eight experiments, there is a steady improvement over the base case (Exp. #1). Figure 6.2 shows that the inclusion of the derived spatial data improves the kappa coefficient in all cases over the pan-sharpened experiment. The base case of the pan-sharpened image has a kappa coefficient of 0.74. The improvement in the most sophisticated case of experiment eight, utilizing the pan-sharpened, morphology, and texture information, in addition to the DHM, produces a kappa coefficient of 0.94. This represents a 27% improvement over the base case. Figure 6.3 shows the classification map of this experiment.

Figure 6.4 shows a boxplot of the 15 spatial classes illustrating the mean value and distribution of the height data in each class. As expected, the three structure classes, residential home, building, and skyscraper, are well identified. The tree class shows a taller height distribution when compared against the spectrally similar stressed and healthy vegetation classes. The bridge class is well separated from the spectrally similar highway and residential roadway classes. The shadow class is an anomaly and has no defined height structure as shadows occur both on the ground and on building tops.
Figure 6.3: Classified image of the Atlanta, Georgia scene from spatial experiment eight. Color legend: □ = Skyscraper, ▪ = Building, ■ = Residential Home, □ = Bridge, ■ = Highway, = Residential Road, = Parking Lot, ▫ = Healthy Vegetation, ▪ = Stressed Vegetation, □ = Soil, ▫ = Trees, ▪ = Vehicles, = Recreational, □ = Shadow, = Water.

Figure 6.4: Boxplot of the ground survey DHM values for the 15 spatial classes (whiskers plotted to 2nd and 98th percentile, outliers omitted).
Table 6.2: F-measure (percentage) for each of the fifteen land cover types used in the eight spatial experiments and the average F-measure for each experiment. The method with the highest F-measure is highlighted for each class. The data set inputs for experiments #1 through #8 are shown in Table 6.1.

<table>
<thead>
<tr>
<th>Class Name</th>
<th>Exp. #1</th>
<th>Exp. #2</th>
<th>Exp. #3</th>
<th>Exp. #4</th>
<th>Exp. #5</th>
<th>Exp. #6</th>
<th>Exp. #7</th>
<th>Exp. #8</th>
</tr>
</thead>
<tbody>
<tr>
<td>Skyscraper</td>
<td>45</td>
<td>48</td>
<td>57</td>
<td>96</td>
<td>54</td>
<td>74</td>
<td>94</td>
<td>77</td>
</tr>
<tr>
<td>Building</td>
<td>75</td>
<td>84</td>
<td>86</td>
<td>89</td>
<td>81</td>
<td>92</td>
<td>94</td>
<td>94</td>
</tr>
<tr>
<td>Res. Home</td>
<td>45</td>
<td>71</td>
<td>73</td>
<td>65</td>
<td>75</td>
<td>80</td>
<td>83</td>
<td>85</td>
</tr>
<tr>
<td>Bridge</td>
<td>72</td>
<td>79</td>
<td>86</td>
<td>85</td>
<td>84</td>
<td>89</td>
<td>95</td>
<td>94</td>
</tr>
<tr>
<td>Highway</td>
<td>36</td>
<td>71</td>
<td>77</td>
<td>60</td>
<td>82</td>
<td>80</td>
<td>84</td>
<td>88</td>
</tr>
<tr>
<td>Res. Road</td>
<td>69</td>
<td>84</td>
<td>78</td>
<td>79</td>
<td>84</td>
<td>91</td>
<td>85</td>
<td>93</td>
</tr>
<tr>
<td>Parking Lot</td>
<td>83</td>
<td>93</td>
<td>91</td>
<td>89</td>
<td>93</td>
<td>96</td>
<td>93</td>
<td>97</td>
</tr>
<tr>
<td>Healthy Veg.</td>
<td>95</td>
<td>98</td>
<td>98</td>
<td>97</td>
<td>99</td>
<td>98</td>
<td>98</td>
<td>99</td>
</tr>
<tr>
<td>Stressed Veg.</td>
<td>95</td>
<td>96</td>
<td>95</td>
<td>96</td>
<td>96</td>
<td>97</td>
<td>97</td>
<td>97</td>
</tr>
<tr>
<td>Soil</td>
<td>91</td>
<td>94</td>
<td>95</td>
<td>94</td>
<td>96</td>
<td>95</td>
<td>96</td>
<td>96</td>
</tr>
<tr>
<td>Trees</td>
<td>88</td>
<td>94</td>
<td>93</td>
<td>93</td>
<td>95</td>
<td>95</td>
<td>95</td>
<td>96</td>
</tr>
<tr>
<td>Vehicles</td>
<td>25</td>
<td>81</td>
<td>63</td>
<td>53</td>
<td>83</td>
<td>91</td>
<td>73</td>
<td>93</td>
</tr>
<tr>
<td>Recreational</td>
<td>84</td>
<td>85</td>
<td>89</td>
<td>90</td>
<td>92</td>
<td>88</td>
<td>90</td>
<td>90</td>
</tr>
<tr>
<td>Shadow</td>
<td>92</td>
<td>97</td>
<td>96</td>
<td>93</td>
<td>95</td>
<td>97</td>
<td>97</td>
<td>98</td>
</tr>
<tr>
<td>Water</td>
<td>74</td>
<td>83</td>
<td>83</td>
<td>78</td>
<td>56</td>
<td>81</td>
<td>86</td>
<td>82</td>
</tr>
</tbody>
</table>

Table 6.2 shows classification F-measure for the 15 spatial classes in experiments one through eight. The feature contribution is presented in two graphs. The feature contribution, broken down by class, is shown in Figure 6.5. The same information is presented by class and broken down by information group in Figure 6.6.

A significant amount of information can be extracted from these two feature contribution plots. They show that many of the spectral, textural, and morphological inputs provide significant feature contribution, but that the DHM contributes most significantly to the overall classification.
The skyscraper, building, residential home, and bridge classes are most affected by the DHM information. Conversely, the small-scale texture information is the most important contributor to discrimination of the vehicle class. This can be seen in both feature contribution plots. Each texture input in Figure 6.5 shows a significant contribution to the vehicle class (purple) compared to the other classes. Figure 6.6 shows the most significant contribution to the vehicle class came from the combined texture inputs.

Of particular interest is the skyscraper class. Experiment number four (pan-sharpened and DHM inputs) shows the highest level of F-measure for this class. When the textural and morpho-
Figure 6.6: Feature contribution, grouped by data type, for the full spatial experiment incorporating all input data (Exp. #8).

Logical information are added to the analysis, the skyscraper class F-measure declines significantly. Figure 6.6 shows that the feature contribution of the texture information, with 13 features, is of approximately the same level as the single DHM input when including all features (Exp. #8). This indicates a conflict between the discrimination of the skyscraper class due to the height information of the DHM and the surface material information of the texture measurements.

It is also interesting to note that the pan-sharpened information accurately classified healthy vegetation. Table 6.2 shows very little improvement in the F-measure performance for this class over the base pan-sharpened case. This can be seen in Figure 6.5 where the largest contributor to the healthy vegetation class (bright green) is the pan-sharpened information, especially the red edge and the two near infrared bands. Figure 6.6 shows that the pan-sharpened information contributed most significantly to the classification when compared against the additional contribution from the texture, morphological, and height information.

Figure 6.7 shows three examples from the classification map. In these examples, the classified image shown is from the eighth experiment with the highest kappa coefficient.
Figure 6.7a shows a building with roof-top parking. Figure 6.7d shows the corresponding classified image. With spectral information alone this was classified as a parking lot. However, as evidenced by the shadow, it is a building with roof top parking. In addition, the classifier accurately identified vehicles in the roof top parking lot and on the ground below.

Figures 6.7b and 6.7e show the discrimination between bridges and highway grade. The transition between the two classes is generally evident on the roadway despite some false positives of the building class near the large elevation gradients between the bridge and ground level. The small commercial building, parking lots, and vehicles, in the bottom right of the image chip, are also accurately delineated.

Figures 6.7c and 6.7f show a further example of parking lot and vehicle classification. In the upper right of the image, there is a large parking lot where nearly all vehicles are identified. The asphalt in proximity to the vehicles is classified as a residential roadway, and the general parking area, where traffic is less prominent, is accurately delineated as a parking lot. Additionally, the baseball practice area in the bottom left of Figures 6.7c and 6.7f is possibly better identified by the classification system than by eye. There is a fence line that follows the outfield of the paved practice field and is barely visible in the image. However, with the additional help of the DHM, it is accurately classified as a small structure (red) in Figure 6.7f.
6.3 In-Track Multi-Angle LU/LC Classification with Spectral Information

Five experiments are conducted using the 2 m spatial resolution multi-angle multispectral data. These experiments explore the contribution of MAR using the eight band multi-angle multispectral data set as well as three feature extraction data sets (reducing the large size of the raw data space).

The second study in this paper, presented in this section, investigates the spectral information. Experiments nine through thirteen are used to study the classification impact of the multi-angle multispectral information. The basis of this analysis is the thirteen WorldView-2 images described in Section 3. These images have two-meter spatial resolution with data in eight spectral bands. Additional information is extracted from this data set using three feature extraction techniques. The first is a physically-based feature extraction that models the observed spectral...
change across view-angle. The second technique employed an unsupervised principal component analysis (PCA) [73] while the third uses the supervised non-parametric weighted feature extraction (NWFE) method [56,57]. The development of these data sets is further discussed below.

Each of these classification experiments are conducted using the Random Forest algorithm, information gain ratio feature contribution calculations, and F-measure calculation, as described in Section 6.2.

6.3.1 Methodology: In-Track Spectral Classification

The first spectral experiment (Exp. #9) uses only the most nadir multispectral image. These experiments seek to explore the additional capabilities available from multi-shot sequences and, therefore, this case is treated as the spectral performance baseline.

Experiment ten uses a data set composed of the full stack of 13 multispectral images. This is a very large amount of data, totaling 104 features. Classification with this large amount of raw data will most likely be less successful than other techniques due to the curse of dimensionality [10,15]. However, this is an important case for this study as it is the most direct classification method utilizing the full range of spectral data available.

Experiment eleven uses a data set developed from a novel physically-based feature extraction technique. In this technique, a polynomial fit is used to characterize the MAR curve of the multi-angle sequence. For each pixel in a spectral band, a second order polynomial curve is fit through the spectral signature as it changes across view-angle. These polynomial fits are of the standard form \( y = ax^2 + bx + c \), where the \( x \)-axis is the off-nadir view-angle and the \( y \)-axis is the pixel reflectance. The coefficients and error term represent:

\(a)\) magnitude of the spectral data curve \( (x^2) \)

\(b)\) linear trend of the spectral data \( (x) \)

\(c)\) spectral offset of the multi-angle fit \( (y\text{-offset}) \)

\(d)\) standard error of the fit \( (y\text{-fit error}) \)
Table 6.3: Spectral data set inputs for experiments nine through thirteen as well as the number of data features used in each experiment. The experiments are ordered by the number of features in each data set, with the exception of the baseline experiment (Exp. #9).

<table>
<thead>
<tr>
<th>Imagery Data Sets</th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Nadir Multispectral</td>
<td>Exp. #9</td>
<td>8 features</td>
</tr>
<tr>
<td>Multi-angle Multispectral</td>
<td>Exp. #10</td>
<td>104 features</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Feature Extraction Data Sets</th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Polynomial Multispectral</td>
<td>Exp. #11</td>
<td>32 features</td>
</tr>
<tr>
<td>Principal Component Analysis</td>
<td>Exp. #12</td>
<td>16 features</td>
</tr>
<tr>
<td>Nonparametric Weighted</td>
<td>Exp. #13</td>
<td>11 features</td>
</tr>
</tbody>
</table>

In this way, four physically meaningful components are extracted from the full data set. The components mainly correspond to the information sources discussed in Section 6.1: partial BRDF \( x^2 \), solar observed cross section \( x \), and pixel reflectance variability \( y \)-fit error) as well as surface reflectance \( y \)-offset).

For the data set used in experiment eleven, these parameters populate four layers for each of the eight WorldView-2 spectral bands. This results in a total of 32 features describing the spectral variation of each pixel through the multi-angle sequence.

While this reduction of dimensionality is a significant improvement over the 104 multispectral features of the full multi-angle sequence, it is still a relatively large data set. To further reduce the dimensionality of the data set, two additional feature extraction techniques are implemented.

The first is the classic principal component analysis feature extraction [73] (Exp. #12) applied to the full image stack of experiment ten. This results in 16 features that contain 99% of the full image stack variance. This data set is used as input for spectral experiment twelve.

The remaining data set (Exp. #13) is extracted from the full image sequence using the nonparametric weighted supervised feature extraction technique [56] [57]. Feature depth is optimized through the use of accuracy testing across the full 104 features of the transformed data space. This results in a data set containing 11 total features used for classification input in experiment thirteen.
Generating a ground survey from a multi-angle dataset presents a unique set of challenges that revolve around the ability to accurately extract spectral information for a specific target in each of the multi-angle images. Generally, there are three possible methods for creating a ground survey that encompass all images in the multi-angle sequence:

1. An individual ground survey can be manually selected from each image. This would be excessively time consuming and could produce an unbalanced data set across the image sequence.

2. A single image ground survey can be propagated to all multi-angle images through the use of a sensor model able to rigorously propagate the ground coordinates from image to image. This process would be very accurate, but require significant development and validation to appropriately deploy.

3. A single image ground survey can be propagated to all multi-angle images through the creation of bundle-adjusted true-orthorectified images from the collected imagery and the DSM calculated as part of the spatial investigation.

In these experiments, the third approach is used. This provides the means to directly select the corresponding pixel in every image of the sequence. However, standard true ortho processes produce artifacts in areas where building lean is removed. This creates completely unusable information, by necessity, in areas where the sensor has no data due to observation angle (occlusion). In an urban scene, this is a relatively large effect. This necessitates that the ground survey be isolated from rapid changes in elevation that could produce processing artifacts at some point in the image sequence. This is to say that all samples are collected in open areas of relatively small vertical change, such as on building tops, in an open fields, or in the middle of roadways. This ensures that, for any given pixel selected, data is present in all the observation angles and ground survey data are not contaminated by artifacts of the true ortho processing.

For these spectral experiments, a ground survey different from the one used for the spatial experiments is created to better emphasize the MAR capabilities. The number of validation pixels
in the spectral experiments is significantly smaller than that of the spatial experiments. It is necessarily limited by the lower spatial resolution of the multispectral imagery as well as the practical constraints of working with a multi-angle data sets and generating a ground survey that, for each pixel, ensures that the full MAR is represented.

Table 6.4 shows the fifteen class types selected for the spectral experiments. These represent a wide variety of both natural and man-made surfaces such as flat and pitched roofs, parked cars, and multiple vegetation types. One hundred independent pixels per class are used for training. Approximately ninety thousand ground survey pixels are selected by careful visual inspection for validation.

### 6.3.2 Results: In-Track Spectral Classification

Classification of the urban scene using MAR shows significant improvement over the base case of a single nadir multispectral image. Figure 6.8 shows the kappa coefficients from these five experiments. All methods that incorporate the MAR show improvement over the base case of a single nadir multispectral image. Furthermore, the three feature extraction techniques show additionally improved classification performance. The full classification map of the polynomial feature extraction experiment is shown in Figure 6.9.

The base comparison case of a single WorldView-2 image is used in experiment #9 and the full stack of imagery, with no feature extraction, is used in experiment #10. The performance
of these experiments, as shown in Figure 6.8, demonstrates that the multi-angle data provides an improvement of approximately 9% in its most raw form. The feature extraction techniques used in experiments #11 - #13 provide an additional improvement on the order of 5%. The resulting classification maps produced by all three techniques are statistically different from each other, based on the McNemar’s test [34] (to the 95% confidence level), and prove increasingly accurate as the data dimensionality decreases.

The polynomial feature extraction technique provides the ability to reduce the full spectral multi-angle data set into physical components describing the BRDF, observable solar cross section, reflectance, and spectral variability (see Section 6.1). This feature extraction technique yields the opportunity to study the importance of this information by class. This is a unique capability when
Figure 6.10: Feature contribution, grouped by class, for the spectral polynomial fit experiment (Exp. #11).

compared to the other feature extraction techniques used in this study, both of which provide an optimized data stack with no physical correlation. To this end, the feature contribution of experiment eleven (polynomial fit) is presented in two graphs. The feature contribution, broken down by class, is shown in Figure 6.10. The same information is presented by class and broken down by information group in Figure 6.11.

Figure 6.10 shows that the multispectral data, in this case encoded in the $y$-offset terms, are the most powerful of the inputs. However, the input contribution is class dependent. As shown
in Figures 6.10 and 6.11, the vegetation classes have a high dependence on the red edge and near infrared spectral data. Conversely, the parked car and pitched roof classes have little dependence on the spectral information and instead rely on the standard error ($y$-fit error) and linear trend ($x$) terms, respectively.

Table 6.4 shows classification F-measure for the five spectral experiments and 15 classes. This allows for the comparison of individual class performance across the five spectral experiments. The experiment with the highest F-measure is highlighted for each class.

The five vegetation classes of the spectral experiments include healthy vegetation, stressed vegetation, dormant vegetation, evergreen trees, and deciduous trees. Across these classes, an improvement of 11% to 28% is seen, with the exception of stressed vegetation.

A possible explanation for the lack of improvement in the stressed vegetation class (with a maximum improvement of 3%) may be found in the spectral correlation with the deciduous class. Since the images were taken in winter time, deciduous trees have no leaves. Therefore, the deciduous class will, by necessity, include some underlying vegetation in the form of a spectral superposition
Table 6.4: F-measure (percentage) for each of the fifteen land cover types used in the five spectral experiments and the average F-measure for each experiment. The method with the highest F-measure is highlighted for each class. The data set inputs for experiments #9 through #13 is shown in Table 6.3.

<table>
<thead>
<tr>
<th>Class Name</th>
<th>Exp. #9</th>
<th>Exp. #10</th>
<th>Exp. #11</th>
<th>Exp. #12</th>
<th>Exp. #13</th>
</tr>
</thead>
<tbody>
<tr>
<td>Flat Roof</td>
<td>48</td>
<td>68</td>
<td>64</td>
<td>78</td>
<td>83</td>
</tr>
<tr>
<td>Pitched Roof</td>
<td>45</td>
<td>70</td>
<td>75</td>
<td>72</td>
<td>74</td>
</tr>
<tr>
<td>Concrete Roadway</td>
<td>87</td>
<td>92</td>
<td>91</td>
<td>94</td>
<td>93</td>
</tr>
<tr>
<td>Asphalt Roadway</td>
<td>69</td>
<td>79</td>
<td>84</td>
<td>85</td>
<td>82</td>
</tr>
<tr>
<td>Parking Lot</td>
<td>75</td>
<td>82</td>
<td>89</td>
<td>93</td>
<td>92</td>
</tr>
<tr>
<td>Healthy Vegetation</td>
<td>84</td>
<td>89</td>
<td>84</td>
<td>85</td>
<td>88</td>
</tr>
<tr>
<td>Stressed Vegetation</td>
<td>94</td>
<td>94</td>
<td>92</td>
<td>91</td>
<td>94</td>
</tr>
<tr>
<td>Dormant Vegetation</td>
<td>94</td>
<td>92</td>
<td>92</td>
<td>91</td>
<td>94</td>
</tr>
<tr>
<td>Soil</td>
<td>82</td>
<td>81</td>
<td>79</td>
<td>77</td>
<td>86</td>
</tr>
<tr>
<td>Evergreen Trees</td>
<td>73</td>
<td>80</td>
<td>85</td>
<td>71</td>
<td>80</td>
</tr>
<tr>
<td>Deciduous Trees</td>
<td>87</td>
<td>86</td>
<td>90</td>
<td>91</td>
<td>89</td>
</tr>
<tr>
<td>Parked Cars</td>
<td>24</td>
<td>43</td>
<td>43</td>
<td>41</td>
<td>44</td>
</tr>
<tr>
<td>Recreational</td>
<td>68</td>
<td>82</td>
<td>74</td>
<td>90</td>
<td>89</td>
</tr>
<tr>
<td>Shadow</td>
<td>89</td>
<td>92</td>
<td>89</td>
<td>89</td>
<td>91</td>
</tr>
<tr>
<td>Water</td>
<td>90</td>
<td>92</td>
<td>94</td>
<td>97</td>
<td>97</td>
</tr>
<tr>
<td>Average F-measure</td>
<td>74</td>
<td>82</td>
<td>82</td>
<td>83</td>
<td>85</td>
</tr>
</tbody>
</table>

with the vegetation classes observed through the tree canopy. This can be a particularly significant issue for the stressed vegetation class, which is spectrally similar to the leaf-off deciduous trees.

The vegetation class that most responded to the additional multi-angle and feature extraction information is the evergreen class. As opposed to the deciduous trees that are leaf off during the collection, evergreen trees can be identified by a changing multi-angle observed solar cross section, and therefore, a distinct polynomial linear fit term in experiment #11. It was in this experiment that a maximum F-measure of 85% is achieved for the evergreen class.
Additionally, three of the man-made materials classified in these experiments show a significant improvement available from the MAR information. The nadir base case shows a relative inability to classify the asphalt roadway and parked cars as well as the pitched and flat roof classes. These classes have an initial F-measure of 69%, 24%, 45%, and 48% respectively. The improvement for each of these classes, after adding the MAR information, is as high as 22%, 75%, 68%, and 70% respectively. The majority of these improvements are found in the polynomial feature extraction experiment and can be contributed to the extraction of physically meaningful parameters (as shown in Figure 6.10 and 6.11), such as pixel variability.

Figures 6.12a and 6.12d show an example of vegetation classification by the polynomial fit experiment. In the image, there are several evergreen and deciduous trees as well as a mix of stressed vegetation, dormant vegetation, and soil. Additionally, small flat and pitched roof structures are accurately identified in the image.

Figures 6.12b and 6.12e illustrate the polynomial fit classifier’s capability to distinguish parked cars, parking lots, vegetation, residential houses, and trees. Despite some misclassification of the pitched roof and shadow classes near the top of the parking area, the classifier identifies the parked vehicles as well as many of the empty spaces in between. The vegetation is also generally well classified showing both stressed and dormant vegetation in the visible open field. Both deciduous and evergreen trees can be seen obscuring residential housing and bordering the parking lot.

Figures 6.12c and 6.12f illustrate the spatial distribution of temporal variation in the scene. These show the standard error of the polynomial fit (term $d$ in Section 6.3.1) across a scene showing a roadway interchange, residential roads, and other urban features. Since each pixel in the scene is fit with a polynomial curve across the multi-angle sequence, the polynomial $y$-fit error term effectively encapsulates the temporal variation of each pixel during the satellite overpass. This can help distinguish between land-use types, such as low volume residential roads and high volume highways.
Figure 6.12: Polynomial $y$-fit error plot and classification examples of vegetation (a)/(d), a parking lot (b)/(e), and a roadway interchange (c)/(f) (applicable color legend is in Figure 6.9).

A boxplot of the pixel level $y$-fit error distribution for the 15 spectral classes is presented in Figure 6.13. It shows that the classes with the largest error signals are the two roadway classes and the parked car class. In these cases, the variation in reflectance of randomly oriented vehicle surfaces or movement of vehicles during the multi-angle collection causes the pixel MAR to vary significantly. These MAR pixels with poor polynomial fits produce a large $y$-fit standard error that can be used to map the pixels of high variability in an image.
6.4 Composite Multi-Angle LU/LC Classification

The section explores the ability to extend the lessons learned in the previous sections to the more generally available composite multi-angle data. In the previous sections, methods of utilizing the information available from in-track multi-angle data, including derived height and BRDF type information, have been explored. However, these in-track multi-angle data sets are relatively rare. In this section, similar techniques are applied to a more widely available composite multi-angle data set in an effort to explore multi-angle methods that may be applied on a large scale to improve land-cover classification.

The composite multi-angle data set that is the subject of these experiments was introduced in Section 3.2. It is a multi-temporal composite of 28 WorldView-2 images collection over the target area of Lakewood, CO over the course of 1.5 years. These images are well distributed over the azimuth and elevation observation hemisphere.

This data set is unique in that it provides multiple images of a single scene, collect over various orbits, from different view angles. This provides three unique data sources not present in a single WorldView-2 image:

1. Surface reflectance properties/BRDF

2. Seasonal spectral changes
However, this additional information comes at the cost of added noise and processing complexity beyond that of the in-track cases discussed previously. These include different atmospheric composition between acquisitions, varying solar illumination, and real changes to the surface over time. The experiments in this section focus on extracting these information sources for the purposes of LU/LC classification.

### 6.4.1 Methods: Composite Spectral & DHM Classification

In the experiments that follow, the composite multi-angle data set is segmented in order to parametrically explore its temporal, angular, height, and combined information. In order to compare these different data sources, four data sets are created:

1. Composite multi-angle data set (24 snow free images - Figure 6.14)
2. In-track triplet multi-angle (3 images - Figure 6.15a)
3. Multi-temporal nadir (3 images - Figure 6.15b)
4. Optically derived pixel height

The full composite multi-angle data set described in Section 3.2 consists of 28 images. However, four of these images have significant snow cover and were, therefore, removed from the following experiments in order to reduce the noise sources and complexity of the experimental comparisons. Therefore, the full composite multi-angle data set used in these experiments contains the 24 images shown in Figure 6.14.

From these 24 images, an optically derived height map was created for the target area using the NGATE software discussed previously [31] for the in-track experiments. The height map is the pixel height above the surface. It is created by subtracting the digital surface model (optical surface) from the digital elevation model (terrain) over the entire target area. In this way, the height information can be included as an additional feature during classification.
In addition, two three-image subsets are created from the 24 composite sequence in order to segment the multi-angle and multi-temporal components of the full data set.

The in-track multi-angle data is a triplet that was collected on July, 2001. This is a true in-track triplet, so the collection parameters are very similar to that of the previous section with the majority of changes in the sequence due to real BRDF type variations and observation angle atmospheric effects. In this data set, there is no multi-temporal information present, providing a good opportunity to parametrically explore the available classification contribution of the multi-angle information.

The nadir “triplet” is a combination of three images collected in May, July, and October in the middle of the composite multi-angle dataset. This is not a true triplet, in that the images were collected over multiple orbits, but all three of the images are collected with an off-nadir angle of less
Figure 6.15: Azimuth and elevation locations of the in-track ((a)) and composite ((b)) triplet subsets used for the composite multi-angle classification experiments #15 through #18.
then $3^\circ$. This creates a dataset that segments the multi-temporal information from the multi-angle information of the in-track triplet.

In the previous multi-angle classification experiments, it was shown that information extraction is necessary when dealing with a large multi-angle data set in order to distill information from an otherwise unassociated stack of imagery. In the previous section, this was done by both creating an explicit physical model of the multi-angle space as well as through the use of statistical feature extraction techniques (PCA and NWFE). With these methods, data set features were created that represent the multi-angle BRDF-type information and provided the information source necessary to significantly improve classification accuracy over that of a single satellite observation.

In these experiments, the principal component analysis (PCA) method is used to the same effect. In each of the three data sets described above, the PCA is calculated and a feature stack containing 99% of the full image stack variance is extracted. The data sets are described, along with the previously discussed data, in Table 6.5. For the full composite multi-angle data set, this created a 20 feature data set that describes both the multi-angle and multi-temporal feature of the full data set. In addition, two six feature data sets were created from the multi-angle and multi-temporal triplets. In this way, a low-impedance method is used to create the extracted features necessary to describe the physical multi-temporal and multi-angle information present in the three data sets.

Using these data sets, seven experiments are performed. These are described in Table 6.5. In all but one of the experiments, the individual data sets are used in a Random Forest classification experiment in order to parametrically explore the information present in each. The single exception is the final experiment #20 where the DHM is added to the feature extraction full composite multi-angle data set in order to explore the maximum classification performance provided from incorporating all available data.

For the data sets used in each of the experiments, the same ground survey was extracted. This consists of 12 classes that cover an array over natural and man-made features: pitched roofs, flat roofs, asphalt roadways, parking lots, bridges, solar panels, skyscrapers, water, conifer trees,
Table 6.5: Feature stacks created from the composite multi-angle data set. Each of the feature stacks is referred to in Figures 6.17 and 6.19.

<table>
<thead>
<tr>
<th>Imagery Data Sets</th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Individual Multispectral</td>
<td>Exp. #14</td>
<td>8 features (24 images)</td>
</tr>
<tr>
<td>Three Nadir Stacked</td>
<td>Exp. #15</td>
<td>24 features</td>
</tr>
<tr>
<td>In-Track Triplet</td>
<td>Exp. #16</td>
<td>24 features</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Feature Extraction Data Sets</th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Three Nadir PCA</td>
<td>Exp. #17</td>
<td>6 features</td>
</tr>
<tr>
<td>Triplet PCA</td>
<td>Exp. #18</td>
<td>6 features</td>
</tr>
<tr>
<td>All Composite PCA</td>
<td>Exp. #19</td>
<td>20 features</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Height Included Data Sets</th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>All Comp. PCA + DHM</td>
<td>Exp. #20</td>
<td>21 features</td>
</tr>
</tbody>
</table>

deciduous trees, natural grass, and maintained grass. A total of 40,000 pixels were selected from the data sets as shown in the RGB example of Figure 6.16. A total of 100 pixels per class is used for classification of the Random Forest with the remaining pixels reserved for validation purposes.

6.4.2 Results: Composite Spectral & DHM Classification

In the following section, the results from the seven composite multi-angle classification experiments are presented. The results show that the additional information available through this type of data set can improve classification accuracy by as much as 30% as measured by kappa coefficient. Additionally, this type of information allows the extraction of classes that are typically difficult to separate, such as pitched and flat roofs as well as asphalt roadways and parking lots.

The kappa coefficient from each of the experiments is shown in Figure 6.17. Each of the bars in the chart represents the kappa coefficient performance of a single experiment as described in Table 6.5, with the exception of the far left bar. This is the average single image classification performance for all 24 images in the composite multi-angle data set with the standard deviation of the images kappa coefficients represented by the error bars.
Figure 6.16: Ground survey of the Lakewood, CO scene. Color legend: 
- Red = Pitched Roof,
- Brown = Flat Roof,
- Gray = Asphalt Roadway,
- Black = Parking Lot,
- Orange = Bridge,
- Blue = Solar Panels,
- Yellow = Skyscrapers,
- Blue = Water,
- Green = Conifer,
- Green = Deciduous,
- Green = Natural Grass,
- Green = Maintained Grass.
In the first three experiments, testing the classification performance of the three main data sets without feature extraction, there is no meaningful performance improvement. This is to say that without feature extraction, the multi-angle and multi-temporal data sets are only a collection of images without additional information available beyond that of a single image.

The next two experiments, “3 Nadir PCA” (#17) and “Triplet PCA” (#18), both show improved classification accuracy over that of the non-feature extracted data sets. Adding the multi-temporal information (#17) to that of the multispectral WorldView-2 imagery, provides an improvement of 14% over the average classification performance of an individual image. Similarly, the multi-angle information (#18) provides an improvement of 7% over the performance of a single image. This is similar to the performance improvement as seen in the in-track experiments (Section 6.3) using PCA feature extraction.

Experiment #19 uses the information features extracted from the full composite multi-angle data set. This process, in essence, combines both the multi-temporal and multi-angle information, shown in experiments #17 and #18, into a single set of features. By combining these two infor-
mation sources, both shown to improve the classification of the 12 class ground survey described above, an improvement of 20% over the average classification performance of a single image can be achieved.

In the final experiment (#20), an additional feature of height is included in the classification. This provides an additional mechanism to distinguish between spectrally similar, but vertically structured, classes, such as roof tops and asphalt. In this final case, a total improvement of 29% over the base case of a single multispectral WorldView-2 image is achieved.

The classification map from this final experiment is shown in Figure 6.18. This map is provided without any post-processing, such as that application of a minimum mapping unit, or manual cleaning. In general, the image shows good identification of the various classes. Specifically, the asphalt roadway and parking lots are generally delineated despite the shared spectral (asphalt) and temporal (moving vehicles) characteristics. In addition, the differentiation between pitched (generally residential), flat (generally commercial), and the skyscraper classes is evident throughout the residential area and also in the commercial area to the top right of the imager where the building complex has a mixed roofline (pitched and flat). During the course of the composite multi-angle, there was also significant construction present in the target area. This is evident in the bottom right of the image where a pitched roof structure (the roof is a sequence of half domes) has significant noise due to the addition of solar panels part way through the composite multi-angle sequence. A more detailed analysis of various subsections will be discussed below.

To further break down the class-by-class performance, a measurement of classification performance for each of the classes is provided, as measured by F1 score, in Figure 6.19. This shows several features of interest. First, as was the case in the in-track analysis (and as dictated by the information available for classification), bridge classification requires the height feature while the skyscraper feature is significantly improved through the use of this additional information. In addition, both of the tree classes show significant improvement with the addition of the composite multi-angle feature set and also show some improvement (though less than may be expected) with the addition of height information.
Figure 6.18: Classification image of the Lakewood, CO scene. Color legend: 
- Red = Pitched Roof,
- Brown = Flat Roof,
- Gray = Asphalt Roadway,
- White = Parking Lot,
- Orange = Bridge,
- Blue = Solar Panels,
- Yellow = Skyscrapers,
- Blue = Water,
- Green = Conifer,
- Forest Green = Deciduous,
- Green = Natural Grass,
- Light Green = Maintained Grass.
Each of these data sets was designed to segment one type of information from the full complexity of the composite multi-angle data set. This information is then extracted by the PCA. As shown in the previous section, this can also be accomplished by physically modeling the multi-angle structure of the data set. However, the statistical nature of the PCA processing allows the straight-forward development of multiple data sets in order to fill out the parametric study.

This additional information can also provide a more subtle impact on issues that must be dealt with, or are often ignored, in single-image classification. For example, vehicles are often treated as an individual class when analyzing a single image. This is necessary because there is no other information to indicate the land-cover or land-use classification of the area occupied by the vehicle. In some cases, the vehicle is the information of interest, such is the case when trying to determine the number of vehicles in a parking area. However, this use case would more appropriately be treated by object detection. Also, shadows are often treated as a separate class. In a similar way,
this is not the land-use or land-cover information that is of interest. The information of interest is
the material on the ground inside of the shadow.

By using the full information available in a composite multi-angle data sequence, these effects
can be addressed to some degree. In the composite multi-angle imagery, both of the cases mentioned
become transient in that both vehicles and shadows move image to image. In the case of vehicles,
this is simply due to the real movement on the surface between images. For shadows, this is an effect
of both changing solar illumination as well as observation angle. When observing from the forward
scattering direction (opposite the sun), shadows are typically longer and the shaded side of objects
are observed. The opposite is true when observing from the backscatter direction. This, combined
with the changes in solar angle throughout the year, produce significantly varying shadows between
the images of the composite multi-angle sequence.

The following examples illustrate the use of the composite multi-angle sequence in order to
leverage these transient effects for improved LU/LC classification. In each of the cases, the resulting
map is more representative of the actual land-cover or land-use than is available through the use
of a single image.

Figure 6.20 (displayed over a two consecutive pages) shows a residential area from the bottom
part of the full target area. The two page figure consists of an RGB aerial image (6.20a), a spectral
classification map based only on data from the eight multispectral WorldView-2 bands (6.20b), two
classification images (6.20c, and 6.20d) from the final classification experiment (#20) using all the
available information from the composite multi-angle data.

As can be seen in the RGB image, the area is mainly composed of residential housing with a
combination of conifer and deciduous trees as well as a few parking lots on the top and bottom of
the region. In the spectral-only classification image, there is significant noise between the two types
of trees (Conifer and Deciduous), the various building types (Pitched Roof, Flat Roof, and Skyscrapers),
as well as the asphalt surfaces (Asphalt Roadway, Parking Lot). However, when you include the composite multi-angle information, the tree,
building, and asphalt classes become much more clearly identified. In the case of the two asphalt
classes, Figure 6.20c identified much of the areas near the side of the residential roadways as parking areas due to the intermittent presence of vehicles throughout the composite sequence. However, the actual definition and validation of this type of classification is difficult. Therefore, in Figure 6.20d, the classes are merged to more accurately show the pixel level classification accuracy of the full scheme. In this form, the residential building are accurately delineated from the surrounding tree cover. In addition, the flat roof commercial buildings are accurately delineated from the pitched roof structures. The only tall structure in the image, the A-frame shaped church building in the lower-left of the image, is accurately extracted as a skyscraper.

In the next example, shown in Figure 6.21, a mixed-use area from the left side of the target area is shown. It consists of open space, commercial area, and high density residential buildings. In Figure 6.21a, a classification map using only the eight band multispectral information is shown. In this case there is significant confusion between the concrete parking areas of the high-density residential buildings and the concrete-topped skyscrapers. In addition, many of the high-density residential buildings are misclassified as parking lots. Figure 6.21b shows the resolution between these spectrally overlapping classes that is created when using the composite multi-angle information. There is still some confusion in the image around the edge of the high-density residential buildings, but these buildings are accurately classified as pitched roof structures. In addition, the concrete parking area (with covered parking areas) to the top of the image are now accurately identified. In addition, the parking areas are accurately delineated from the trafficked paved areas (including both roadways and the areas between parking stalls in parking lots). Also of note, the building in the far bottom right of the classification image is accurately depicted in Figure 6.21b.

Figure 6.22 illustrates shadow mitigation for three large buildings. The RGB satellite (2 m) images of each building are shown on the left (Figures 6.22a, 6.22c, and 6.22e). The corresponding classification images, extracted from the classification image of experiment (#20) are shown on the right (Figures 6.22b, 6.22d, and 6.22f). In each of the three image sets, the classification image provides a much clearer picture of the land-cover present in the shaded portion of the RGB images. In the top image (Figures 6.22a and 6.22b), the small lake to the top of the building is shaded by
Figure 6.20: Classification example of a residential area with an aerial image (a) for reference. The three classification examples shown use only the spectral information ((b)) and the full PCA with DHM information stack ((c) and (d)). Image (d) shows the same map as in image (c) but with the two roadway classes merged. (applicable color legend is in Figure 6.18).
Figure 6.21: Classification example of a mixed-use area showing the significant improvement resolving classes when the multi-angle information is included. Classification image (a) used the eight band multispectral information which the improved image (b) used the full PCA and DHM image stack. (Applicable color legend is in Figure 6.18).
the building. The classification image accurately depicts the shaded area as a combination of water and vegetation. Similarly, the middle image (Figures 6.22c and 6.22d), show the shaded parking area correctly classified as such. The final image set (Figures 6.22e and 6.22f), shows the same effect with the shaded area classified as both parking area and trees. The diagonal delimitation between the parking and building classifications is also generally correct, with one of the main differences between the classes being the height above the surface. In this case, the ground level gradually falls from the left side of the image to the right, so the change in classification between surface pavement and raised building is generally correct.

By leveraging the multi-angle information present in a composite multi-angle WorldView-2 sequence, an improvement of up to 30% in land-cover classification is available and provides the additional capability of mitigating transient effects to more accurately delineate LU/LC classes. In the examples shown above, it was possible to differentiate between parking areas and trafficked paved areas. This includes the differentiation between areas of a parking lot where vehicles travel as compared to where they park. Additionally, the mitigation of shadows of an image can be addressed through the use of the composite multi-angle sequence data allowing for a more accurate LU/LC classification separate from the shadowing effects on the ground.
Figure 6.22: Classification example of view-angle and shadow suppression (applicable color legend is in Figure 6.18).
Chapter 7

Conclusions

The studies presented as part of this dissertation cover two major research problems:

(1) Land-use/land-cover classification multispectral model portability.

(2) Multi-angle land-use/land-cover classification improvement.

Each of these problems are uniquely addressed using two types of multi-angle data: in-track and composite. In the former case, the data is composed of multiple shots collected sequentially (within minutes) during a single overflight of the satellite. In the latter case, the data is composed of many individual shots collected over a period of time (1.5 years in the presented data) from various angles.

This research explored methods to leverage the capabilities and characteristics of these data sets to improve current capabilities. Specifically, the two data sets encode multi-angle information that can be extracted and leveraged to improve classification LU/LC classification (problem #2 above) or used as a simplified test case (problem #1 above) in order to develop methods for creating more stable and portable classification models. A brief summary the results from each project is provided below.

7.1 Multispectral Model Portability

The model portability studies presented in this dissertation leverage the unique properties of multi-angle data to segment and measure the improvement in various noise sources complicating
the general use of a Random Forest machine model across many images. Specifically, because the
in-track multi-angle data was collected during a single satellite overflight, the collected data space
is distorted only by the angular dependent scattering effects of the atmosphere and real BRDF type
observed reflectance changes on the surface. Similarly, the composite multi-angle data set, while
possessing all of the noise sources typically seen between multiple images, is constrained to a single
target area. Therefore, methods to improve model portability can be realistically tested against
the more complex data set.

Testing of five data sets, including digital number (DN), top-of-atmosphere reflectance (TOA),
atmospheric compensation (AC), DN band ratios, and AC band ratios, on the simplified test case
of in-track multi-angle data showed that compensation for both atmospheric scattering and illumi-
nation variation is necessary to maximize the portability of a multispectral Random Forest model.
Additionally, the model portability testing preferentially favored training in the solar backscatter-
region. When then effects are maximized, the portability of a multispectral model improved
from no portability (completely losing all classification accuracy across the in-track sequence) to a
reduction of 10% in kappa coefficient.

When the same analysis was applied to the more complex composite multi-angle data set,
similar results were observed. However, the added noise of seasonality limited the portability
performance to an overall reduction in classification accuracy across the composite multi-angle
data sequence of approximately 20% in the best cases. Additionally, it was shown that, at the most
basic level, the correction of DN data to TOA reflectance is a minimal first step to multi-image
analysis.

In the future, additional work should be directed at addressing data space distortions due to
seasonality and BRDF in order to compensate for the remaining real distortions in the image data
space. A possible avenue for this is the statistical domain adaptation techniques described earlier.
However, this will likely have to be a class level correction in order to accurately address the differ-
ences in seasonality changes and BRDF between classes (i.e. asphalt versus grass). Alternatively,
the use of non-spectral features (such as texture) could improve model portability by removing the spectral dependence of the model all together.

7.2 LU/LC Classification Improvement

These studies showed that there is significant improvement in classification accuracy available from leveraging the spatial and spectral data in both in-track multi-angle and composite multi-angle WorldView-2 image sequences. Specifically, the in-track spatial and spectral information provide 27% and 14% improvement, respectively, in kappa coefficient over the base case of a single nadir multispectral image while the composite multi-angle information collectively improved classification performance 29% over the base case of a classification using the eight bands of a single WorldView-2 multispectral image. In addition to providing the foundation for feature extraction methods to improve classification, the features extracted from the multi-angle data provides the capability to differentiate classes that are generally difficult to distinguish, such as skyscrapers, bridges, high volume highways, parked cars, trafficked asphalt, and parking lots.

Eight spatial classification experiments were presented using a combination of spectral, textural, morphological, and height information. Within these data sets, the DHM provided the largest benefit to the overall classification. It was particularly useful for several classes, including skyscrapers, building, residential homes, and trees. Healthy vegetation relied mainly on the multispectral information and very little on the derived data sources. Although texture was the least significant data set to the overall classification experiment as measured by feature contribution, it did play a uniquely strong role in vehicle detection where the addition of the texture data set alone increased class F-measure from 25% to 81%.

Five spectral classification experiments were separately presented using a nadir multispectral image, the full multi-angle multispectral data set, and three feature extraction techniques. These experiments showed that the multi-angle spectral information generally provided significantly improved classification performance. While the spectral information provided the strongest feature contribution to the overall classification, specific classes benefited from the unique aspects of the
multi-angle information. The derived $y$-fit error data provided a uniquely strong signal for some of the classes in the spectral experiments. The parked car class does not have a standard spectral signature and, therefore, had very poor class F-measure using only the nadir spectral information (24%). The final class F-measure was increased by 79% with the inclusion of the $y$-fit error information describing the solar reflection variability across view-angle. The multi-angle spectral variability also provided strong feature contribution for the classes with high temporal variability, such as the roadway classes.

Seven composite multi-angle classification experiments were presented using a parametric approach to measure the impact of the spectral, BRDF type multi-angle, multi-temporal, and height information. The experiments showed that, when feature extraction techniques are appropriately applied, classification performance can be improved 7% through the inclusion of multi-angle information and 14% through the inclusion of multi-temporal information. When these data sources are combined with an optically extracted height model, a total improvement of 29% was observed over the base case of a single multispectral WorldView-2 image. In the presented case, this provided an overall classification performance of 0.93 kappa across 12 classes. This research also showed the promise of this type of LU/LC classification to suppress noise sources, such as building lean and transient vehicles, to accurately classify surfaces such as parking lots.

In the future, further benefit may be realized by physically modeling the spatial, spectral, and temporal information presented in the composite classification studies. This type of physically representative information may prove particularly powerful for identifying land use classes, such as highways, bridges, residential roadways, and parking lots, where the non-spectral information is necessary to accurately identify the classes. Additionally, expanding the multi-angle analysis beyond the 30° off-nadir limit used in this study could benefit classes with significant BRDF. If high off-nadir images can be accurately registered with the near nadir portion of the multi-angle sequence, more of the BRDF information would be represented and, theoretically, increase retrieval accuracy for classes with a BRDF signal.
Bibliography


[18] Leo Breiman and Adele Cutler. Random forests.


[40] Li Haitao, Gu Haiyan, Han Yanshun, and Yang Jinghui. Fusion of high-resolution aerial imagery and lidar data for object-oriented urban land-cover classification based on svm. In ISPRS Workshop on Updating Geo-spatial Databases with Imagery, number 1, Urumchi, China, 2007. Citeseer.


Appendix A

Designing a Random Forest

In the experiments presented in this dissertation, additional features derived from the composite multi-angle imagery, such as spectral pixel variability and pixel height, are used in order to provide more useful information to a machine learning system and to test the portability of a basic multispectral classification model. This is measured in each experiment by using changes in kappa coefficient from a base case experiment. In the classification experiments, this is a WorldView-2 eight band multispectral image. In the model portability experiments, the base case is the training location of the classification model.

In this dissertation, all classification models have been created using the Random Forest algorithm trained with supervised data [17]. In each set of experiments, the classification results were calculated using a single set of parameters for the Random Forest in order to minimize the variability of the results due to the classification algorithm. However, due to the random nature of the algorithm, it is non-deterministic in that, given the same set of input data, the algorithm will produce different results in multiple training/validation experiments [12]. Therefore, it is generally necessary to statistically measure the improvement in kappa coefficient from one experiment run to the next.

The specific choices of Random Forest parameters, most prominently forest size and variable depth, can have a significant effect on the performance of the algorithm. Because of this, there are many methods for optimization of the Random Forest algorithm [18]. Additionally, the authors of
programming packages that implement the Random Forest algorithm have designed optimization routines into their recommended workflows [63].

However, each of these optimization techniques are problem specific. In order to directly compare the classification performance of the experiments in this study, a single set of parameters are chosen based on experimental variability results. In order to understand and minimize the Random Forest variability due to setup parameters, experiments are presented here that map the variable depth and forest size parameter space.

In the Figures A.1, A.2, and A.3, the forest size and variable depth of multiple classification models are presented against the number of tied vectors in the forest. The number of tied vectors is simply a count of the number of trees in the forest that produce no clear winner between two or more classes. In this way, the number of tied vectors described the amount of confusion in the Random Forest - with higher confusion representing a less predictable classification result.

Figures A.1 through A.3 provide plots of both the Random Forest size and the Random Forest variable depth parameters as a function of tied vectors in the resulting forest. The variable depth space shows that the number of tied vectors is minimized at approximately a variable depth of 4 (in the presented eight feature data space), with no penalty for deeper trees. Similarly, the plots show that the Random Forest size should be greater than a few hundred trees, with the small benefits attained for the larger computational complexity of exceedingly large forests. However, it is also shown that choosing a very small number of trees for a Random Forest produces a particularly ambiguous machine learning model. This can be particularly detrimental in cases where a single model is used to make accuracy improvement determinations between experiments with relatively close kappa coefficient values.

Figure A.3 shows a surface plot from which the two box plots were taken with the variability in tied vectors averaged in order to facilitate presentation in the surface format. The same trends can be seen across the two parameter data space with a significant increase in the variability of each model when the number of trees is very small and little real dependence on the allowed variable depth.
Figure A.1: The number of tied vectors by number of trees in the Random Forest over all variable depth parameters.

Figure A.2: The number of tied vectors by variable depth (maximum eight WorldView-2 spectral bands) over all forest size parameters.
From these plots we can determine some basic guidance for creating reasonable Random Forest model. Based on the above experiments, the number of variables randomly sampled as candidates at each split is $\sqrt{n}$, where $n$ is the number of features. Additionally, the number of trees grown as part of each Random Forest is set to 300. This is, in fact, very similar to the default setting of the Random Forest implementation provided by Andy Liaw [63]. However, other implementations, by default, set the forest size to 10 trees. This results in a much faster algorithm, but comes at the cost of additional and significant uncertainty in the reported classification performance.